The Raymond and Beverly Sackler
Faculty of Exact Sciences
The Blavatnik School of Computer Science

Efficient high-quality motion planning
in tight settings
Dissertation submitted in partial fulfillment of the requirements for the degree of
“doctor in philosophy” in the School of Computer Science, Tel-Aviv University
by

Oren Salzman

This work has been carried out under the supervision of
Prof. Dan Halperin

July 2016

Acknowledgments
Completing this dissertation would not have been possible without the support and help of many people.
First and foremost, I wish to express my genuine gratitude to my advisor, Prof. Dan Halperin. Words
cannot express how fortunate I feel to have had the opportunity to work with Prof. Halperin. On the
academic level, for the hours of discussions, the invaluable guidance he provided, and the high standards
he set. Maybe more importantly, is the way that this guidance was provided: with a smile and with
constant support for me, not only as a researcher, but as a husband and a father.
I would like to deeply thank Prof. Pankaj K. Agarwal from Duke University for the ongoing and
fruitful collaboration which was, and is, an inspirational experience. I would also like to thank Kiril
Solovey, Michal Kleinbort and all the members of the Applied Computational Geometry group at the
Tel-Aviv University’s School of Computer Science who offered their support as fellow researchers and as
friends.
I would like to express my love and gratitude to my parents and wife for their unconditional love and
support during this ongoing academic journey. Finally, to my three children, Gal, Maayan and Ella, all
of whom were born during my PH.D studies and are, without a doubt, my best product by far.
Work on the dissertation has been supported in part by the Israel Science Foundation (grant no.
1102/11), by the German-Israeli Foundation (grant no. 1150-82.6/2011), and by the Hermann MinkowskiMinerva Center for Geometry at Tel Aviv University.

Preface
The main results that this dissertation is based on are the following four papers which were published
during my PhD studies in peer-review scientific journals:
• On the power of manifold samples in exploring configuration spaces and the dimensionality of narrow passages.

Oren Salzman, Michael Hemmer, Dan Halperin.
Published in IEEE Transactions on Automation Science and Engineering 12(2): 529-538 (2015)
and also presented in the Tenth Workshop on the Algorithmic Foundations of Robotics, WAFR
2012.
• Motion planning for multi-link robots by implicit configuration-space tiling.
Oren Salzman, Kiril Solovey, Dan Halperin.
Toa appear in IEEE Robotics and Automation Letters.
• Sparsification of motion-planning roadmaps by edge contraction.
Oren Salzman, Doron Shaharabani, Pankaj K. Agarwal, Dan Halperin.
Published in International Journal of Robotic Research 33(14): 1711-1725 (2014) and also presented
in IEEE International Conference on Robotics and Automation, ICRA 2013.
• Asymptotically near-optimal RRT for fast, high-quality, motion planning.
Oren Salzman, Dan Halperin.
To appear in IEEE Transactions on Robotics. Also presented in IEEE International Conference
on Robotics and Automation, ICRA 2014.
In addition, the dissertation also describes the following three papers which were presented in leading
conferences and published as part of the conference’s proceedings:
• An efficient algorithm for computing high-quality paths amid polygonal obstacles.
Pankaj K. Agarwal, Kyle Fox, Oren Salzman.
Published in Proceedings of the Twenty-Seventh Annual ACM-SIAM Symposium on Discrete Algorithms, SODA: 1179-1192 (2016).
• Asymptotically-optimal motion planning using lower bounds on cost.
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• Optimal motion planning for a tethered robot: Efficient preprocessing for fast shortest
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Oren Salzman, Dan Halperin.
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Abstract
In recent years, robots play an active role in everyday life: medical robots assist in complex surgeries,
search and rescue robots are employed in mining accidents and urban disasters and low-cost commercial
robots clean houses. There is a growing need for more sophisticated algorithmic tools enabling stronger
capabilities for these robots. One fundamental problem that robotic researchers grapple with is motion
planning. Motion planning deals with planning a collision-free path for a moving creature in an environment cluttered with obstacles [28]. Motion planning is not limited to robotics, it has applications in
diverse domains such as computer games and computational biology. Typically, a high-quality path is
desired where quality can be measured in terms of, e.g., path length, clearance (distance from nearest
obstacle at any given time) smoothness or energy consumption along the path, to mention a few criteria.
The complexity of a motion-planning problem is primarily governed by two factors: (i) The dimension
of the configuration space—a space defined by the parameters needed to describe the robot’s position
and orientation and (ii) the tightness of the environment—informally, an environment is said to be tight
if the robot is required to move with little or no clearance from the obstacles.
State-of-the-art motion-planning algorithms can efficiently construct paths for low-complexity problems (i.e., either of low-dimensional configuration spaces or of scenarios that do not contain narrow
passages). However, as the complexity increases, their running-time may grow in an exponential fashion
(exponential in the dimension of the configuration space [120] or in the clearance of the path that the
robot needs to move along [124]). Moreover, algorithms that produce high-quality paths with optimality
guarantees [69] require additional overhead both in terms of running times and memory consumption
when compared to the basic version of these algorithms.
In this dissertation we (i) describe efficient algorithms to produce paths in highly complex scenarios
and (ii) provide efficient algorithms that produce high-quality paths. As such, the main body of this
dissertation is subdivided into two parts. Each part includes the collection of articles published during
the dissertation relevant to that specific topic.
Specifically, in the first part we describe two planners that are concerned with efficiently finding a
solution (and not necessarily a high-quality one). The first planner is concerned with planning paths for
two polygonal robots translating and rotating in the plane while in the second, we study the problem
of motion-planning for free-flying multi-link robots. Each planner uses conceptually different tools: The
first planner combines geometric methods for the exact and complete analysis of low-dimensional spaces
with sampling-based approaches that are appropriate for higher dimensions. In the second planner we
exploit the structure of the problem to devise a data-structure that efficiently represents the search
space. We analyze each planner theoretically and show in experiments that both planners outperform
state-of-the art algorithms by several orders of magnitude in running time in certain scenarios.
In the second part of the dissertation, which is concerned with high-quality planning, we describe a
series of data structures and algorithms that allow to significantly increase the computational efficiency of
high-quality sampling-based algorithms with respect to computation time and space requirements. The
first work adapts surface-simplification techniques to produce sparse data structures that allow to obtain
high-quality paths after preprocessing a given settings. The second and third use efficient graph-search

algorithms to significantly speed up computation time of planners using algorithmic approaches such as
relaxing optimality to near optimality and lazy computation. We conclude with two specific instances
of high-quality planning in the plane. In the first we study a path-planning problem in which we wish
to compute a short path between two points while also maintaining a high clearance from the obstacles.
In the second we study the problem of planning the shortest path for a polygonal robot anchored to a
fixed base point by a finite tether.
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Introduction

The problem of motion-planning has been an intensive areas of study for almost four decades now. In
its basic form, we are given a robot or a moving object R in a workspace W ⊂ Rk , where k ∈ {2, 3},
which is cluttered with static obstacles. We assume that the shape and location of the obstacles and the

shape of R are known to the planning system. Given an initial and final placement s, t of R, we wish to
plan a path that moves R from s to t while avoiding collision with the obstacles or determine that no
such path exists.
The spatial pose of R, or the configuration of R, is uniquely defined by some set of parameters, the
degrees of freedom (dof s) of R. The set of all robot configurations C is termed the configuration space

of the robot, and decomposes into the disjoint sets of free and forbidden configurations, namely Cfree

and Cforb , respectively. Thus, it is common to rephrase the motion-planning problem as the problem of
moving R from a start configuration qs to a target configuration qt along a path that is fully contained

within Cfree . This simplified and purely geometric problem is often referred to as rigid body planning. In

reality one needs to (possibly) take into account additional issues such as incomplete information, nonholonomic constraints, control issues related to inaccuracies in sensing and motion and non-stationary
obstacles.
To better understand the notion of configuration spaces, consider a polygonal robot moving in the

plane. If the robot is only allowed to translate then it suffices to use a two-dimensional reference point to
describe the location of the robot. Thus, both the workspace W and the configuration space C are subsets

of R2 . If we allow the robot to rotate as well, then we need to add another parameter to describe the
orientation of the robot. In this case we have that W ⊂ R2 while C ⊂ R2 × [0, 2π). The dimension of the
2

configuration space (namely the number of dof s) may be arbitrarily high. Consider, for example, a robot
which is comprised of n spatial links, where each two consecutive links are connected by a rotational
joint. Here, we need a three-dimensional point to describe the position of one of the robot’s endpoints
and n − 1 two-dimensional parameters to describe the angle formed between each two consecutive links.
The configuration-space formalism was introduced by Lozano-Perez [97] in the early 1980s. Schwartz

and Sharir proposed the first general algorithm for solving the motion-planning problem, with running
time that is doubly-exponential in the number of dof s [128]. Singly exponential-time algorithms have
followed [15, 27], but are generally considered too complicated to be implemented in practice. Unfortunately, there is little hope to asymptotically reduce the exponential running times of these algorithms as
the general problem was already shown by Reif to be PSPACE-Hard in the late 1970’s [120]. Additional
hardness results have followed for different versions of the problem [54, 56, 57, 132].
Facing the aforementioned hardness results, the community has mostly considered either (i) specific
problems with a small number of dof s, with the goal of obtaining solutions better than those yielded by
the general techniques or (ii) approaching the general problem with heuristic and approximate schemes.
For a general review on the former approach, the reader is referred to [34] while surveys regarding the
latter can be found in [28, 33, 87, 86]. We now continue to elaborate on each of the approaches. We
then briefly mention alternative approaches to solve motion-planning problems.

1.1

Analytic solutions to motion-planning problems

Analytic solutions to the motion-planning problem are typically based on geometric algorithms. Thus,
we start by reviewing several concepts related to the field of computational geometry that are closely
related to motion planning. For additional sources and related material see, e.g., [19, 46, 117].

1.1.1

Computational-geometry related background

Arrangements

Arrangements serve as a fundamental building block in computational geometry in

general and in motion-planning algorithms in particular. They allow to discretize a continuous space in
an efficient manner without loosing any information regarding the space. For surveys on the subject of
arrangement see [52, 129].
Given a finite set M of hyper-surfaces in Rd , the arrangement A(M) is a subdivision of Rd into

maximal open connected cells of dimension 0, 1, . . . , d induced by M. Interestingly, motion planning

has motivated many problems in arrangements, such as the problem of bounding the complexity of an
arrangement, designing efficient algorithms for computing a single cell in an arrangement of n low-degree
algebraic surface patches in d dimensions, the problem of computing the union of geometric objects (the
expanded obstacles), and the problem of decomposing higher-dimensional arrangements into subcells of
constant-description complexity. These problems are only partially solved and present major challenges
in the study of arrangements.
Of specific interest to us are planar arrangements. Here, M is a set of n curves which we assume are

algebraic curves of maximum constant degree. In this case the combinatorial complexity of the planar
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arrangement A(M) (the complexity of the vertices, edges and faces) is at most O(n2 ). This bound is

tight in the worst case—for example consider a grid of n/2 horizontal segments intersecting n/2 vertical
segments. The combinatorial complexity of a single face in an arrangement of n low-degree algebraic
curves in the plane is only O(λs (n)) for some constant parameter s that depends on the degree of the
curves; here λs (n) is the nearly-linear maximum length of (n, s) Davenport-Schinzel sequences [47].
Minkowski sums Given two sets P, Q ∈ Rd , their Minkowski sum, denoted as P ⊕ Q, is their pointwise vector sum, namely the set: P ⊕ Q = {p + q|p ∈ P, q ∈ Q}. Minkowski sums are used in many
applications such as motion planning, computer-aided design and manufacturing. The complexity of the
Minkowski sum of two planar polygons P , Q with m and n vertices respectively is Θ(m + n) if both P
and Q are convex, Θ(mn) in the case one of the two is convex [73] and Θ(m2 n2 ) in the general case.
Minkowski sums can be used to detect collision between two sets. This basic operations play an
important role in solving motion-planning problems as will be demonstrated below. Let P and Q be two
point sets in the plane having a non-empty intersection, let p ∈ P ∩ Q and let −Q denote the reflection

of Q about the origin. Note that since p ∈ Q, then −p ∈ −Q and thus P ⊕ (−Q) contains the origin as
(0, 0) = p + (−p). The reverse direction is also true: if (0, 0) ∈ P ⊕ (−Q), then P ∩ Q 6= ∅. Thus, to

detect if two point sets intersect it is sufficient to test if the origin lies inside the Minkowski sum of one
point set reflected about the origin and the second one.
Visibility graphs

Let P = P1 , . . . , Pm be a set of simple pairwise interior-disjoint polygons. The

visibility graph of P is an undirected graph defined on the set of polygon vertices, whose set of edges
consists of those pairs of vertices that are mutually visible. Two vertices are mutually visible if the
straight line segment connecting them does not intersect the interior of any of the polygons in P . In
this case, we call this segment a visibility edge.
Voronoi diagrams

Let O = {o1 , . . . , om } be a set of m objects referred to as Voronoi sites. The

Voronoi diagram Vor(O) is the partition of space into maximally connected cells where each cell consists
of the points that are closest to one particular site (or a set of sites). These cells are referred to as
Voronoi cells. The bisector B(oi , oj ) of two Voronoi sites oi and oj is the locus of points that have an
equal distance to both sites. That is B(oi , oj ) = {p | ||oi , p||2 = ||oj , p||2 }. An edge in the Voronoi

diagram is thus part of a bisector of two sites such that there does not exist a third site closer to any
point on the edge. It can be shown that the total complexity of a planar Voronoi diagram is O(n) where
n is the total number of polygon vertices and that it can be constructed in O(n log n) time (see e.g.
[10, 145]).
Similar to the case of Visibility graphs, the Voronoi diagram induces a graph whose vertices are
the intersection of three Voronoi edges. An edge connects two vertices if the portion of the bisector
connecting the points is fully contained in the Voronoi diagram.
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(a)

(b)

Figure 1.1: (a) Vertical (b) and Collin’s decomposition of a set of obstacles (depicted in red).

1.1.2

Analytic motion-planning algorithms for low-dimensional problems

Recall that the algorithms mentioned to solve the general motion-planning problem [15, 27, 128] are
exponential in the number of dof s and that the problem is PSPACE-hard. Thus, we continue to review
solutions to a variety of specific motion-planning problems, most of which have 2 or 3 degrees of freedom.
Exploiting the special structure of these problems leads to solutions that are more efficient than the
general methods described above.
Planning for a point robot.

When the robot is a point, the workspace obstacles and the configuration-

space obstacles are identical. To obtain a solution, one can use the cell-decomposition approach. Here,
we subdivide the free space into smaller regions called cells, each of which is of constant-description
complexity. Two examples of cell decompositions are trapezoidal decomposition (see, e.g. [21, C. 13])
and Collin’s decomposition [30, 31]. See Figure 1.1 for a visualization of both decompositions in a planar
environment. Once such a decomposition is constructed, a connectivity graph is constructed according
to the adjacency relationships between the cells, where the nodes represent the cells in the free space,
and the edges between the nodes show that there is a free crossing between the corresponding cells.
From this connectivity graph, a continuous path can be determined by simply following adjacent free
cells from the source point to the target point. Planning a path inside a decomposed cell is usually
trivial due to the low complexity of the decomposed cell. See Figure 1.2a.
The approach we have just described, does not provide any guarantees on the quality of the path.
If one is interested in shortest paths and the space is two-dimensional, then this may be obtained by
computing the visibility graph over the set of obstacles. Here, the polygons are considered as open
sets. Each edge is given a weight equal to the Euclidean distance between its two end-vertices. To find
a shortest path between two points, one simply needs to add them as vertices in the graph together
with all visibility edges from these newly-introduced vertices. Then any shortest path algorithm such as
Dijkstra’s algorithm [35] can be executed starting from the vertex representing the source configuration.
In fact, it is sufficient to consider only the edges that are bitangent to the polygons they connect, namely
edges that can be infinitesimally extended in both directions without penetrating any polygon. Such
bitangent edges are called reduced visibility edges. See Figure 1.2b for a visualization. It should be
noted that this approach does not extend to three dimensions, where the problem of finding a shortest
path is known to be NP-Hard [26].
5

(a)

(b)

(c)

Figure 1.2: Different paths (purple) computed from a start point (green) to a target point (red) amidst
a set of polygonal obstacles (red). (a) Path computed over the connectivity graph induced by a vertical
decomposition. (b) Shortest path computed using the visibility graph. (c) Maximal-clearance path computed
using the Voronoi diagram.
In a similar fashion the Voronoi diagram can be used to compute paths of maximal clearance (a
clearance of a point is its minimal distance to an obstacle) from the obstacles. This is done by connecting
the query points to the diagram by connecting them to the closest bisector (and adding a vertex if
necessary). See Figure 1.2c for am illustration. Additionally, see [89, 121] for path-planning algorithms
which are based on Voronoi diagrams.
Planning for robots with a small number of degrees of freedom The simplest non-trivial example of a moving robot is a translating polygonal one. In such settings, the obstacles in the configuration
space can be computed explicitly as follows: we first compute the Minkowski sum of the robot reflected
about the origin with each obstacle and then compute the union of all such Minkowski sums, which are
polygons as well. Once the set of configuration-space obstacles has been computed, then the problem
boils down to planning a path for a point robot amid a set of given polygonal obstacles.
When we have a general motion-planning problem for a robot with a small number of dof s, one can approach the problem using the notion of contact curves (or in general dimensions contact (hyper)-surfaces).
The idea behind contact curves (also known as critical curves), is that the changes between Cfree and Cforb

occur when the robot is tangent to an obstacle. In a two-dimensional polygonal configuration space,
the changes between Cfree and Cforb occur when a robot’s vertex coincides with an obstacle’s edge or
when a robot’s edge coincides with an obstacle’s vertex. These two cases are referred to as vertex-edge

and edge-vertex, respectively. These incidences are represented by curves in the configuration space. If
all these critical curves are inserted in to an arrangement, each of the arrangement cells is completely
in Cfree or in Cforb . This gives a discretization of the continuous configuration space without loosing any
data.

This is best demonstrated by a simple example, in Figure 1.3, on the left-hand side, we see a square
robot R and a line-segment obstacle that R should avoid. The middle figure demonstrates a critical
curve formed by translating R while one vertex is tangent to the obstacle’s edge. The right-hand side
figure demonstrates a critical curve formed by translating R while one edge is tangent to the obstacle’s
vertex. Although the method holds for any configuration space of dimension d, it is impractical for
large d as the induced critical surfaces may be of dimension d − 1 and the arrangement’s complexity is
6

(a) Workspace.

(b) Robot’s vertex - obstacles’s edge critical curve.

(c) Robot’s edge - obstacles’s
vertex critical curve.

Figure 1.3: Critical curve (in a green dashed line) example.
exponential in d in the worst case [51].

1.1.3

Implementing geometric algorithms and the Computational Geometry
Algorithms Library

Most computational-geometry algorithms assume the so-called real RAM model that allows for infinite
precision arithmetic operations [117], thus discarding any errors that could arise from rounding errors.
Numeric inaccuracies in the context of geometric algorithms may lead to inconsistent results in topological predicates [74]. In addition, the input is assumed to be in general position, namely degenerate
positions are excluded (for example no three points lie on a line or no four points lie on a circle). The two
assumptions mentioned create a gap between theory and practice. When implementing computationalgeometry algorithms these assumptions need to be revised. Overcoming the real RAM model assumption
may be achieved by using exact computation [146] while handling degeneracies needs to be taken into
account when implementing robust algorithms.
The Computational Geometry Algorithms Library Cgal, is a C++ software library aiming to provide
generic robust implementation of geometric algorithms and data structures. The project was launched
in 1996 as a collaborative effort of several research institutes in Europe and Israel. The library provides many implemented algorithms such as Convex hull algorithms, Delaunay triangulations, Voronoi
diagrams, Polygon manipulation and more. Cgal is used in various fields including computer graphics,
Computer Aided Design (CAD), bioinformatics, motion planning and more.
The C++ library follows the generic programing paradigm as presented in [11] which allows for great
flexibility in designing and implementing algorithms. It is a programming paradigm where algorithms
are described in terms of abstract types. These types (referred to as models) have to follow predefined
behaviors (referred to as concepts) and are provided as parameters at instantiation time of the algorithms.
This provides the ability to write generic code that is not type specific. This is best demonstrated by
an example: The following code illustrates a generic swap() function. When the generic function is
compiled it is instantiated with a data type that must be constructible from another member of the data
type and must have an assignment operator. A data type that fulfills these requirements is a model of
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the concepts commonly called Copy Constructible and Assignable [11].
template <typename T> void swap (T& a , T& b)
{

T tmp

= a;

a = b;
b = tmp ;
return ;
}
We briefly describe several Cgal packages that are of specific interest to the implementation of
motion-planning algorithms in general and to this dissertation in particular.
• 2D Regularized Boolean-Set Operations: This package allows to compute Boolean-set oper-

ations on point sets bounded by planar curves. Operations supported include intersection, union,
complement etc. Specifically, the package supports regularized operations where, roughly speaking,
there is no distinction between the interior and the boundary of sets. For details, see [39].

• 2D Minkowski Sums This package allows to compute the Minkowski sum of two simple straightedge polygons in the plane. For details, see [39].

• 3D Boolean Operations on Nef Polyhedra 3D Nef polyhedra, are a boundary representation

for cell-complexes bounded by halfplanes. This package allows to compute Boolean operations on
two Nef polyhedra. For details, see [48, 50].

• 3D Minkowski Sum of Polyhedra This package allows to compute the Minkowski sum of two
Nef polyhedra. For details, see [48, 49].

• 2D Arrangements This package can be used to construct, and update planar arrangements.
The package supports queries on the arrangement, such as point location and operations such as
computing the overlay of two arrangements. For additional, see [17, 18, 39, 142].
• 2D Segment Delaunay Graphs This package provides an algorithm for computing the dual of
a Voronoi diagram of a set of segments under the Euclidean metric. It is a generalization of the
standard Voronoi diagram for points.
• 3D Fast Intersection and Distance Computation The axis-aligned bounding box (AABB)

tree package provides a data structure and algorithms to perform efficient intersection and distance
queries on sets of finite 3D geometric objects.

1.2
1.2.1

Sampling-based approaches to motion planning
Overview

Sampling-based motion-planning algorithms abstract the robot as a point in the configuration space C

and plan a path in this space. Recall that a point, or a configuration, in C represents a placement of
8

(a) PRM sampled milestones.

(b) PRM valid milestones.

(c) PRM roadmap.

(d) Query using roadmap.

Figure 1.4: PRM example.
the robot that is either collision-free or not, subdividing C into the sets Cfree and Cforb , respectively.

The structure of the configuration space is then studied by constructing a graph G, called a roadmap,
that approximates the connectivity of Cfree . Roughly speaking, the nodes of the graph are collision-free

configurations sampled at random. Two (nearby) nodes are connected by an edge if the straight line

segment connecting their configurations is collision free as well. We elaborate on different planners after
providing some necessary background.
Sampling-based motion-planning algorithms are implemented using two primitive operations: Collision detection (CD), which is used to asses if a configuration is collision-free or not, and nearest neighbor
(NN) search, which is used to efficiently return the neighbor (or neighbors) of a given configuration. The
CD operation is also used to test if, given two configurations q, q 0 , a path π(q, q 0 ) connecting the two
configurations lies in Cfree —a procedure referred to as local planning.

The algorithmic framework described can be implemented for single-query problems, where start and

target configurations are provided to the planner or for multi-query problems where the configuration is
preprocessed to efficiently answer multiple queries. Arguably, the best-known, and conceptually simplest
algorithms are the Probabilistic Roadmap Method (PRM) [72] and the Rapidly Exploring Random
Tree [88]. We use these algorithms as running examples to elaborate on different aspects of samplingbased motion planners.
Probabilistic Roadmap Method

The PRM algorithm, presented by Kavraki et al., is a multi-query

algorithm which works in two phases: a preprocessing phase and a query phase. In the preprocessing
phase, the roadmap G is constructed by sampling n collision-free configurations and adding them as nodes

to the graph. If the path connecting two close-by configurations is collision free, then an edge between
the two configurations is added to the graph. Here, checking if the local path is indeed collision free is
carried out using a fast local planner. In the query phase, we are given start and target configurations.
Using the local planner, we attempt to connect the start and target configurations to the roadmap. If
such connections are obtained then any graph-search algorithm can be used to asses if a path exists
between the start and goal configurations in the roadmap.
The high-level description of the PRM algorithm leaves two main questions that need to be addressed.
The first, is how are nodes sampled in the configuration space? The simplest approach, that works
well in practice, is to sample points uniformly from the configuration space. Many heuristics were
suggested in order to speed up the probability of finding a solution. Examples include sampling near
the obstacles [5, 22, 147] on the medial axis [92, 148] and more [58].
9

xnearest
xinit

xinit
xrand

(a) Tree before extension.

xnearest

xinit

xinit
xrand

(b) Sampling a random node.

(c) Locating nearest neighbor.

xrand

(d) Extending the tree towards the neighbor.

Figure 1.5: Visualization of how the RRT tree is extending. Obstacles depicted in red, tree depicted in black.
The second question that one needs to address is, given a configuration q, what is the set of configurations that the algorithm considers as potential neighbors in the roadmap. Recall that for each such
neighbor q 0 , the algorithm will call the local planner to asses if the path π(q, q 0 ) connecting q and q 0
is indeed collision free. Now, the local planner is typically considered the computational bottleneck of
sampling-based motion-planning algorithms. Thus, we would like to call the local planner only for nodes
for which the probability of having π(q, q 0 ) ∈ Cfree is high. This is done by connecting only nodes which

are close-by, which implies that a distance metric should be used. Given such a metric, two common
approaches are to connect each node q to (i) its k nearest neighbors or to (ii) all neighbors that are at
distance at most r from q. We refer to these variants as k-PRM and r-PRM, respectively and note that
choosing the value of k (or r) has a dramatic effect on the performance of the algorithm.
Analysing sampling-based motion-planning algorithms is typically done by considering their asymptotic behavior. Namely, does a property hold with high probability as the number of samples tends
to infinity. The most fundamental property that one requires from a sampling-based motion-planning
algorithm is probabilistic completeness. Namely, the probability that the algorithm finds a solution, if
one exists, tends to 1 as the number of samples tends to ∞. The r-PRM and k-PRM algorithm were

first shown to be probabilistic complete for the case that r = ∞ or k = n (see [71, 84]). These choices of
parameters lead to a graph of size O(n2 ) which is computationally inefficient both with respect to the

running time of the algorithm and with respect to the storage required. Later analysis (see, e.g., [69, 134])
refined this value and showed that choosing r = O((log n/n)1/d ) suffices to ensure probabilistic completeness (here d is the dimension of the configuration space). Moreover for r = o((log n/n)1/d ) the
r-PRM algorithm is not probabilistic complete [134]. Similarly, choosing k = O(log n) for the k-PRM is
a necessary and sufficient condition to ensure probabilistic completeness [134].
Rapidly Exploring Random Trees

The RRT algorithms, presented by LaValle and Kuffner, is

a single-query algorithm that grows a roadmap which is a directed tree embedded in the configuration
space. The root of the tree is the node representing the source configuration. The algorithm expands the
tree in an iterative fashion: At each iteration, a configuration xrand is sampled at random. Then, xnearest ,
the nearest configuration to xrand in the roadmap is found and extended in the direction of xrand to a
new configuration xnew . If the path between xnearest and xnew is collision-free, xnew is added to the
roadmap (see Figure 1.5).
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(a)

(b)

Figure 1.6: Visualization of how the Voronoi bias changes in RRT for different spaces. Obstacles are depicted
in black, tree edges in blue and Voronoi diagram in red. Finally, Voronoi cells which are unbounded (namely
which bias the growth of the tree towards unexplored regions) are colored in purple Notice that, while in both
examples the RRT tree is identical (as are the obstacles), the portion of purple Voronoi cells is significantly
different. Figure adapted from [149].
The reason why the algorithm rapidly grows the tree towards unexplored regions of the configuration
space is the so-called Voronoi bias used: It is straightforward to see that the probability to pick a
node xnearest for expansion is proportional to the size of the Voronoi cell of that node in the Voronoi
diagram of all the tree’s nodes. Consequently, nodes in the “exterior” part of the tree, which are near
unexplored regions of the configuration space, have a high probability of being picked. This property
motivated alternative RRT-like planners which attempt to increase the Voronoi bias [94]. While the
Voronoi bias causes these RRT-like planners to rapidly explore the configuration space in many settings,
they may explore the space slowly when the sampling domain is not well adapted to the problem (see
Figure 1.6 for an illustrative example). This problem was addressed by controlling the sampling domain
used by the algorithm [66, 149].
Notice that when we grow the tree from the nearest configuration xnearest in the direction of xrand , we
do not restrict the algorithm to add the edge (xnearest , xrand ) to the tree. We only require to extend the
tree in the direction of xrand . This subtlety is crucial as when planning with kinodynamic constraints [37,
87] this problem, called the single-boundary value problem, is significantly simpler than solving the twopoint boundary value problems (i.e., connecting two points exactly and optimally by a feasible path).
Finally, we note that, as in many search algorithms, one can employ a bi-directional variant of RRT
where two trees are grown simultaneously. The first tree is rooted at the source while the second tree is
rooted at the target. After each tree is extended, an attempt to connect the two trees is made. See [83]
for details.

1.2.2

Primitive operations

As mentioned, motion-planning algorithms make use of two primitive operations, namely collision detection and proximity search. We now continue to overview each of these operations.
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Collision detection Collision-detection algorithms are extensively used by sampling-based motionplanning algorithms in order to answer discrete collision queries or continuous ones. The former test
whether a sampled configuration is in collision with the workspace obstacles, whereas the latter test
whether a continuous path between two configurations is collision-free. Local planning can be conducted
using a dense sampling along a path and performing a discrete collision query at each sample. Alternatively, one can perform a continuous collision query for testing whether the path between two given
configurations is collision free.
While sampling-based algorithms for motion planning usually operate in the configuration space,
collision-detection algorithms are often bound to the workspace (R2 or R3 ). As a result, the cost of
collision detection depends on the complexity of the workspace obstacles.
Many efficient algorithms for solving the problem of collision detection exist. Most algorithms are
bound to certain types of models (to mention a few: rigid, deformable, polygonal), and often allow
answering proximity queries as well (i.e., separation-distance computation or penetration-depth estimation). Several such libraries are publically avaliable [29, 85]. The most general of which is the Flexible
Collision Library (FCL) [106] that integrates several techniques for fast and accurate collision checking
and proximity computation. This C++ library is based on hierarchical representations and can perform different proximity queries on different model representations. For additional detail on collision
detection, see [106].
For polyhedral models, which are prevalent in motion-planning settings, most commonly-used techniques are based on bounding volume hierarchies (BVH), which often perform faster than most other
methods. Among the various types of bounding volumes, the most prevalent are axis-aligned bounding
box, oriented bounding box, spheres, and swept sphere volume. The different types of bounding volumes
differ in the tightness of fitting to the bounded set and in the cost of an overlap test of two bounding
volumes.
A collision query using BVHs may take O(m2 ) time in the worst case, when m is the complexity of the
polyhedra. However, this bound can be improved using methods tailored for large environments [29, 60].
Some of these methods use spatial subdivisions in order to arrange the object in smaller cells. Object
pairs belonging to certain cell will be checked for collision. Others construct a bounding box for each
object and check for pairwise intersections between bounding boxes. The time complexity of the latter
can be bounded by O(m log m + s) in the two-dimensional case, where s is the number of intersections
between boxes. In three dimensions, the bound is O(m log2 m + s), where s is the number of overlapping
pairwise bounding boxes [93].
Other methods relevant to motion planning are continuous collision-detection algorithms [77, 76, 152]
and those tailored for dynamic environments where the objects undergo rigid motion [29].
Nearest-neighbor methods: exact and approximate Nearest-neighbor algorithms are frequently
used in various domains. The most basic form of the nearest-neighbor (NN) search problem is defined
as follows: Given a set P of n points in a metric space M = (X, D), where X is a set and D : X×X → R
is a metric, build a data structure such that, given a query point q ∈ X, the nearest point p ∈ P to q
is efficiently reported. Two immediate extensions of the NN search problem are the k-nearest-neighbors
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search and the r-near-neighbors search. The former reports the k nearest points to a given query point q,
whereas the latter reports all points within a distance r to q. Another commonly-used variant of the
problem is the all-pairs r-near neighbors, in which given a point set P and a radius r, one has to report
all pairs of points in P of distance at most r.
In the plane, the NN search problem (also known as the post-office problem) can be efficiently solved
by constructing a Voronoi diagram of P in O(n log n) time and preprocessing it to a linear-size pointlocation data structure in expected O(n log n) time. Queries are then answered in O(log n) time [19].
However, for high-dimensional point sets this problem becomes harder to solve, as most solutions have
an exponential or a super exponential dependence on the dimension d, and therefore become infeasible.
This phenomenon is often termed “the curse of dimensionality” [64]. As nearest-neighbor search is used
in various domains, there exists a wide range of methods allowing efficient proximity queries, differing
in their space requirement and time complexity.
A well-known structure used in rather low dimensions (here, we use the term low dimension to refer
to no more than several dozens) is the kd-tree presented by Bentley et al. [16, 40]. Its expected query
complexity, under various assumptions on the points distribution) is logarithmic in n. However, the
constant factors hidden in the asymptotic query time depend exponentially on the dimension d [9]. The
geometric near-neighbor access tree (GNAT) is a different structure which works well for rather low
dimensions. As opposed to kd-trees, GNAT is oblivious to the underlying topology or dimension of
the data. As Brin claimed in [24], typically only linear space is required and the construction takes
O(dn log n) time.
The aforementioned structures give an exact solution to the problem. However, many approximate
algorithms for solving the problem exist, and often perform significantly better than the exact ones.
The approximate variant of the basic NN search problem is to design a data structure that supports the
following operation: For any query q ∈ X if there exists p ∈ P such that D(p, q) ≤ r, find a point p0 ∈ P

such that D(q, p0 ) ≤ cr, where r, c > 0 are given real parameters. This problem is often referred to

as (r, c)-NN [63]. The approximate k-nearest neighbors and the approximate r-near neighbors search
problems can be defined similarly.
Among the prominent approximate algorithms for the NN problem are Balanaced box-decomposition
tree (BBD-tree) proposed by Arya et al. [9], and Locality-sensitive hashing (LSH), originally presented
by Indyk and Motwani [64]. See [63] for a survey on approximate NN methods in high-dimensional
spaces.
In the context of motion planning, several specifically-tailored NN techniques were previously described [62, 78, 116, 150]. Some of the methods are exact, whereas the other are approximate. Note
that the proofs provided for the asymptotic properties of certain planners assume that use of exact NN
queries [69]. However, Solovey et al. show that even when approximate NN methods are being used,
probabilistic completeness still holds [134].
A structure based on random grids allows for efficiently answering approximate r-near neighbors
queries in Euclidean d-dimensional space [1]. In [78] we used this structure in the context of motion
planning and obtained significant speed up in the construction time of certain algorithms. In addition,
we were able to converge faster to the optimal solution, when the grids-based structure was used for NN
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queries.
We mention several commonly used, publicly available C++ NN libraries. ANN [9] supports data
structures and algorithms for both exact and approximate nearest-neighbor searching. The distance
used is assumed to be a Minkowski metric (examples of metrics in this family include the Euclidean
distance, Manhattan distance, and L∞ ). Examples of data structures implemented include kd-trees and
box-decomposition trees. FLANN [104] is a different NN library which is able to automatically determine
the best NN algorithm and parameter values given a specific dataset and a desired degree of precision.
Finally, E2LSH [6] (Exact Euclidean LSH) is a package that provides a randomized solution for NN in
the Euclidean space.

1.2.3

High-quality motion planning

Planners such as RRT and PRM produce solutions that may be far from optimal [69, 105]. Thus, many
variants of these algorithms and heuristics were proposed in order to produce high-quality paths.
Heuristics

Post-processing an existing path by applying shortcutting is a common, effective, approach

to increase path quality; see, e.g., [44]. Typically, two non-consecutive configurations are chosen randomly along the path. If the two configurations can be connected using a straight-line segment in the
configuration space and this connection improves the quality of the original path, the segment replaces
the original path that connected the two configurations. The process is continued iteratively until a
termination condition holds.
An inherent problem with path post-processing is that it is local in nature. A path that was postprocessed using shortcutting often remains in the same homotopy class of the original path. Raveh et
al. showed that carefully combining even a small number of different paths (that may be of low quality)
often enables the construction of a higher-quality path [119].
Additional heuristics to improve the quality of the path obtained by the algorithm include changing
the sampling strategy [5, 92, 130, 138], or the connection scheme to a new milestone [131, 138]. Other
approaches include useful cycles [44] and random restarts [141].
Asymptotically optimal and near-optimal solutions: In their seminal work, Karaman and Frazzoli [69] give a rigorous analysis of the performance of the RRT and PRM algorithms. They show that
with probability one, the algorithms will not produce the optimal path. By modifying the connection
scheme of a new sample to the existing data structure, they propose the PRM* and the RRG and RRT*
algorithms (variants of the PRM and RRT algorithms, respectively) all of which are shown to be asymptotically optimal. Namely, as the number of samples tends to infinity, the solution obtained by these
algorithms converges to the optimal solution with probability one. To ensure asymptotic optimality, the
number of nodes each new sample is connected to is proportional to log(n) (here n is the number of free
samples).
PRM* is an instance of PRM where the number of neighbors of each node is chosen to ensure
asymptotic optimality [69]. We denote by r-PRM* and k-PRM* the asymptotically optimal variants of
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r-PRM and k-PRM, respectively. Specifically, for r-PRM* the radius to be used should be
r(n) > 2
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where n is the number of samples, d is the dimension of the configuration space, µ(Cfree ) is the volume of
the free space and ζd is the volume of a d-dimensional unit sphere. Alternatively, for k-PRM* it suffices
to chose [69]
k(n) > e · (1 + 1/d).
Due to the fact that each node is connected to O(log n) other nodes, PRM* may produce prohibitively
large graphs. Thus, recent work has focused on sparsifying these graphs. This can be done as a postprocessing stage of PRM* [101, 125], or as a modification of PRM* [36, 100, 102].
The RRG and RRT* algorithms share the same high-level structure as the RRT algorithm. They
maintain a roadmap as the underlying data structure, which is a directed tree for RRT* and a directed
graph for RRG. Similarly to RRT, at each iteration a configuration xrand is sampled at random. Then,
xnearest , the nearest configuration to xrand in the roadmap is found and extended in the direction of xrand
to a new configuration xnew . If the path between xnearest and xnew is collision-free, xnew is added to the
roadmap.
The algorithms differ in the connections added to the roadmap. In RRT, only the edge (xnearest , xnew )
is added. In RRG and RRT*, a set Xnear of kRRG log(|V |) nearest neighbors of xnew is considered. Here,

|V | is the number of nodes currently in the RRG or RRT* tree and kRRG is a constant ensuring that
the cost of paths produced by RRG and RRT* indeed converges to the optimal cost almost surely as
the number of samples grows. A valid choice for all problem instances is kRRG = 2e [69]. For each
neighbor xnear ∈ Xnear of xnew , RRG checks if the path between xnear and xnew is collision-free and if

so, (xnear , xnew ) and (xnew , xnear ) are added to the roadmap. RRT* maintains a sub-graph of the RRG

roadmap. This is done by an additional rewiring procedure which is invoked twice: The first time, it
is used to find the node xnear ∈ Xnear which will minimize the cost to reach xnew . The second time,
the procedure is used to to minimize the cost to reach every node xnear ∈ Xnear by considering xnew

as its parent. Thus, at all times, RRT* maintains a tree which, as mentioned, is a subgraph of the
RRG roadmap. Similar to PRM* a radial version exists where one chooses the set of nearest neighbors
according to a radius which depends on the current number of samples that are used.
The performance of RRT* can be improved using several heuristics [65, 114]. Recently, Arslan and
Tsiotras suggested RRT# [8] as an asymptotically-optimal algorithm with a faster convergence rate when

compared to RRT*. RRT# extends its roadmap in a similar fashion to RRT* but adds a replanning
procedure. This procedure ensures that the tree rooted at the initial state contains lowest-cost path
information for vertices which have the potential to be part of the optimal solution. Thus, in contrast
to RRT* which only performs local rewiring of the search tree, RRT# efficiently propagates changes to
all the relevant parts of the roadmap.
Janson and Pavone [68] introduced the asymptotically-optimal Fast Marching Tree algorithm (FMT*).
This single-query asymptotically-optimal algorithm maintains a tree as its roadmap. Similarly to PRM*,
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FMT* samples n collision-free nodes. It then builds a minimum-cost spanning tree rooted at the initial
configuration over this set of nodes. Lazy variants have been proposed both for PRM* and RRG [99] and
for FMT* [123]. We also note that using nearest-neighbor data structures tailored for these algorithms
additional speedup in the running times may be obtained [78].
Another asymptotically-optimal algorithm, presented by Gammell et al. is Batch Informed Trees
(BIT*) [43]. BIT* uses a heuristic to search a series of increasingly dense implicit RGGs while reusing
previous information. On several scenarios BIT* was shown to finds better solutions faster than RRT,
RRT*, Informed RRT* [42], and FMT* with faster anytime convergence towards the optimum.
An alternative approach to improve the running times of these algorithms is to relax the asymptotic
optimality to asymptotic near-optimality. An algorithm is said to be asymptotically near-optimal if,
given an approximation factor ε, the solution obtained by the algorithm converges to within a factor of
(1 + ε) of the optimal solution with probability one, as the number of samples tends to infinity. The
Sparse Stable RRT (SST) [90, 96] by Littlefield et al. is an example of an asymptotically near-optimal
algorithm. SST is best suited for systems with dynamics as it does not require solving a two-point
boundary value problem (BVP). This is important as RRT* and its variants require a BVP solver in
order to connect two existing nodes in their roadmap, a requirement that is sometimes impractical.
However, SST requires additional parameters that affect the running time of the algorithm as well as the
quality of the solution. To tune the desired behaviour of SST, one needs to know the minimal clearance
of the optimal path in the configuration space. Thus, while SST is indeed an asymptotically near-optimal
algorithm, it remains unknown how to choose the parameters that will ensure a (1 + ε)-approximation
for a given ε.
Ferguson and Stentz [38] suggest iteratively running RRT while considering only areas that may
potentially improve the existing solution. Alterovitz et al. [4] suggest the Rapidly-exploring Roadmap
Algorithm (RRM), which finds an initial path similar to RRT. Once such a path is found, RRM either
explores further the configuration space or refines the explored space. Luna et al. [98] suggest alternating
between path shortcutting and path hybridization in an anytime fashion. RRT* was also adapted for
online motion planning [70]. Here, an initial path is computed and the robot begins its execution. While
the robot moves along this path, the algorithm refines the part that the robot has not yet moved along.
Random geometric graphs

Interestingly, roadmaps constructed by many sampling-based planners

coincide, in the absence of obstacles, with standard models of random geometric graphs (RGGs). These
models have been studied for several decades and by now a rich body of literature exists analyzing
various properties and types of RGGs. Indeed, in their work on optimal motion planning, Karaman
and Frazzoli [69] observed this relation and employed techniques that were initially developed for the
anaylsis of RGGs to the study of sampling-based planners.
We provide a very brief review of random geometric graphs. For a detailed review and a framework
connecting results pertaining RGG to motion-planning roadmaps, see [134]. The study of random
geometric graphs (RGGs) was initiated by Gilbert [45] who considered the following model: a collection
of points is sampled at random in a given subspace of Rd , and a graph is formed by drawing edges
between points that are closer than a given r > 0, called the connection radius.
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An immediate question that follows is for which values of r the graph is connected (with high probability). Several works have addressed this question and showed that it is both necessary and sufficient

1/d
that the connection radius will be proportional to logn n
, where n is the number of points and the
points are sampled from the unit hypercube [0, 1]d (see, e.g., [7, 82, 107]). Penrose [108] established that
connectivity occurs approximately when the graph has no isolated vertices. The monograph [109] of the
same author on this subject studies many more properties of RGGs, including vertex degree, clique size
and coloring. The reader is also referred to a survey on the subject by Walters [140].
Various alternative connection strategies for RGGs have been proposed over the years, the most
studied of which is the k-nearest model (see, e.g., [12, 13, 143]). More complex models add edges
between vertices in a randomized fashion (see, e.g., [25, 41, 110]). Some models introduce an ordering on
the sampled points (see, e.g.,[20, 111, 112, 127, 139]), which results in a directed graph that resembles
the RRT tree [83].

1.2.4

Open Motion Planning Library—OMPL

Many of the core concepts in sampling-based motion planning are relatively easy to explain, but implementing sampling-based motion planning algorithms in a generic way is non-trivial. The Open Motion
Planning Library (OMPL [137], http://ompl.kavrakilab.org), is an open source C++ implementation
of many sampling-based algorithms (such as PRM, RRT, Kinodynamic Planning by Interior-Exterior
Cell Exploration (KPIECE) [136] and many more) and the core low-level data structures that are commonly used. OMPL was used intensively throughout this dissertation. Moreover, one algorithm that
was developed as part of this dissertation was integrated into OMPL and is distributed as part of the
software. We provide a brief overview of the software.
To support planning in general domains, OMPL has representation of spaces in which planning can
be performed. Such a space, called state space 1 includes the topology of the space such as Euclidean,
SE2, SE3, Cartesian products of existing spaces and more. In addition, topology-specific sampling and
distance metrics are defined for the space.
OMPL implements a variety of nearest-neighbor data structures such as kd-trees and GNAT. It
makes use of FCL as its collision-detection library. In addition, it includes various sampling strategies,
automatic selection of reasonable default parameters, support for planning with the Open Dynamics
Engine, a popular physics simulator and tools for systematic, large-scale benchmarking [103].
OMPL includes Python bindings that expose almost all functionality to Python users. This library
is aimed at three different audiences: (i) motion planning researchers—allowing researches to implement
not only new algorithms using accessible building blocks, but also to compare against one or more stateof-the-art motion planning algorithms. (ii) robotics educators—there are a series of exercises/projects
around OMPL aimed at undergraduate students. These exercises help students realize what the complexity of motion planning means in practice, develop an understanding of how sampling-based motion
planning algorithms work, and learn to evaluate the performance of planners. and (iii) end users in the
1 In

the planning literature a state space is a generalization of configuration spaces that allows taking additional factors
such as kinodynamic constraints into account.
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robotics industry—OMPL may be cleanly integrated with other software components on a robot, such
as perception, kinematics, control, etc. OMPL is integrated within ROS [118] and serves as the motion
planning back-end for the arm planning software stack. The availability of OMPL in ROS makes it
easy for end users in the robotics industry to stay up-to-date with advances in sampling-based motion
planning.

1.3

Alternative approaches

Although less common than sampling-based approaches, we mention alternative families of algorithms
that may be used to solve the motion-planning problem.
Artificial potential fields methods

This approach, by Khatib, regards the robot as moving in

a potential field [75] induced by the obstacles and by the target placement, where the obstacles act as
repulsive barriers, and the target as a strongly attracting source. By letting the robot follow the gradient
of such a potential field, we obtain a motion that avoids the obstacles and that can be expected to reach
the goal. An attractive feature of this technique is that planning and executing the desired motion
are done in a single stage. Another important feature is the generality of the approach; it can easily
be applied to systems with many degrees of freedom. This technique, however, may lead to a motion
where the robot gets stuck at a local minimum of the potential field, leaving no guarantee that the goal
will be reached (see [81] and references within). To overcome this problem, several solutions have been
proposed. One is to try to escape from such a “potential well” by making a few small random moves,
in the hope that one of them will put the robot in a position from which the field leads it away from
this well (see, e.g., [14]). Another approach is to use the potential field only for subproblems where the
initial and final placements are close to each other, so the chance to get stuck at a local minimum is
small. For additional details, see [28, C.4] and references within.
Grid-based methods

Somewhat similar to the sampling-based approach to motion planing, grid-

based methods consider a graph defined over the configuration space. Instead of randomly sampling
configurations and connections, as in sampling-based methods, this approach conceptually places a
regular grid or lattice over the configuration space. Neighboring configurations on this grid are connected
by an edge if the path connecting the two is collision free. The cost of travelling from one node to other
can be set on many different ways. Once the costs are set, graph-search algorithms can be applied in
order to choose the path which allows to reach the goal point with the minimum possible cost. These
algorithms include Dijkstra [35] or A* [53]. Many modifications of these exist to take into account
dynamically changing scenarios [79, 80, 135], learn from experience [2, 61, 115], or to use multiple
heuristics [3].
Somewhat related to grid-based methods is an approach where sampling-based planners such as
RRT or PRM are de-randomized. Here, these algorithms are used with quasi-random or deterministic
sampling sequences. This is an important question, as de-randomized planners would enable the use
of offline computation and could simplify a number of operations (e.g., locating nearby samples when
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lattice sequences are used). Initial research [23, 59, 95] focused on the performance of de-randomized
versions of sampling-based planners in terms of convergence to feasible paths. Recent work by Janson
et al. [67] showed that there exists deterministic low-dispersion sampling sequences for which planners
such as PRM are deterministically asymptotically optimal. Moreover, an asymptotically-optimal version
of PRM exists that runs in time which is arbitrarily close to O(n). This is significantly lower than the
O(n log n) time required for the randomized version of the algorithm.
Hybrid methods

Few hybrid methods attempt to combine both deterministic and probabilistic plan-

ning strategies. Hirsch and Halperin [55] studied two-disc motion planning by exactly decomposing
the configuration space of each robot, then combining the two solutions to a set of free, forbidden and
mixed cells, and using PRM to construct the final connectivity graph. Zhang et al. [151] used PRM
in conjunction with approximate cell decomposition, which also divides space to free, forbidden and
mixed cells. Other studies have suggested to connect a dense set of near-by configuration space “slices”.
Each slice is decomposed to free and forbidden cells, but adjacent slices are connected in an inexact
manner, by e.g., identifying overlaps between adjacent slices [19, pp. 283-287], or heuristic interpolation
and local-planning [91]. In [144] a 6 dof RRT planner is presented by Yang et al. with a 3 dof local
planner hybridizing probabilistic, heuristic and deterministic methods.
Specifically relevant to this dissertation is our early work described in [124] where geometric methods
for exact and complete analysis of low-dimensional configuration spaces are combined with the practical,
considerably simpler sampling-based approaches that are appropriate for higher dimensions. This is
done by taking samples that are entire low-dimensional manifolds of the configuration space and that
capture the connectivity of the configuration space much better than isolated point samples. To do so,
on each low-dimensional manifold an arrangement is computed, which subdivides the manifold into free
and forbidden regions. Subsequently, geometric algorithms for analysis of low-dimensional manifolds
provide powerful primitive operations to construct a roadmap-like data structure. Experiments show
that although this hybrid approach uses heavy machinery of exact algebraic computing, it significantly
outperforms the sampling-based algorithms in tight settings, where the robots need to move in densely
cluttered environments.

1.4

Organization and summary of articles included in this dissertation

The dissertation is subdivided into two parts. In Part I (Chapters 2 and 3) we describe efficient motionplanning algorithms in tight settings. Specifically, we describe two planners that are concerned with
efficiently finding a solution (and not necessarily a high-quality one). In Part II (Chapters 4 through 8)
we continue to describe a series of works that concentrate on high-quality motion planning. The first
three use sampling-based methods while the latter two use geometric and topological tools. Finally in
Chapter 9 we conclude with a summary discussion of the results and present possible future work.
We note that all planners and algorithm were analyzed theoretically and implemented. Moreover,
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the implementations were compared with relevant state-of-the art and in several cases we demonstrated
a significant improvement (with respect to time / quality / compression rate etc.) by several orders of
magnitude. We now continue with a brief summary of each article included in this thesis.

1.4.1

On the power of manifold samples in exploring configuration spaces
and the dimensionality of narrow passages

In Chapter 2 we describe our work which extends our study of Motion Planning via Manifold Samples
(MMS) [124] (see also the last paragraph of Section 1.3 above)—a general algorithmic framework that
combines geometric methods for the exact and complete analysis of low-dimensional configuration spaces
with sampling-based approaches that are appropriate for higher dimension. Specifically, we present (i) a
recursive application of MMS in a six-dimensional configuration space, enabling the coordination of two
polygonal robots translating and rotating amidst polygonal obstacles. In the adduced experiments for
the more demanding test cases MMS clearly outperforms PRM, with over 40-fold speedup in a sixdimensional coordination-tight setting. (ii) A probabilistic completeness proof for the case of MMS with
samples that are affine subspaces. (iii) A closer examination of the test cases reveals that MMS has,
in comparison to standard sampling-based algorithms, a significant advantage in scenarios containing
high-dimensional narrow passages. This provokes a novel characterization of narrow passages, which
attempts to capture their dimensionality, an attribute that had been (to a large extent) unattended in
previous definitions.

1.4.2

Motion planning for multi-link robots by implicit configuration-space
tiling

In Chapter 3 we study the problem of motion-planning for free-flying multi-link robots. Here, randomlysampled configurations are often in collision due to self intersection between different links of the robot.
This induces a tight-setting for which we develop a sampling-based algorithm that is specifically tailored
for the task. Our approach exploits the fact that the set of configurations for which the robot is selfcollision free is independent of the obstacles or of the exact placement of the robot. This allows for
decoupling between costly self-collision checks on the one hand, which we do off-line, and collision with
obstacles on the other hand, which we compute in the query phase. In particular, given a specific
robot type our algorithm precomputes a tiling roadmap, which efficiently and implicitly encodes the
self-collision free (sub-)space over the entire configuration space. We demonstrate the effectiveness of
our approach on open and closed-chain multi-link robots, where in some settings our algorithm is more
than fifty times faster than commonly used, as well as state-of-the-art solutions.

1.4.3

Sparsification of motion-planning roadmaps by edge contraction

In Chapter 4 we consider the problem of sparsifying the dense roadmap that PRM* produces. Namely,
we reduce its size, while minimizing the degradation of the quality of paths that can be extracted from the
resulting roadmap. We present a simple, effective sparsifying algorithm, called roadmap sparsification
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by edge contraction (RSEC). For certain scenarios, we compress more than 97% of the edges and vertices
of a given roadmap at the cost of degradation of average shortest path length by at most 4%.

1.4.4

Asymptotically near-optimal RRT for fast, high-quality, motion planning

In Chapter 5 we present Lower Bound Tree-RRT (LBT-RRT), a single-query sampling-based algorithm
that is asymptotically near-optimal. Our algorithm allows for a continuous interpolation between the
fast RRT algorithm and the asymptotically optimal RRT* and RRG algorithms when the cost function
is path length. LBT-RRT is shown to produce paths that have higher quality than RRT would produce
and run faster than RRT* would run. We suggest to use LBT-RRT for high-quality, anytime motion
planning. We demonstrate the performance of the algorithm for scenarios ranging from 3 to 12 degrees
of freedom and show that even for small approximation factors, the algorithm produces high-quality
solutions (comparable to RRG and RRT*) with little running-time overhead when compared to RRT.

1.4.5

Asymptotically-optimal motion planning using lower bounds on cost

In Chapter 6 we show how to significantly speed up a variant of the FMT* algorithm. This is done
by using a heuristic function that gives lower bounds on the cost to reach the goal. We use effective
lower bounds on the cost between configurations to tightly estimate for each node the cost to reach the
goal. We then use these estimates in an anytime asymptotically-optimal algorithm which we call Motion
Planning using Lower Bounds (MPLB). An advantage of our approach is that in many cases (especially
as the number of samples grows) the weight of collision detection in the computation is almost negligible
compared to the weight of nearest-neighbor queries.

1.4.6

An efficient algorithm for computing high-quality paths amid polygonal obstacles

In Chapter 7 we study a path-planning problem amid a set of obstacles in the plane, in which we wish
to compute a short path between two points while also maintaining a high clearance from the obstacles.
Specifically, the problem asks for a path minimizing the reciprocal of the clearance integrated over the
length of the path. We present the first polynomial-time approximation scheme for this problem.

1.4.7

Optimal motion planning for a tethered robot: Efficient preprocessing
for fast shortest paths queries

In Chapter 8 we study the problem of planning the shortest path for a polygonal robot anchored to a
fixed base point by a finite tether translating among polygonal obstacles in the plane. Specifically, we
preprocess the workspace to efficiently answer queries of the following type: Given a source location of
the robot and an initial configuration of the tether, compute the shortest path to reach a target location
while avoiding obstacles and adhering to the tether’s constraints. Our approach, which plans optimal
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paths, is applicable to polygonal (translating) robots and can be used to plan a shortest path while
ensuring a predefined clearance from the obstacles. We report on our experimental results on a variety
of scenarios. In all cases the preprocessing time is less than one second on a standard-commodity laptop,
and a typical query takes several tens of miliseconds.

Part I
Efficient Planning in Tight Settings

2

On the Power of Manifold Samples in Exploring
Configuration Spaces and the Dimensionality of
Narrow Passages

Published in IEEE Transactions on Automation Science and Engineering 12(2): 529-538 (2015) and
also presented in the Tenth Workshop on the Algorithmic Foundations of Robotics, WAFR 2012.
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On the Power of Manifold Samples in Exploring
Configuration Spaces
and the Dimensionality of Narrow Passages
Oren Salzman, Michael Hemmer, and Dan Halperin

Abstract—We extend our study of Motion Planning via Manifold Samples (MMS), a general algorithmic framework that
combines geometric methods for the exact and complete analysis
of low-dimensional configuration spaces with sampling-based approaches that are appropriate for higher dimensions. The framework explores the configuration space by taking samples that are
low-dimensional manifolds of the configuration space capturing its
connectivity much better than isolated point samples. The scheme
is particularly suitable for applications in manufacturing, such as
assembly planning, where typically motion planning needs to be
carried out in very tight quarters. The contributions of this paper
are as follows: (i) We present a recursive application of MMS in a
six-dimensional configuration space, enabling the coordination of
two polygonal robots translating and rotating amidst polygonal
obstacles. In the adduced experiments for the more demanding
test cases MMS clearly outperforms PRM, with over 40-fold
speedup in a six-dimensional coordination-tight setting. (ii) A
probabilistic completeness proof for the case of MMS with
samples that are affine subspaces. (iii) A closer examination of
the test cases reveals that MMS has, in comparison to standard
sampling-based algorithms, a significant advantage in scenarios
containing high-dimensional narrow passages. This provokes a
novel characterization of narrow passages, which attempts to
capture their dimensionality, an attribute that had been (to a
large extent) unattended in previous definitions.

Note to practitioners—Highly constrained motionplanning scenarios, even of low degree of freedom, arise in
various applications such as assembly planning and manufacturing applications. Our approach, which emphasizes
high precision over any known sampling-based technique
that we are aware of, allows to cope with exactly such
cases. For instance, we show that our framework can
be applied to tight scenarios that arise in three-handed
assembly planning. The ability to cope with tight scenarios
is possible, in part, due to recent improvements in exact
geometric software such as the publicly available Computational Geometry Algorithms Library [43] (CGAL).

Index Terms—Robot Motion Planning, Narrow Passage, Manifolds, PRM, CGAL
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I. I NTRODUCTION
Configuration spaces, or C-spaces, are fundamental tools for
studying a large variety of systems. A point in a d-dimensional
C-space describes one state (or configuration) of a system
governed by d parameters. C-spaces appear in diverse domains
such as graphical animation, surgical planning, computational
biology and computer games. For a general overview of the
subject and its applications see, e.g., [11], [29], [31]. The most
typical and prevalent example is C-spaces describing mobile
systems (“robots”) with d degrees of freedom (dof s) moving
in some workspace amongst obstacles. As every point in the
configuration space C corresponds to a free or forbidden pose
of the robot, C decomposes into disjoint sets Cfree and Cforb ,
respectively. Thus, the motion-planning problem is commonly
reduced to the problem of finding a path that is fully contained
within Cfree .
A. Background
C-spaces for motion planning haven been intensively studied
for over three decades. Fundamentally, two major approaches
exist:
(i) Analytic solutions: The theoretical foundations, such as
the introduction of C-spaces [33] and the understanding that
constructing a C-space is computationally hard with respect to
the number of dofs [34], were already laid in the late 1970’s
and early 1980’s in the context of motion planing. Exact analytic solutions to the general motion-planning problem as well
as for various low-dimensional instances have been proposed
in [5], [9], [10], [38] and [2], [3], [19], [33], [37], respectively.
For a survey of related approaches see [39]. However, only
recent advances in applied aspects of computational geometry
made robust implementations for important building blocks
available. For instance, Minkowski sums, which allow the
representation of the C-space of a translating robot, have
robust and exact two- and three-dimensional implementations [16], [17], [45]. Likewise, implementations of planar
arrangements1 for curves [43, C.30] [15], could be used as
essential components in [38].
(ii) Sampling-based approaches: Sampling-based approaches, such as Probabilistic Roadmaps (PRM) [25], Expansive Space Trees (EST) [21] and Rapidly-exploring Random
Trees (RRT) [30], as well as their many variants, aim to
1 An arrangement of curves is a subdivision of the plane into zerodimensional, one-dimensional and two-dimensional cells, called vertices,
edges and faces, respectively induced by the curves.
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capture the connectivity of Cfree in a graph data structure, via
random sampling of configurations. For a general survey on
the approach see [11], [31]. As opposed to analytic solutions
these approaches are also applicable to problems with a large
number of dof . Importantly, the PRM and RRT algorithms
were shown to be probabilistically complete [23], [27], [28],
that is, they are guaranteed to find a valid solution, if one
exists. However, the required running time for finding such a
solution cannot be computed for new queries at run-time. This
is especially problematic as these algorithms suffer from high
sensitivity to the so-called “narrow passage” problem, e.g.,
where the robot is required to move in environments cluttered
with obstacles, having low clearance.
Though there are also some hybrid approaches [14], [20],
[32], [47] that incorporate both analytic and sampling-based
approaches, it is apparent that the arsenal of currently available
motion-planning algorithms lacks a general scheme applicable
to high-dimensional problems with little or low sensitivity
to narrow passages. In [36] we introduced a framework for
Motion Planning via Manifold Samples (MMS), which also
constitutes a hybrid approach. In a three-dimensional C-space
it was capable of achieving twenty-fold (and more) speedup
factor in running time compared to the PRM algorithm when
used for planning paths within narrow passages. We believe
that the speedup presented in [36] does not present a mere
algorithmic advantage for a specific implemented instance
but a fundamental advantage of the framework when solving
scenarios with narrow passages. The MMS framework is not
the first to consider lower dimensional manifolds of the Cspace. Several algorithms attempt to sample in the C-space,
and project the sample to lower dimensional manifolds (see,
e.g., [8], [42]); however these algorithms still sample points.
For cases where some dimensions are presumed to be decoupled, such as multi-robot navigation, one can sample each
robot’s individual C-space (see, e.g., [4], [44]) though these
algorithms are typically not applicable when there is a tight
coupling between the robots [41].
This study continues developing the MMS framework as
a tool to overcome the gap mentioned in existing motionplanning algorithms. We briefly present the scheme and continue to a preliminary discussion on applying MMS in highdimensional C-spaces, which motivates this paper.
B. Motion Planning via Manifold Samples
The framework is presented as a means to explore the entire
C-space, or, in motion-planning terminology as a multi-query
planner, consisting of a preprocessing stage and a query stage.
The preprocessing stage constructs the connectivity graph G
of C, a data structure that captures the connectivity of C
using low-dimensional manifolds as samples. The manifolds
are decomposed into cells in Cfree and Cforb in an analytic
manner; we call a cell of the decomposed manifold that lies
in Cfree a free space cell (FSC). The FSCs serve as nodes in G.
Two nodes are connected by an edge if their corresponding
FSCs intersect. See Fig. 1 for an illustration.
Once G has been constructed it can be queried for paths
between two configurations qs , qt ∈ Cfree in the following

2

manner: A manifold that contains qs in one of its FSCs is
generated and decomposed (similarly for qt ). These FSCs and
their appropriate edges are added to G. We compute a path γ
(of FSCs) in G between the FSCs that contain qs and qt . If
such a path is found in G, it can be (rather straightforwardly)
transformed into a continuous path in Cfree by planning a path
within each FSC in γ.
C. MMS in Higher Dimensions
The successful application of MMS in [36] to a threedimensional C-space can be misleading when we come to
apply it to higher dimensions. The heart of the scheme is
the choice of manifolds from which we sample. Informally,
for the scheme to work we must require that the used set of
manifolds M fulfills the following conditions.
C1 The manifolds in M cover the C-space.
C2 A pair of surfaces chosen uniformly and independently2
at random from M intersect with significant probability.
C3 Manifolds need to be of very low dimension as MMS
requires an analytic description of the C-space when
restricted to a manifold. Otherwise the machinery for the
construction of this description is not readily available.
For MMS to work in C-spaces of dimension d, Condition C2 has a prerequisite that the sum of dimensions of a pair
of manifolds chosen uniformly and independently at random
from M is at least d with significant probability. This means in
particular that M will consist of manifolds of dimension3 d d2 e.
With this prerequisite in mind, there is already much to gain
from using our existing and strong machinery for analyzing
two-dimensional manifolds [6], [7], [15], while fulfilling the
conditions above: We can solve motion-planning problems
with four degrees of freedom, at the strength level that MMS
offers, which is higher than that of standard sampling-based
tools.
However, we wish to advance to higher-dimensional Cspaces in which satisfying all the above conditions at once is in
general impossible. We next discuss two possible relaxations
of the conditions above that can lead to effective extensions
of MMS to higher dimensions.
Dependent choice of manifolds: If we insist on using only
very low-dimensional manifolds even in higher-dimensional
C-spaces, then in order to guarantee that pairs of manifolds
intersect, we need to impose some dependence between the
choices of manifolds, i.e., relaxing condition C2. A natural
way to impose intersections between manifolds is to adapt the
framework of tree-based planners like RRT [30]. When we
add a new manifold, we insist that it connects either directly
or by a sequence of manifolds to the set of manifolds collected
in the data structure (tree in the case of RRT) so far.
Approximating manifolds of high dimension: As we do
not have the machinery to exactly analyze C-spaces restricted
2 The requirement that the choices are independent stems from the way we
prove completeness of the method. It is not necessarily an essential component
of the method itself.
3 The precise statement is somewhat more involved and does not contribute
much to the informal discussion here. Roughly, M should comprise manifolds
of dimension d d2 e or higher and possibly manifolds of their co-dimension.
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Fig. 1: MMS in three-dimensional C-spaces of translation and rotation in the plane. The left side illustrates two families
of manifolds where the decomposed free cells are darkly shaded. The right side illustrates their intersection, which
induces the graph G. Figure taken from [36].
to manifolds of dimension three or higher, we suggest to
substitute exact decomposition of the manifolds as induced
by the C-space by some approximation. i.e., relaxing condition
C3. There are various ways to carefully approximate C-spaces.
In the rest of the paper we take the approach of a recursive
application of MMS.

II. T HE C ASE OF T WO R IGID P OLYGONAL ROBOTS
We discuss the MMS framework applied to the case of
coordinating the motion of two polygonal robots Ra and Rb
translating and rotating in the plane amidst polygonal obstacles. Each robot is described by the position of its reference
point ra , rb ∈ R2 and the amount of counter-clockwise rotation θa , θb with respect to an initial orientation. All placements
of Ra in the workspace W induce the three-dimensional space
C a = R2 × S 1 . Similarly for Rb . We describe the full system
by the six-dimensional C-space C = C a × C b .

The set M consists of two families. An element of the
first family of manifolds is defined by fixing Rb at free
b
while Ra moves freely inducing the
configurations b ∈ Cfree
three-dimensional subspaces4 C a × b. The second family is
defined symmetrically by fixing a ∈ Ra . As subspace pairs of
the form (a×C b , C a ×b) intersect at the point (a, b), manifolds
of the two families intersect allowing for connections in the
connectivity graph G.
However, we do not have the tools to construct threedimensional manifolds explicitly. Thus the principal idea is
to construct approximations of these manifolds by another
application of MMS. Since for a certain manifold one robot is
fixed, we are left with a three-dimensional C-space in which
the fixed robot is regarded as an obstacle. Essentially this is
done by using the implementation presented in [36] but with
a simpler set of manifolds (see also Fig. 2): (i) Horizontal
slices – corresponding to a fixed orientation of the moving
robot while it is free to translate and (ii) Vertical lines –
corresponding to a fixed location of the reference point of the
moving robot while it is free to rotate.
Since we only approximate the three-dimensional subspaces
we have to make sure that they still intersect. In other words,
a
b
if Capx
, Capx
are the approximations of C a and C b , respectively,
b
a
then (a × Capx
, Capx
× b) intersect at the point (a, b) only if
a
b
a ∈ Capx and b ∈ Capx
. To ensure this latter condition we
sample an initial set of angles Θa that is used for the first
robot throughout the entire algorithm. When approximating
its subspace (the second robot is fixed) we take a horizontal
slice for each angle in Θa . At the same time, we only fix
the robots position at angles in Θa . We do the same for the
second robot and a set Θb . This way it is ensured that even the
approximations of the three-dimensional subspaces intersect.

A. Recursive Application of the MMS Framework
Had we had the means to decompose three-dimensional
manifolds the application of MMS would be straightforward:

4 In this paper, when discussing subspaces, unless otherwise stated we refer
to affine subspaces or linear manifolds.

In Section II we demonstrate this recursive application
for a specific problem in a six-dimensional configuration
space, namely the coordination of two planar polygonal robots
translating and rotating amidst polygonal obstacles. In the
adduced experiments for the more demanding test cases MMS
clearly outperforms several variants and implementations of
PRM with over 40-fold speedup in an especially tight setting.
Section III provides the theoretical foundations for using MMS
in a recursive fashion. In Section IV we examine the significant
advantage of MMS with respect to prevailing sampling-based
approaches in scenarios containing high-dimensional narrow
passages. This provokes a novel characterization of narrow
passages, which attempts to capture their dimensionality. We
conclude with an outlook on further work in Section V.
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(a) Horizontal slices

(b) Vertical lines

Fig. 2: Manifold families and their FSCs. FSCs of horizontal slices are polygons while FSCs of vertical lines are
intervals along the line.
B. Implementation Details
Horizontal slices: Let Rm and Rf denote the moving and
fixed robot, respectively. Θm denotes the set of angles that
is sampled for Rm . A horizontal plane for an angle θm ∈
Θm is defined by the Minkowski sum of −Rθm with all the
obstacles and, in addition, with the fixed robot.5 However, for
each approximation of a three-dimensional affine subspace of
the robot Rm we are using the same set of angles6 , namely
Θm . Only the position of the robot Rf changes. Therefore, for
all θm ∈ Θm we precompute the Minkowski sum of −Rθm
with all the obstacles. In order to obtain a concrete slice we
only need to add the Minkowski sum of −Rθm with Rf . This
can be done by a simple overlay operation (see, e.g., [15, C.6]).
Vertical lines: Fixing the reference point of Rm to some
location while it is free to rotate induces a vertical line in
the three-dimensional C-space. Each vertex (or edge) of the
robot in combination with each edge (or vertex) of an obstacle
(or the fixed robot) give rise to up to two critical angles
on this line. These critical values mark a potential transition
between Cforb and Cfree . Thus a vertical line is constructed by
computing these critical angles and the FSCs are maximal free
intervals along this line; for further details see [35].
C. Experimental Results
We demonstrate the performance of our planner using three
different scenarios in six-dimensional C-spaces. All scenarios
consist of a workspace, obstacles, two robots and one query
(source and target configurations). Fig. 3 illustrates the scenarios where the obstacles are drawn in blue and the source and
target configurations are drawn in green and red, respectively.
All reported tests were measured on a Lenovo T420 with
a 2.8GHz Intel Core i7-2640M CPU processor and 8GB of
memory running with a Windows 7 64-bit OS. Preprocessing
times are the average of 12 runs excluding the minimal and
maximal values. The algorithm is implemented in C++ based
on C GAL [43] and the B OOST Graph Library [40], which
are used for the geometric primitives, and the connectivity
graph G, respectively.
5 −R
θm denotes Rm rotated around the origin by θm and reflected about
the origin.
6 We note that in our implementation, we add a random shift to the set of
slices to avoid situations where the initial configuration of one of the robots
is aligned with a narrow passage (as is the case in Figure 3c). This is done
for each robot independently.

We chose to compare our planner to the implementation of
PRM provided by OMPL [12]. In addition we also compare
with Obstacle-Based PRM (OB-PRM) [1] and Uniformly
distributed Obstacle-Based PRM (U-OB-PRM) [48] (also implemented in OMPL), which were shown to perform better
than PRM in many scenarios where narrow passages exist.
We manually optimized the parameters of each planner over
a concrete set. The parameters used by MMS are: nθ – the
number of sampled angles; n` – the number of vertical lines;
nf – the number of times some robot is fixed to a certain
configuration while the three-dimensional C-space of the other
is computed. The parameters used for the PRM algorithms are:
k – the number of neighbors to which each milestone should
be connected; res – collision-checking resolution. U-OB-PRM
needs additional parameters, the length l of the line-segments
sampled in space and the resolution of samples along this
line. Following the results of [48] and after validating these
parameters, we used the same collision checking-resolution
for the resolution and a line-segment of length equal to 10
times the collision-checking resolution. We found empirically
that in order to obtain the best results from U-OB-PRM, we
should add uniform samples to the biased ones. Thus the
variant we used samples half of the time uniformly in space
while half of the time uses the scheme suggested in [48].
Table I summarized the parameters used by each algorithm,
the average running time and the standard deviation (denoted
by t and stdev, respectively).
The Random polygons scenario7 is an easy scenario where
little coordination is required. All planners require roughly
the same amount of time to solve this case. We see that even
though our planner uses complex primitives, when using the
right parameters, it can handle simple cases with no overhead
when compared to the PRM algorithms.
The Viking-helmet scenario consists of two narrow passages
that each robot needs to pass through. Moreover, coordination
is required for the two robots to exchange places in the
lower chamber. We see that the running times of the MMS
implementation are favorable when compared to the PRM
implementations. Note that although each robot is required to
move along a narrow passage, the motion along this passage
does not require coordination between the robots.
The Pacman scenario, in which the two robots need to
7A

scenario provided as part of the OMPL distribution.
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(a) Random polygons

(b) Viking helmet

(c) Pacman

Fig. 3: Experimental scenarios. Source and target configurations are drawn in smoothly-textured green and red,
respectively. Obstacles are drawn in striped-textured blue.
exchange places, requires coordination of the robots: they are
required to move into a position where the C-shaped robot,
or Pacman, “swallows” the square robot; the Pacman is then
required to rotate around the robot. Finally the two robots
should move apart (see Fig. 5). We ran this scenario several
times, progressively increasing the square robot size. This
caused a “tightening” of the passages containing the desired
path. Fig. 4 demonstrates the preprocessing time as a function
of the tightness of the problem for both planners. A tightness
of zero denotes the base scenario (Fig. 3c) while a tightness
of one denotes the tightest solvable case. Our algorithm is less
sensitive to the tightness of the problem when compared to the
PRM algorithm. In the tightest experiment solved by all PRM
variants, MMS runs 10 times faster. We ran the experiment on
tighter scenarios but all PRM algorithms crashed after 5000
seconds due to lack of memory resources. We believe that
the behavior of the algorithms with respect to the tightness of
the passage reveals a fundamental difference between the two
algorithms and discuss this in Section IV.
III. P ROBABILISTIC C OMPLETENESS OF MMS

Running time [sec]

An algorithm is probabilistically complete if the probability
that it will produce a solution (when one exists) approaches
MMS
PRM
OB-PRM
U-OB-PRM
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0
0.0
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0.9

1.0

Tighteness
Fig. 4: Tightness Results. Error bars represent one standard variation.

(a) The square robot moves into a position where the Pacman can engulf it.

(b) The Pacman engulfs the square robot.

Fig. 5: Example of a path in the Pacman Scenario.
one as more time is spent. It has been shown that PRM, using
point samples, is probabilistically complete (see, e.g., [11,
C.7]). At first glance it may seem that if the scheme is
complete for point samples then it is evidently complete when
these samples are substituted with manifold samples: manifolds of dimension one or higher guarantee better coverage of
the configuration space. However, there is a crucial difference
between PRM and MMS when it comes to connectivity. The
completeness proof for PRM relies, among others, on the fact
that if the straight line segment in the configuration space
connecting two nearby samples lies in the free space, then the
nodes corresponding to these two configurations are connected
by an edge in the roadmap graph. The connectivity in MMS
is attained through intersections of manifolds, which may
require a chain of subpaths on several distinct manifolds to
connect two nearby free configurations. This is what makes
the completeness proof for MMS non trivial and is expressed
in Lemma III.3 below.
We present a probabilistic-completeness proof for the MMS
framework for the case where the C-space C is the ddimensional Euclidean space Rd , while MMS is taking samples from two perpendicular affine subspaces, the sum of
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Scenario
Random polygons
Viking Helmet
Pacman

nθ
5
20
5

n`
512
16
4

MMS
nf
t[sec]
2
8
10
6.2
180
17.6

stdev
1.6
1.2
3.5

6

k
10
10
12

res
0.02
0.005
0.015

PRM
t[sec]
14.5
86.8
15

stdev
8.3
34
9.5

k
10
10
10

OB-PRM
res
t[sec]
0.01
28.4
0.005
92.8
0.01
18.7

stdev
12
14
6.8

k
8
8
10

U-OB-PRM
res
t[sec]
0.01
10.5
0.0125
40
0.0125
20

stdev
9.9
28
3.3

TABLE I: Comparison of MMS with PRM variants
dimensions of which is d. Assuming that the C-space is Euclidean does not impose a real restriction as long as the actual
C-space can be embedded in a Euclidean space (see, e.g. [11,
Section 3.5, Section 7.1.2], [31, Chapters 4-5] or [26]).
Let A and B denote affine subspaces of C and let k
and d − k be their dimensions, respectively. As C is decomposed into two perpendicular subspaces, a point p =
(a1 , . . . , ak , b1 , . . . , bd−k ) ∈ C may be represented as the
pair of points (a, b) from subspaces A and B. Under this
assumption, the set of manifolds M consists of two families
of k and (d − k)-dimensional manifolds MA and MB .
Family MA consists of all manifolds that are defined by
fixing a point a0 ∈ A while the remaining d − k parameters are variable; MB is defined symmetrically. Two
manifolds m(a) ∈ MA and m(b) ∈ MB always intersect
in exactly one point, i.e., m(a) ∩ m(b) = (a, b) ∈ C.
Let BrC (p) = {q ∈ C | dist(p, q) ≤ r} define a ball in C of
radius r centered at p ∈ C, where dist denotes the Euclidean
metric on C. Likewise, BrB (b) and BrA (a) denote (d − k) and
k-dimensional balls in B and A, respectively.
Definition III.1 (ρ-intersecting). For ρ > 0 we call a
manifold m(a) ∈ MA ρ-intersecting for a point p ∈ C
if m(a) ∩ BρC (p) 6= ∅, i.e., if a ∈ BρA (pA ), where pA is the
projection of p onto A. Similarly for manifolds in B.
A feasible path γ is a continuous mapping from the interval [0, 1] into Cfree . The image of a path is defined as
Im(γ) = {γ(α) | α ∈ [0, 1]}. We show that for any collisionfree path γp,q of clearance ρ > 0 between two configurations p
and q the MMS constructs a path from p to q such that (i) the
path lies on the FSCs of the sampled manifolds and (ii) every
point on the path is at distance at most ρ from γp,q , with a
positive probability. Moreover, the probability of failing to find
such a path by the MMS algorithm decreases exponentially
with the number of samples.
Lemma III.2. For p ∈ C and ρ > 0 let √m(a) ∈ M
and m(b) ∈ MB be two manifolds that are ρ/ 2-intersecting
for p. Their intersection point p0 = (a, b) = m(a) ∩ m(b) is
in BρC (p).

√
two ρ/ 2-intersecting manifolds for p and q respectively.
√
Let m(b) ∈ MB be a manifold that is simultaneously ρ/ 2intersecting for p and q and let p0 = (ap , pB ) ∈ BρC (p)
and q 0 = (aq , qB ) ∈ BρC (q) be the projection of p and q
on m(ap ) and m(aq ), respectively.
There exists a path γp0 ,q0 between p0 and q 0 such
that Im(γp0 ,q0 ) ⊆ (BρC (p)∪BρC (q))∩(m(ap )∪m(b)∪m(aq )),
i.e., there is a path lying on the manifolds within the union of
the balls.
Proof: Let p00 = m(ap ) ∩ m(b) = (ap , b) and q 00 =
m(aq ) ∩ m(b) = (aq , b) denote the intersection point
of m(ap ) and m(aq ) with m(b), respectively. Moreover,
let p000 = (pA , b) ∈ BρC (p) and q 000 = (qA , b) ∈ BρC (q)
denote the projections of p and q on m(b). We show
that the path which is the concatenation of the segments
(p0 , p00 ), (p00 , p000 ), (p000 , q 000 ), (q 000 , q 00 ) and (q 00 , q 0 ) lies on
(m(ap ) ∪ m(b) ∪ m(aq )) within the union of the balls
(BρC (p) ∪ BρC (q)). See Fig. 6b.
By Lemma III.2 the intersection points p00 and q 00 are
inside BρC (p) and BρC (q), respectively. Thus, by convexity of
each ball the segments (p0 , p00 ) ⊂ m(qp ) and (q 0 , q 00 ) ⊂ m(aq )
as well as the segments (p00 , p000 ), (q 00 , q 000 ) ⊂ m(b) are in
(BρC (p) ∪ BρC (q)).
It remains to show that (p000 , q 000 ) ⊂ m(b) is inside (BρC (p) ∪ BρC (q)). Recall that dist(p, q) ≤ ρ and
therefore dist(p000 , q 000 ) ≤ ρ. Let p̄ be a point on
the segment (p000 , q 000 ) that, w.l.o.g, is closer to √
p000 .
000
Thus dist(p̄, p ) ≤ ρ/2. The manifold
√ m(b) is ρ/ 2intersecting, thus dist(p, p000 ) ≤ ρ/ 2. As the segments (p, p000 ) and (p000 , p̄) are perpendicular it holds:
p
dist(p, p̄) =
dist(p, p000 )2 + dist(p000 , p̄)2
p
≤
ρ2 /2 + ρ2 /4
<

ρ.

A

For an illustration of Lemma III.2 see Fig. 6a. The proof
(given in [35]) follows immediately from elementary properties of Rd . Lemma III.3 is the centerpiece of the completeness
proof as it establishes connections between two manifolds.
Informally, it shows that for any two points p and q, a manifold
m(b) ∈ MB that is close to both points enables a connection
between two manifolds m(ap ), m(aq ) ∈ MA that are close
to p and q, respectively.
Lemma III.3. Let p, q ∈ C be two points such
that dist(p, q) ≤ ρ and let m(ap ), m(aq ) ∈ MA be

Theorem III.4. Let p, q be points in Cfree such that there exists
a collision-free path γp,q ∈ Γ of length L and clearance ρ
between p and q. Then the probability of the MMS algorithm
to return a path between p and q after generating nA and nB
manifolds from families MA and MB as above, respectively
is:
P r[(p, q)SUCCESS]
=
≥

1 − P r[(p, q)FAILURE]
 
L
n
n
[(1 − µA ) A + (1 − ηB ) B ] ,
1−
ρ

where µA and ηB are some positive constants smaller than 1.
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(b)

Fig. 6: √
Two-dimensional sketch: balls and manifolds are presented as circles and lines, respectively. (a) Intersection of
two ρ/ 2-intersecting manifolds. (b) Construction of a path as defined in Lemma III.3.
The constants √µA and ηB reflect the probability of a
manifold to be ρ/ 2-intersecting for one or two nearby points,
respectively. The proof for Theorem III.4 is rather technical.
It involves using Lemma III.3 repeatedly for points along the
path γp,q of distance less than ρ. We omit the details and refer
the reader to [35] for the full proof.
Recursive application The proof of Theorem III.4 assumes
that the samples are taken using full high-dimensional manifolds. However, Section II demonstrates a recursive application
of MMS where the approximate samples are generated by
another application of MMS.
In order to obtain a completeness proof for the two-level
scheme let γ be a path of clearance 2ρ. First, assume that
the samples taken by the first level of MMS are exact.
Applying Theorem III.4 for γ and ρ shows that with sufficient
probability MMS would find a set M 0 of manifolds that would
contain a path γ 0 . Since we required clearance 2ρ but relied
on the tighter clearance ρ, it is guaranteed that γ 0 still has
clearance ρ. Now, each manifold m0 ∈ M0 is actually only
an approximation constructed by another application of MMS.
Thus, for each m0 ∈ M0 apply Theorem III.4 to the subpath
0
0
0
γm
which has clearance ρ. Concatenation of
0 = γ ∩ m
all the resulting subpaths concludes the argument. Of course
the parameters in the inequality in Theorem III.4 change
accordingly.
We remark that the recursive approach imposes a mild
restriction on the sampling scheme as the sampling and the
approximation must be somewhat coordinated. Since in theory
m(a) ∩ m(b) = (a, b) we must ensure that points that we
sample from A are contained in every approximation of
m(b) ∈ MB and vise versa. In our implementation this is
ensured by restricting the set of possible angles to those used
to approximate m(b) ∈ MB (see Section II).
IV. O N THE D IMENSION OF NARROW PASSAGES
Consider the Pacman scenario illustrated in Fig. 3c of the
experiments section. We obtain a narrow passage by increasing
the size of the square-shaped robot making it harder for the
Pacman to swallow it. Fig. 4 shows that our approach is
significantly less sensitive to this tightening of the free space
than the PRM algorithm. In order to explain this, let us take a

Fig. 7: Tightest solvable Pacman scenario. The gray rectangle
shows valid placements of the square such that the Pacman
can engulf it without colliding with the scene’s bounding box.
closer look at the nature of the narrow passage for the tightest
solvable case.
In order to get from the start placement to the goal placement, the Pacman must swallow the square, rotate around it
and spit it out again. We concentrate on the swallowing motion. Fig. 7 depicts the tightest case, i.e., when the square robot
fits exactly into the “mouth” of the Pacman. The gray rectangle
indicates the positions of the reference point of the square such
that there is a valid movement of the Pacman, considering the
walls of the room, that will allow it to swallow the square robot
(two-dimensional region, two parameters). The rotation angle
of the square is also important (one additional parameter). The
range of concurrently possible values for all three parameters
is small but does not tend to zero either. The passage becomes
only narrow by the fact that the rotation angle of the Pacman
must correlate exactly with the orientation of the square to
allow for passing through the mouth. Moreover, the set of
valid placements for the reference point of the Pacman while
swallowing the square (other parameters being fixed) is a
line, i.e., its x and y parameter values are coupled. Thus,
the passage is a four-dimensional object as we have a tight
coupling of two pairs of parameters in a six-dimensional Cspace.
The PRM approach has difficulties to sample in this passage
since the measure tends to zero as the size of the square
increases. On the other hand, for our approach the passage is
only narrow with respect to the correlation of the two angles.
As soon as the MMS samples an (approximated) volume that
fixes the square robot such that the Pacman can engulf it, the
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approximation of the volume just needs to include a horizontal
slice of a suitable angle and the passage becomes evident in
the corresponding Minkowski sum computation.
A. Definition of Narrow Passages
Intuition may suggest that narrow passages are tunnelshaped. However, a one-dimensional tunnel in a highdimensional C-spaces would correspond to a simultaneous
coupling of all parameters, which is often not the case. For
instance, the discussion of the Pacman scenario shows that the
passage is narrow but that it is still a four-dimensional volume,
which proved to be a considerable advantage for our approach
in the experiments. Although some sampling based approaches
try to take the dimension of a passage into account (see
e.g. [13]) it seems that this aspect is not reflected by existing
definitions that attempt to capture attributes of the C-space.
Definitions such as -goodness [24] and expansiveness [21] are
able to measure the size of a narrow passage better than the
clearance [23] of a path, but neither incorporates the dimension
of a narrow passage in a very accessible way. Therefore, we
would like to propose a new set of definitions that attempt to
simultaneously grasp the narrowness and the dimension of a
passage.
We start by defining the “ordinary” clearance of a path in
Cfree . The characterization is based on the notion of homotopy
classes of paths with respect to a set Γs,t , i.e., the set of all
paths starting at s and ending at t. For a path γ0 ∈ Γs,t and
its homotopy class H(γ0 ) we define the clearance of the class
as the largest clearance found among all paths in H(γ0 ).
Definition IV.1. The clearance of a homotopy class H(γ0 )
for γ0 ∈ Γs,t is
sup { sup{ ρ > 0 | Bρd ⊕ Im(γ) ⊆ Cfree } },

γ∈H(γ0 )

where ⊕ denotes the Minkowski sum of two sets, which is the
vector sum of the sets.
By using a d-dimensional ball this definition treats all
directions equally, thus considering the passage of H(γ0 ) to
be a one-dimensional tunnel. We next refine this definition by
using a k-dimensional disk, which may be placed in different
orientations depending on the position along the path.
Definition IV.2. For some integer 0 < k ≤ d the k-clearance
of H(γ0 ) is:
sup {ρ > 0|∀t ∈ [0, 1]∃R ∈ R : γ(t) ⊕ R(t)Bρk ⊆ Cfree },

γ∈H(γ0 )

where R is the set of d-dimensional rotation matrices and Bρk
is the k-dimensional ball of radius ρ. In case R is required to
change continuously we talk about continuous k-clearance.
Clearly, the k-clearance of H(γ0 ) for k = d is simply
the clearance of H(γ0 ). For decreasing values of k, the kclearance of a homotopy class is a monotonically increasing
sequence. We next define the dimension of a passage using
this sequence, that is, we set the dimension to be the first k

Fig. 8: Two three-dimensional C-spaces consisting of a narrow
passage (yellow) surrounded by obstacles (blue).
for which the clearance becomes significantly larger8 than the
original d-dimensional clearance.
Definition IV.3. A passage for H(γ0 ) in Rd of clearance ρ
(see Def. IV.1) is called d − k + 1-dimensional if k is the
largest index such that k-clearance(H(γ0 ))  ρ. If for
every k, k-clearance(H(γ0 )) 6 ρ, then we call the passage
one-dimensional9 .
For instance, both passages in Figure 8 have a measure of ε2
thus for a PRM like planner, sampling in either passage is
equally hard as the probability of a uniform point sample to
lie in either one of the narrow passages is proportional to ε2 .
However, the two passages are fundamentally different. The
passage depicted on the right-hand side is a one-dimensional
tunnel corresponding to a tight coupling of the three parameters. The passage depicted on the left-hand side is a twodimensional flume which is much easier to intersect by a
probabilistic approach that uses manifolds as samples. Our
new definitions formally reveal this difference. For √
k equals
3, 2 and 1 the k-clearance of the right passage is ε, 2ε and
larger than 1, respectively. For the left passage this sequence is
ε2 for k = 3 and larger than 1 for k = 2, 1 which characterizes
the passage as two-dimensional.
B. Discussion
We believe that the definitions introduced in Section IV-A,
can be an essential component of a formal proof that shows
the advantage of manifold samples over point samples in
the presence of high-dimensional narrow passages. We sketch
the argument briefly. Let Cfree contain a narrow passage of
dimension k, that is, the passage has clearance ρ and kclearance λ, where λ  ρ. This implies that it is possible
to place discs of dimension k and radius λ  ρ into the
tight passage. The main argument is that for a random linear
manifold of dimension d − k the probability to hit such a
disc is proportional to λ, which is much larger than ρ. The
probability also depends on the angle between the linear
subspace containing the disc and the linear manifold. However,
by choosing a proper set of manifold families it is possible to
guarantee the existence of at least one family for which this
angle is bounded, independent of the orientation of the disk.
8 We

leave this notion informal as it might depend on the problem at hand.
simplicity of definition we chose to stop at the largest index k for
which k-clearance  ρ. One could contemplate alternative more elaborate
definitions that keep on searching for even larger clearance for smaller indices
9 For
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V. F URTHER W ORK
The extension of MMS [36] presented here is part of
our on-going efforts towards the goal of creating a general
scheme for exploring high-dimensional C-spaces that is less
sensitive to narrow passages than currently available tools. As
discussed in Section I-C the original scheme imposes a set
of conditions that in combination restrict an application of
MMS to rather low dimensions. In this paper we chose to relax
condition C3, for example by computing only approximations
of three-dimensional manifolds. An alternative path is to relax
condition C2, for example by not sampling the manifolds
uniformly and independently at random. This would enable
the use of manifolds of low dimension as it allows to enforce
intersection. Following this path we envision a single-query
planner that explores a C-space in an RRT-like fashion. Using
these extensions we wish to apply the scheme to a variety
of difficult problems including assembly maintainability (part
removal for maintenance [49]) by employing a single-query
variant of the scheme.
Another possibility is to explore other ways to compute
approximative manifold samples, for instance, the (so far)
exact representations of FSCs could be replaced by much
simpler (and thus faster) but conservative10 approximations.
This is certainly applicable to manifold samples of dimension
one or two and should also enable manifold samples of higher
dimensions. We remark that the use of approximations should
not harm the probabilistic completeness as long as it is possible
to refine the approximations such that they converge to the
exact results.
In order to demonstrate the potential of the scheme, we
adapted our motion planner to the problem of three-handed
translational assembly planning. In assembly planning [18],
[46], we are given a collection of parts, and the goal is
to assemble the parts into one (given) object. Typically, the
problem is tackled by starting at the end configuration and
recursively separating the object into sub-groups. Informally,
the number of groups that may be considered simultaneously
is the number of hands used. The problem, which is known in
general to be computationally hard (see, e.g., [22]), has been
studied extensively for two hands but little has been done for
more.
The first assembly-planning problem we consider, depicted
in Fig. 9a demonstrates a scenario where the two smoothlytextured purple parts need to move in alternations in order
to exit a surrounding part (the obstacle) in order to reach a
disassembled configuration. This problem was solve by our
planner within 37 seconds (average over 10 runs) and could
not be solved by the PRM algorithm (which was terminated
after 10 minutes). The RRT algorithm managed solving this
scenario within 160 seconds with a success rate of 50% (if
the solution was not found within 10 minutes the run was
consiedered unsuccesfull; average over 10 runs). The second
assembly-planning problem, depicted in Fig. 9b demonstrates
a scenario where multiple smoothly-textured purple parts need
to be moved out of the surrounding green part textured with
stripes. At each iteration, two purple parts are chosen at
10 Approximated

FSCs are contained in Cfree .

(a)

(b)

Fig. 9: Three-handed assembly-planning scenarios. Static
obstacle (first hand) is depicted in green with a striped texture. Moving parts (second and third hands) are colored
with smooth texture. In (b), at each iteration two moving
parts are chosen randomly while the remaining parts are
considered part of the static obstacles (if they were not
disassembled in previous iterations).
random and the planner attempts to translate both parts (as
independent parts) out of the obstacle. The most interesting
case occurs when the lower triangles have been removed and
the two M-shaped parts need to translate out of the obstacle. In
order for this to occur, the left M-shaped part needs to translate
to the bottom-left corner for the right M-shaped part to be able
to translate out of the obstacle. Our planner manages to plan
this in under one second (average over 10 runs) while this case
could not be solved by either the RRT or PRM algorithms
(which were terminated after 10 minutes). We note that this
is not the traditional assembly-planning formulation as the
parts are not touching each other. In order for a samplingbased algorithm (such as MMS) to be applicable, some slack
is required between the parts. However, the slack can be much
smaller when using MMS as opposed to standard samplingbased planners.
Finally, we intend to extend the scheme to and experiment
with motion-planning problems for highly-redundant robots as
well as for fleets of robots, exploiting the symmetries in the
respective C-space.
For supplementary material, omitted here for lack of space,
the reader is referred to our project web-page http://acg.cs.tau.
ac.il/projects/mms.
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Motion Planning for Multi-Link Robots
by Implicit Configuration-Space Tiling
Oren Salzman1 , Kiril Solovey1 , and Dan Halperin1

Abstract—We study the problem of motion-planning for freeflying multi-link robots and develop a sampling-based algorithm
that is specifically tailored for the task. Our approach exploits
the fact that the set of configurations for which the robot is
self-collision free is independent of the obstacles or of the exact
placement of the robot. This allows for decoupling between costly
self-collision checks on the one hand, which we do off-line (and
can even be stored permanently on the robot’s controller), and
collision with obstacles on the other hand, which we compute in
the query phase. Our algorithm suggests more flexibility than the
prevailing paradigm in which a precomputed roadmap depends
both on the robot and on the scenario at hand. We demonstrate
the effectiveness of our approach on open and closed-chain multilink robots, where in some settings our algorithm is more than
fifty times faster than commonly used, as well as state-of-the-art
solutions.
Index Terms—Motion and Path Planning; Collision Avoidance;
Kinematics

M

I. I NTRODUCTION

OTION planning is a fundamental problem in robotics.
In its most basic form, it is concerned with moving
a robot from start to target while avoiding collision with
obstacles. Complete analytical algorithms exist (see, e.g., [1]),
which aim to construct an explicit representation of the free
space—the set of collision-free configurations. However, as
such approaches are computationally intractable [2], even for
relatively-simple settings, the interest of the Robotics community has gradually shifted to sampling-based techniques for
motion planning [3], [4]. Such techniques attempt to capture
the connectivity of the free space by random sampling, and
are conceptually simple, easy to implement, and remarkably
efficient in practical settings. As such, they are widely used
in practice. Another key advantage of these techniques is that
they are typically described in general terms and can often
be applied to a wide range of robots and scenarios. However,
this also has its downsides. Due to the limited reliance of
sampling-based algorithms on the specific structure of the
problem at hand, they tend to overlook unique aspects of the
problem, which might be exploited to increase the efficiency
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of such methods. For instance, a more careful analysis of the
specific problem may result in a reduced reliance on collision
detection, which is often considered to be the bottleneck
component in sampling-based algorithms.
In this paper we study the problem of planning the motion
of a multi-link robot, which consists of multiple rigid links
connected by a set of joints (see Fig. 1). We assume that the
robot is free flying, i.e., none of its joints are anchored to a
specific point in the workspace. We describe a novel algorithm
which exploits the unique structure of the problem. Our work
is based on the simple observation that the set of configurations
for which the robot is not in self collision is independent of
the obstacles or on the exact placement of the robot. This
allows to eliminate costly self-collision checks in the query
stage, and to carry them out during a preprocessing stage.
The novelty comes from the fact that preprocessing needs to
be carried out once for a given type of robot. This is in contrast
to prevalent state-of-the-art techniques, such as PRM* [5],
where the preprocessed roadmap can only be applied to a
particular scenario and robot type. In some situations, selfcollision checks can be as costly as obstacle-collision checks—
particularly in cases where the robot consists of many links or
when the links form a closed chain. Moreover, for robots of
the latter type, computing local paths is particularly costly
as the set of collision-free configurations lies on a lowdimensional manifold in the configuration space; here our
method is particularly efficient and we demonstrate that in
such settings our algorithm is more than fifty times faster than
the state-of-the art solutions.
At the heart of our approach is an implicit representation
of the tiling roadmap, which efficiently represents the space
of configurations that are self-collision free. In particular, it
is completely independent of the scenarios in which it can be
employed. Once a query is given in the form of a scenario—a
description of the workspace obstacles, a start configuration
and a target region, the tiling roadmap is traversed using our
recently-introduced dRRT algorithm [6].
While our current work deals with free-flying multi-link
robots, we hope that it will pave the way to the development of
similar techniques for various types of robots. This may have
immediate practical implications: when developing a robot for
mass production, a preprocessed structure, similar to the tiling
roadmap, would be embedded directly to the hardware of the
robot. This has the potential to reduce costly self-collision
checks when dealing with complex robots.
The rest of the paper is organized as follows: We start
by reviewing related work in Section II, and continue in
Section III with an overview of our technique and some
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(a) Tight

(b) Coiled

(c) Bricks (CC)

(d) Gripper

Fig. 1.
Test scenarios. Robot links and anchor points are depicted in solid blue lines and blue circles respectively. The head of the robot (red) needs to
move to the target region (green circle) while avoiding the obstacles (gray polygons) and self intersection. In (a) and (b) the robot consists of an open link
chain, whereas in (c) the robot is a closed loop. In (d) the robot’s middle joint (black square) is permanently anchored to a specific point and both endpoints
need to reach the target region.

preliminary definitions. In Section IV we formally describe
the tiling roadmap and in Section V describe how it should be
used in order to answer motion-planning queries. We present
simulations evaluating our algorithm in Section VI. Finally,
Section VII discusses the limitations of our work and presents
possible future work.
II. R ELATED WORK
A common approach to plan the motion of multi-link robots
is by sampling-based algorithms [3], [4]. While samplingbased planners such as PRM [7] or RRT [8] may be used for
some types of multi-link robots, they are not suited for planning when the robot is constrained [9]. Thus, the recent years
have seen many approaches to sampling valid configurations
and to computing local paths for a variety of multi-link robots
differing in the dimension of the workspace, the type of joints
and the constraints on the system [9]–[16]. Additionally, there
have been application-specific collision-detection algorithms
for multi-link robots [17]–[21] as collision-detection is a key
ingredient in the implementation of sampling-based motionplanning algorithms.
For protein chains, which are typically modelled as highdimensional tree-shaped multi-link robots, sampling-based approaches have been used together with an energy function
which guides the search in space (see, e.g., [22]–[25]). Additional applications of motion planning for multi-link robots
are reconfigurable robots [26], [27] and digital actors [28]. For
an overview of motion planning and additional applications
see [4].
Particularly relevant to our work is the recently-introduced
notion of reachable volumes [29]–[31]. The reachable volume
of a multi-link system is the set of points that can be reached
by the end effector of the system. The authors show how
to compute the reachable volume and present a method for
generating self-collision free configurations using reachable
volumes. This method is applicable to open- and closed-chain
robots, tree-like robots, and robots that include both loops and
open chains. Pan et al. [32] introduced a motion-planning
algorithm for articulated models such as multi-link robots,
which is integrated in an RRT-like framework.

Our work shares similarities with the work by Han and
Amato [11], who studied closed-chain system and introduced
the kinematics-based probabilistic-roadmap (KBPRM) planner. This planner constructs a local PRM roadmap that ignores
the obstacles and only considers the robot’s kinematics. Then,
copies of the roadmap are placed in the full configuration
space and connections are made between the copies. Our work
builds on several of the ideas of KBPRM. Specifically, we also
exploit the fact that self-collision free configurations can be
generated without yet taking the obstacles into consideration
and copies of these configurations may be placed together with
connections in the configuration space. The main difference
from our work is that the resulting roadmap of KBPRM depends on a given workspace environment. Another difference
is that they need to apply rigid-body local planning when attempting to connect copies of the preprocessed local roadmap.
In contrast, the implicitly-defined tiling roadmap defined in
our work already encodes these precomputed self-collision
free local plans. Our work also bears some resemblance to
LazyPRM [33], which constructs a PRM roadmap, but entirely
delays collision detection to the query stage.
Sampling-based algorithms are not the only tool used to
address the problem at hand. There have been attempts to
study the structure of the configuration space of multi-link
robots (see, e.g., [34], [35]) or to explicitly construct it (see,
e.g., [36]–[38]). Space-decomposition techniques were used to
approximate the structure of the configuration space [39]–[41]
and efficient graph-search algorithms were used to search in
a configuration space that was discretized using a grid [42].
III. A LGORITHM OVERVIEW AND TERMINOLOGY
The tiling roadmap G is an implicitly-represented infinite
graph that efficiently encodes the space of self-collision free
configurations of a given robot. The structure of G depends
only on the type of the given robot, and is completely independent of the workspace scenario in which it can be used. Every
edge of G represents a motion in which one of the endpoints of
the robot’s links remains fixed in space. We refer to all such
endpoints as anchor points1 . A motion path induced by G
1 The anchor points are not to be confused with the robot’s joints. A snakelike robot with m − 1 links has m − 2 joints but m anchor points.
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(a) Base configurations

3

(b) Translated configurations of base roadmaps

Fig. 2. Visualization of base roadmaps for a two-link planar robot. (a) Two base configurations depicted in green and purple. Notice that each
anchor point is depicted differently: by a circle, a square, or a disc. (b) The three base roadmaps induced by these two base configurations.

consists of a sequence of moves in which the robot alternates
between the fixed anchor points in order to make progress.
Given a query, which consists of a start configuration, a target
region, and a workspace environment, the tiling roadmap G
is traversed using the dRRT [6] pathfinding algorithm (see
Section V). When a configuration or an edge is considered
by the pathfinding algorithm, it is only checked for collisions
with the obstacles.
We now proceed with a set of definitions that will be used
in the rest of the paper. Let R be a multi-link robot moving
in some workspace W ⊆ Rd (where d ∈ {2, 3}) cluttered
with obstacles. The robot R consists of rigid links and joints
connecting them. For simplicity we focus here on robots that
are “snake-like”, i.e., each anchor point connects at most two
rotating rigid links and there are no loops. Thus, we assume
that our robot consists of m − 1 rigid links and m anchor
points. We stress that the technique remains correct for any
other type of a free-flying multi-link robot (see experiments
in Section VI). While a configuration of such a robot is usually
represented by the position p ∈ W of its reference point and
the angles of the joints, it will be simpler to describe our
technique while representing a configuration by a collection of
m points in Rd , which describe the coordinates of the anchor
points. Thus, we define the configuration space of the robot to
be C := {(p1 , . . . , pm ) | pi ∈ Rd }, such that the lengths of the
links are fixed. Given an index 1 6 j 6 m and a point q ∈ Rd
we denote by Cj (q) the set of all possible configurations of
the robot in which the j’th anchor point, pj , coincides with q.
We denote the obstacle-collision free space by F O ⊂ C.
This is the set of configurations in which the robot does
not collide with any obstacle. In addition, we denote the
self-collision free space by F S ⊂ C, which is the set of
configurations in which no two links of the robot intersect2 .
Finally, we set F := F O ∩ F S and refer to this set as the free
space. In a similar fashion we define these sets for the case
where the j’th anchor point of the robot is fixed at q ∈ Rd ,
i.e., FjO (q), FjS (q), Fj (q) ⊂ Cj (q).
Given a configuration C = (c1 , . . . , cm ) and a point p ∈
Rd , let C + p denote the configuration (c1 + p, . . . , cm + p).
Namely, C + p is the configuration obtained by computing a
2 We

consider a configuration to be in self collision if (i) a pair of links
that do not share a joint intersect, or (ii) two consecutive links overlap.

vector sum of each anchor point with the vector p. We say that
C + p is the configuration C translated by p. Additionally, for
a configuration C, as defined above, and an index 1 6 j 6 m,
let j(C) := cj . Namely, j(C) denotes the location of the j’th
anchor point of configuration C. Finally, let 0 denote the origin
of Rd .
IV. T ILING ROADMAPS
In this section we formally define the tiling roadmap G,
which approximates the self-collision free space F S . We first
describe a basic ingredient of the tiling roadmap called base
roadmaps. We then explain the role of base roadmaps in the
construction of G.
A. Base roadmaps for the anchored robot
Let Cbase := {C1 , . . . , Cn } ⊂ F S be a collection of n selfcollision free configurations called base configurations, which
were uniformly and randomly sampled3 . As the name suggests,
the vertices of G will be based upon the configurations in
Cbase . In particular, every vertex of G is some translation of
a configuration from Cbase . Conversely, for every C ∈ Cbase
there exist infinitely many points S = {s1 , s2 , . . .} ⊂ Rd , such
that for every si ∈ S the configuration si + C is a vertex of G.
In the next step, we use the configurations in Cbase to
generate m roadmaps—one for each anchor point, where the
jth roadmap represents a collection of configurations, and
paths between them, in which the robot’s jth anchor point
is fixed at the origin. More formally, the jth roadmap is
embedded in FjS (0). For each configuration Ci ∈ Cbase ,
and every 1 6 j 6 m, we consider the configuration
Cj,i := Ci − j(Ci ) which represents the configuration Ci
translated by −j(Ci ). Clearly, the jth anchor point of Cj,i
coincides with the origin. Now, set Cbase
:= {Cj,1 , . . . , Cj,n }
j
S
and note that Cbase
⊂
F
(0).
See
Fig.
2.
j
j
For every index j we construct the base roadmap Gj (0) =
(Vj (0), Ej (0)), where Vj (0) = Cbase
j , which can be viewed as
a PRM roadmap in FjS (0) constructed over the samples Vj (0).
We compute for each anchored configuration Cj,i ∈ Cbase
a
j
3 In this work we only consider uniform sampling for the generation of base
configurations. However, it is plausible that a more sophisticated sampling
scheme will lead to better performance of the framework.
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(a)

(b)

(c)

(d)

Fig. 3. The tiling roadmap for a toy example which consists of a robot with a single link. (a) Base roadmap for a single-link robot with 12 base
configurations chosen at fixed intervals of π6 . (b)-(d) Iteratively placing the base roadmap on endpoints of the link that are closest to the origin (the
current placements are highlighted by green circles).

set of k nearest neighbors4 from Cbase
j . We add an edge to
Ej (0) between Cj,i and every neighbor if the respective local
path connecting the two configurations is in FjS (0).
B. Definition of the tiling roadmap
So far we have explicitly constructed m base roadmaps
G1 (0), . . . , Gm (0), where Gj (0) ⊂ FjS (0). We now show
that a configuration that is a vertex in one base roadmap,
can also be viewed as a vertex in the m − 1 remaining base
roadmaps, after they undergo a certain translation (a different
translation for each base roadmaps). This yields the tiling
roadmap G, in which various translations of the base roadmaps
are stitched together to form a covering of F S .
Given a point p ∈ Rd we use the notation Gj (p) =
(Vj (p), Ej (p)) to represent the roadmap Gj (0) translated by p.
We have the following observation, which follows from the
construction of the base roadmaps.
Observation 1: Let C be a vertex of Gj (0) for some j.
Then C is also a vertex of Gj 0 (j 0 (C)) for any j 0 6= j. Similarly,
if C is a vertex of Gj (p) for some point p ∈ Rd , then it is also
a vertex of Gj 0 (p + j 0 (C)).
This observation implies that a robot placed in a configuration C of Gj (0) is not restricted to Fj (0). In particular, by
viewing C as a vertex of Gj 0 (p+j 0 (C)), it can perform moves
in Fj 0 (p + j 0 (C)). This argument can be applied recursively,
and implicitly defines the tilling roadmap G = (V, E).
We can now proceed to describe the structure of G in a
recursive manner. Initially, G contains the vertices of the base
roadmaps G1 (0), . . . , Gm (0), and the corresponding edges
E1 (0), . . . , Em (0). For every vertex C of G, and every index j, the neighbors of C in Gj (j(C)) are added to G, as well
as the respective edges. To visualize the recursive definition
of the tiling roadmap we examine the simple (self-collision
free) case of a robot with a single link that was preprocessed
with n = 12 base configurations. Assume that for all base
configurations, one of the link’s endpoint, say the first anchor
point, is fixed at the origin and the angle of the link with the
x-axis is chosen at fixed intervals of π6 (see Fig. 3a). To avoid
cluttering the figure, we only visualize part of the recursive
4 To compute a set of nearest neighbors, one needs to define a metric over
the space. We discuss this issue in Section VI.

construction: We place a copy of this base roadmap on each
of the endpoints of the link (Fig. 3b) and iteratively repeat this
process for all endpoints around the origin (Fig. 3c-3d). Even
for this simple example with only 12 base configurations we
obtain a dense tiling of F S .
V. PATH PLANNING USING TILING ROADMAPS
Recall that the tilling roadmap G represents the self-collision
free space F S of a given robot. We describe how G is used to
find a solution, i.e., a path for the robot in the fully-free space
F, given a query that consists of a start configuration S ∈ F,
a target region T ⊆ F, and a workspace environment W. The
solution is found by (i) adding the start configuration S to
each base roadmap (together with local paths in this roadmap)
and (ii) attempting to find a collision-free path from S to
T using G. To connect S to each base roadmap we do the
following. Let Sj := S − j(S) for 1 6 j 6 m. For
every j we connect Sj to Gj (0) by selecting a collection
of nearest neighbors in Gj (0) and applying a local planner
which produces paths in FjS (0). By definition, S is a vertex of
G. It remains to find a path in G from S to some other vertex
C ∈ V such that C ∈ T using a graph-search algorithm. Note
that during the search each encountered vertex or edge of G
should be tested for collision with the obstacles described by
W. Also note that the vertices and edges are self-collision free
by the definition of G.
To search for a path using the tiling roadmap, one may
consider employing standard pathfinding algorithms on graphs
such as A* [43]. However, when the graph is dense, and the
problem lacks a good heuristic function to guide the search,
A* (and its many variants) resorts to a BFS-like search which
is prohibitively costly in terms of running time and memory
consumption. This is backed-up by our experimental work in
which A* was unable to make sufficient progress on G.
Instead, our motion-planning algorithm integrates the
implicitly-represented tiling roadmap G with a highly-efficient
pathfinding technique called discrete-RRT [6] (dRRT). We
will refer to our framework as TR-dRRT, where “TR” stands
for “tiling roadmap”. dRRT (Algorithm 1) is an adaptation
of the RRT algorithm for the purpose of exploring discrete,
geometrically-embedded graphs. It is particularly geared to-
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Algorithm 1 dRRT
1: loop
2:
qrnd ← RANDOM SAMPLE( )
3:
qnear ← NEAREST NEIGHBOR(H, qrnd )
4:
qnew ← DIRECTION ORACLE(qnear , qrnd )
5:
if qnew 6∈ H and VALID(qnear , qnew ) then
6:
H.add vertex(qnew )
7:
H.add edge(qnear , qnew )
8:
if qnew ∈ T then
9:
return RETRIEVE PATH(H, s, T )

qrnd
qnew
qnear

Fig. 4.
dRRT algorithm. The tiling roadmap G (gray vertices and edges)
is traversed via subtree H (explored vertices and edges depicted in black).
Extension is performed by sampling a random configuration qrnd (purple) and
locating its nearest explored neighbor qnear in H. The direction oracle returns
a neighbor qnew of qnear , which is in the direction of qrnd (red). If the edge
connecting the two configurations is obstacle collision free, qnew is added to
the explored tree. Figure adapted from [6].

ward efficient exploration of very large implicitly represented
graphs.
Similarly to its continuous counterpart, dRRT samples a random configuration qrnd (Alg. 1, line 2), which is not necessarily
a vertex of G. Then, it finds the nearest neighbor qnear of qrnd
in the explored portion of G (line 3), which is the tree H. The
difference lies in line 4. Whereas RRT usually expands the
tree from qnear towards qrnd by generating a path that linearly
interpolates between the two configurations of G, dRRT uses
a “direction oracle” which returns a vertex qnew such that there
is an edge from qnear to qnew in G. Moreover, it is guaranteed
−−−→
−−−−→
that the direction −
q−
near qnew is closest to the direction qnear qrnd
among all the edges of G incident to qnear . In the next step this
edge is checked for obstacle collision (line 5). If it is collision
free, it is added to H. See Fig. 4. for an illustration
Specifically in TR-dRRT, the direction oracle is implemented in a brute-force manner by going over all the neighbors
of qnear in G and comparing their directions. This set of
neighbors is extracted as follows: Recall that for every base
roadmap Gj , there exists a translation pj such that qnear is a
vertex of Gj (pj ). We take all the neighbors qnear in Gj (pj ),
for every j.
A desirable feature of a sampling-based algorithm is that it
maintains probabilistic completeness. Namely, as the running
time of the algorithm increases, the probability that a solution
is found (assuming one exists) approaches one. Indeed, the
dRRT algorithm is probabilistically complete (see [6]). We
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believe that, under mild assumptions, one can show that the
TR-dRRT framework is probabilistically complete as well.
Due to lack of space, we omit the discussion of this issue
and refer the reader to the extended version of this paper [44].
VI. E VALUATION
We present simulation results evaluating the performance
of our TR-dRRT framework on various scenarios and types of
robots in a planar environment. We compare its running times
with RRT [8] and RV-RRT [31]. Our C++ implementation
follows the generic programing paradigm [45], which exploits
the similarity between the behavior of the three algorithms
in the query stage, and allows them to run on a shared code
framework. The only fundamental difference lies in the type
of the extension method. In particular, whereas RRT and RVRRT employ a steering function, dRRT relies on an oracle
that can efficiently query for neighbors in the precomputed
tiling roadmap. We use the Euclidean metric for distance
measurement and nearest-neighbor search. Specifically, every
configuration is treated as a point in R2m , which represents the
coordinates of the m anchor points. Nearest-neighbor search is
performed using FLANN [46] and collision detection is done
using a 2D adaptation of PQP [47]. All experiments were run
on a laptop with 2.8GHz Intel Core i7 processor and 8GB of
memory.
A. Test scenarios
We experimented with three types of multi-link robot in a
planar environment with polygonal obstacles: free-flying open
chains, free-flying closed chains, and anchored open chains.
The first type of robots requires primitive operations (sampling and local planning) that are straightforward to implement. For such cases, RRT is the most suitable algorithm
to compare with TR-dRRT. Sample configurations for RRT
and TR-dRRT were generated in a uniform fashion, and
local planning was done by selecting one anchor point and
performing interpolation between the angles of the joints,
while maintaining the anchor point in a fixed position. The
scenarios used to compare the two algorithms for the first
type of robots are shown in Fig. 1a-1c. In the Tight scenario
(Fig. 1a), a robot with nine links navigates in tight quarters
among obstacles. The Coiled scenario (Fig. 1b) depicts a robot
with ten links which needs to uncoil itself. This demonstrates
a situation where the majority of the collisions that occur are
self collision. In the Bricks scenario (Fig. 1c) a small 13-linked
robot needs to move from a start configuration with little
clearance to the goal. Note that the figure depicts a closedchain robot as the same scenario is used for different robot
types. The robot used in the open-chain case is identical to
the closed chain, except that one of the links of the latter is
removed.
The second type of robots are free-flying closed chains,
which are significantly more complex to deal with, as the
set of collision-free configurations lie on a low-dimensional
manifold. RV-RRT [31] is arguably the most suitable algorithm
for this type of robots. In these settings, TR-dRRT uses
the primitive operations of RV-RRT for sampling and local
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Fig. 5.
Query time tQ (left y-axis) and preprocessing time tP (right y-axis) as a function of the number n of base configurations for the open-chain
nine-link robot in the Tight scenario (a) and the closed chain robot used in the Bricks scenario (b). Error bars denote one standard deviation. Size of the tiling
roadmap after preprocessing is added (only partial values are given to avoid cluttering the graph).

planning. We use a robot with 12 links and evaluate the two
algorithms on the Tight (Fig 1a) and Bricks (Fig 1c) scenarios.
For TR-dRRT the same preprocessed roadmap was used to
answer the queries for the different scenarios, as we use the
same robot (see Fig. 1).
The third type of robot is an open chain with one of its
joints permanently anchored to a fixed point in the plane. Here
we make a first step toward applying TR-dRRT to anchored
robot arms. In the Gripper scenario (Fig.1d), a 10-link robot is
anchored at its middle joint and both of the robot’s endpoints
need to reach the goal region. This simulates two robotic
arms that need to grasp an object. We constructed one base
roadmap representing configurations where the middle joint
is anchored. Currently, it is not clear how to extend the
tiling-roadmap concept to the case of anchored robots (see
discussion in Section VII). Thus, we resort to dense sampling
of this single roadmap in the preprocessing stage. In the query
stage, this roadmap, which was constructed explicitly, was
traversed using dRRT. We note that more suitable algorithms to
solve this problem might exist. However, the simple approach
described here, which outperforms RRT, serves as a proof of
concept for the applicability of our technique to anchoredrobot settings as well.
B. Experiments
We first study the affect that the number of sampled base
configurations n has on the query time of TR-dRRT. We then
proceed to compare the performance of TR-dRRT with RRT
and RV-RRT.
TR-dRRT Preprocessing time. For each robot type, we
gradually increased n. For each such value, we constructed
the tiling roadmap with k nearest neighbors.5 Finally, each
5 We set k = 2e log n in order to reduce the number of parameters involved
in the experiments. Such a number of neighbors can lead to asymptotic optimality of sampling-based motion-planning algorithms in certain situations [5],
although we do not make such a claim here.

roadmap was used to solve the aforementioned scenarios.
Fig. 5 reports on the results for the open-chain nine-link robot
used in the Tight scenario and the closed-chain robot used
in the Bricks scenario. The reported preprocessing times are
averaged over five different tiling roadmaps and the query
times are averaged over 100 different queries, for each n.
Not surprisingly, as n grows, the preprocessing time increases
while the query time decreases: As the number of base
configurations increases, each base roadmap captures more
accurately the configuration space of the robot anchored to
the respective joint. This leads to a better representation of F
using G. Interestingly, for both cases reported, there exists a
threshold for which the reduction of query time is insignificant
and comes at the cost of exceedingly-large preprocessing
times. Similar results were obtained for the other robot types.
Comparison with RRT and RV-RRT. In this set of experiments we compare the query time of TR-dRRT with
RRT or RV-RRT (see Fig. 6) for the aforementioned test
scenarios. In these experiments TR-dRRT employs the most
dense precomputed base roadmaps (see above). We mention
that we are not concerned with the quality of the solution, and
only measure the time required to answer a query successfully.
The preprocessing time for constructing the tiling roadmaps
for the open-chain robots (Fig. 1-3) are fairly low (up to
three minutes). For the Gripper scenario, we had to apply
longer preprocessing time (roughly ten minutes) in order to
construct a dense roadmap. For the closed-chain scenarios,
preprocessing time wwas in the order of several hours. We
note, however, that even fairly moderate preprocessing time
could have obtained almost the same speedups (see Fig. 5).
For the open-chain robots, both in the Tight and in the
Coiled scenarios, TR-dRRT is roughly ten times faster than
the RRT algorithm, while in the Bricks scenario, TR-dRRT
is roughly five times faster than the RRT algorithm. For the
Gripper scenario, TR-dRRT is roughly twice as fast as the RRT
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Fig. 6.
Running times in seconds for the TR-dRRT (blue), RRT (green),
and RV-RRT (red) algorithms (ten different runs), given as box plots: Lower
and upper horizontal segments represent minimal and maximal running times,
respectively; The diamond represents the average running time; The line in
the middle of each box is the median, and the top and bottom of each box
represent the 75th and 25th percentile, respectively. CC denotes that a closedchain robot was used in the scenario. Notice that the time axis is in log scale.

algorithm. In more complex problems with closed-chain robots
TR-dRRT is roughly more than fifty times faster than RV-RRT,
which is arguably the state-of-the-art for such problems.
VII. D ISCUSSION AND FUTURE WORK
This paper introduces a new paradigm in sampling-based
motion planning in which the specific structure of the robot
is taken into consideration to reduce the amount of selfcollision checks one has to perform online. We demonstrate
this paradigm using the TR-dRRT algorithm which is designed
for free-flying multi-link robots. TR-dRRT performs a preprocessing stage, which results in an implicit tiling roadmap
that represents an infinite set of configurations and transitions
which are entirely self-collision free. Given a query the search
of the configuration space is restricted to the tiling roadmap.
As a result, no self-collision checks need to be performed, and
the query stage is dedicated exclusively to finding an obstaclecollision free path.
We note that the preprocessing stage can be performed
on stronger machines e.g., using cloud computing, than the
one available to the robot in the query stage. Moreover, the
preprocessing stage can easily be sped up by computing the
individual base roadmaps in parallel.
To conclude, we point out an additional benefit of the TRdRRT framework and suggest a direction for future research.
Reducing interpolation costs. Our framework can be used
not only to eliminate self-collision checks, but also to reduce
the cost of computing local plans (interpolations between two
configurations) during the query stage. The cost of computing
a local plan becomes significant when the number of degrees
of freedom of the robot is high or when the robot has closed
chains. As the base roadmaps specify which local plans can be
used in the query stage, such plans can be precomputed and
stored for every edge of the base roadmaps. Moreover, every
local plan can be represented in a structure that can reduce
the running time of obstacle-collision checks. For instance,
in our implementation we represent every local plan as a
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polygon that bounds the swept area6 of the respective motion.
In particular, for every edge of a base roadmap (but not the
tiling roadmap) we generate the swept area of the respective
robot motion and generate a polygon which approximates
the boundary of the swept area. This allows to perform a
single obstacle-collision check for a given local plan, rather
than densely sampling configurations along the motion and
testing individually each and every configuration for collision.
Specifically, whenever an edge of the tiling roadmap needs
to be tested for obstacle collision during the query stage,
the polygon which corresponds to the base-roadmap edge is
extracted, translated according to the translation of the tiling
roadmap edge, and tested for collision with the obstacles.
Recursive TR-dRRT. Although the experimental results
are promising, TR-dRRT has its limitations. The explicitlyrepresented base roadmaps should accurately capture the selfcollision free spaces for which one of the anchor points of
the robot is fixed. For a robot with D degrees of freedom
moving in Rd , this space is (D − d)-dimensional. Clearly,
the favorable characteristics of our approach diminish as D
increases. To overcome the “curse of dimensionality” for this
specific type of robots, we believe that one can apply our
technique in a recursive manner. For instance, assume that the
self-collision free space of a “snake-like” robot with m − 1
links (or m anchor points) can be captured by a roadmap
accurately and efficiently. Now, given a robot with 2m − 2
links, it can be decomposed into two parts, consisting of m−1
links each. Then one can generate a tiling roadmap for each
of the two parts and combine the two roadmaps into one,
which, in turn, provides a covering of the entire self-collision
free space. This bears resemblance to existing methods which
recursively use copies of precomputed subspaces in motionplanning algorithms [48] or iteratively solve increasingly difficult relaxations of the given motion-planning problem [49],
both of which have been shown as effective tools to improve
motion-planning algorithms.
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Abstract
Roadmaps constructed by the recently introduced PRM* algorithm for asymptotically optimal motion-planning [21] encode high-quality paths yet can be extremely dense. We consider
the problem of sparsifying the roadmap, i.e., reducing its size, while minimizing the degradation of the quality of paths that can be extracted from the resulting roadmap. We present a
simple, effective sparsifying algorithm, called roadmap sparsification by edge contraction (RSEC).
The primitive operation used by RSEC is edge contraction—the contraction of a roadmap edge
(v0 , v00 ) to a new vertex v and the connection of the new vertex v to the neighboring vertices
of the contracted edge’s vertices (i.e., to all neighbors of v0 and v00 ). For certain scenarios, we
compress more than 97% of the edges and vertices of a given roadmap at the cost of degradation
of average shortest path length by at most 4%.

1 Introduction
Motion planning is a fundamental research topic in robotics with applications in diverse domains
such as graphical animation, surgical planning, computational biology, computer games and
of course robot motion. Sampling-based planners [19, 22, 23], introduced in the 1990s, enabled
solving motion-planning problems that had been previously infeasible [6]. Specifically, for multiquery scenarios, planners such as the Probabilistic Roadmap Planner (PRM) [22] approximate the
connectivity of the free space (Cfree ) by taking random samples from the configuration space (Cspace) and connecting nearby free configurations when possible. The resulting data structure, the
roadmap, is a graph in which vertices represent configurations in Cfree and edges are collision-free
paths connecting two such configurations.
∗ A preliminary and abridged version appeared in the Proc. 2013 IEEE International Conference on Robotics and
Automation, 4098-4105.
† Work by O.S, D.S. and D.H. has been supported in part by the 7th Framework Programme for Research of the
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Israel Science Foundation (grant no. 1102/11), by the German-Israeli Foundation (grant no. 1150-82.6/2011), and by the
Hermann Minkowski–Minerva Center for Geometry at Tel Aviv University.
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Answering a motion-planning query using such a roadmap is subdivided into (i) connecting the
source and target configurations of the query to the roadmap and (ii) finding a path in the roadmap
between the connection points. Thus, a roadmap should cover the C-space (coverage property) and
be connected when the C-space is connected (connectivity property). Typically, a path of high quality
is desired, where quality can be measured in terms of, for example, length, clearance, smoothness,
energy, to mention a few criteria, or some combination of the above. As the connectivity property
alone does not guarantee high-quality paths [21, 30], additional work is required.
Motion-planning algorithms that create high-quality roadmaps, however, result in large, dense
graphs [20, 21, 31, 33, 34]. This may be undesirable due to prohibitive storage requirements and
long online query processing time. We seek a compact representation of the roadmap graph without
sacrificing path quality.
Related work. Geraerts and Overmars [16] suggested an algorithm for creating small roadmaps
of high-quality paths (namely short and with high clearance). An alternative approach to create
small roadmaps that allow for high-clearance paths is the work by Lien et al. [24]. Siméon et al. [37]
exploited the structure of the configuration space to produce small, high quality roadmaps using
the notion of visibility between sampled configurations. The work on graph spanners [29, 32]
is closely related to our problem of computing a compact representation of a roadmap graph.
Formally, a t-spanner of a graph G = (V, E) is a sparse subgraph G 0 = (V, E0 ), with E0 ⊆ E such
that the shortest path between any pair of points in G 0 is no longer than t times the shortest path
between them in G. The parameter t is referred to as the stretch of the spanner. It is well known
that small size (1 + ε)-spanners exist for complete Euclidean graphs [5, 13, 29]. Spanners have
been successfully used to compute collision-free approximate shortest paths amid obstacles in 2D
and 3D or to compute them on a surface [4, 7, 17, 38]. In the context of roadmap constructions,
Marble and Bekris [26] introduced the notion of asymptotically near-optimal roadmaps—roadmaps
that are guaranteed to return a path whose quality is within a guaranteed factor of the optimal
path. They apply a graph-spanner algorithm to an existing roadmap to reduce its size (we call their
algorithm SPANNER). Specifically, they use the spanner algorithm by Baswana and Sen which,
given an integer k and a graph, returns an optimal (2k − 1)-spanner in time linear in the number of
edges times k. The algorithm works by constructing clusters of nodes and then connecting near-by
clusters. Recently, graph-spanner algorithms have also been incorporated in the construction phase
of the roadmap itself [10, 11, 28, 27, 39].
A drawback of a spanner-based approach is that it only reduces the number of edges of the
graph and does not remove any of its vertices. In the context of roadmaps, it is desirable to remove
redundant vertices as well and to construct a small-size graph in the free space. Such an approach
has recently been proposed for computing approximate shortest paths for a point robot amid
convex obstacles in two or three dimensions [2], but it is not clear how to extend this approach to
higher-dimensional configuration spaces.
The problem of computing a compact representation of a roadmap graph falls under the broad
area of computing data summaries or computing a hierarchical representation of data. There
has been extensive work in this area in the last decade because of the need to cope with big
data sets [1, 8]. The work in computer graphics on computing a hierarchical representation of
a surface, represented as a triangulated mesh, is perhaps the most closely related work to our
approach [25]. The surface-simplification problem asks for simplifying the mesh—reducing its
size—while ensuring that the resulting surface approximates the original one within a prescribed
2

error tolerance [25]. Some versions of the optimal surface-simplification problem, the problem
of computing a smallest-size surface, are known to be NP-Hard [3], and several approximation
algorithms and heuristics have been proposed (see, e.g., [12, C. 5] and [15]). The practical algorithms
progressively simplify the surface by modifying its topology locally at each step, e.g., removing a
vertex and retriangulating the surface, or contracting an edge. The edge-contraction method has by
now become the most popular method for simplifying a surface [12, 15, 18].
Our contributions. We adapt the widely used edge-contraction technique for surface simplification
to roadmap simplification. We present a simple, effective algorithm, called roadmap sparsification by
edge contraction (RSEC), to sparsify a roadmap, in which edge contraction is the primitive operation.
Our algorithm often generates very sparse subgraphs while exhibiting little degradation in path
quality when compared to the original graph. In contrast to the algorithm of Marble and Bekris [26]
in which the set of vertices remains intact, RSEC dramatically reduces the number of vertices.
We note that RSEC is an off-line algorithm that is run after the generation of a highly dense
roadmap. Applying a sparsification algorithm in the construction stage of the roadmap (see,
e.g., [10, 11, 28, 27]) would be more desirable and we plan to explore this as part of our future work.
Section 2 describes the overall algorithmic framework of RSEC, Section 3 describes the criterion
we use to contract an edge, Section 4 provides various details of the algorithm. Section 5 presents
experimental results comparing alternative choices made by our algorithm. For certain scenarios,
we compress more than 97% of the edges and vertices while causing degradation of average path
length by at most 4%. Additionally, we compare RSEC with the algorithm presented by Marble
and Bekris [26]. We show that our algorithm produces paths of higher quality than theirs when
applying the same compression rate while also being able to surpass the maximum compression
rate achieved by their algorithm. We conclude in Section 6 with suggestions for further research.

2 Algorithmic Framework
Let G = (V, E) be an undirected graph, output of a PRM-type algorithm approximating Cfree , where
V ⊆ Cfree is a set of points (configurations) in the free space, and each edge (u, v) ∈ E is a line
segment uv ⊂ Cfree connecting the points u, v ∈ V. We wish to construct a graph G0 = (V0 , E0 )
which is a compact approximation of Cfree while maintaining the coverage of the roadmap and
the quality of the approximation provided by G. In this paper we concentrate on the length of a
path as its quality measure1 . We begin by introducing a few notation, then describe the primitive
edge contraction and some of its properties, and finally give an overview of the algorithm for
constructing the sparse graph G0 .
Let H = (V, E) be an arbitrary undirected graph whose vertices are points in Cfree and edges
are line segments connecting their endpoint such that each line segment lies inside Cfree . For an
edge e ∈ E, we denote its (Euclidean) length by kek = kuvk. Similarly for a path P = hv1 , . . . , vk i in
H, we denote its length by k Pk = ∑ik=−11 kvi vi+1 k. For a vertex v ∈ V, the set of neighboring vertices of
v is defined as nbr(v) = {u | (u, v) ∈ E}. For an edge (u, v) ∈ E, we define its neighboring vertices
to be nbr(u, v) = nbr(u) ∪ nbr(v) \ {u, v}.
1 To simplify the exposition, we use the Euclidean distance to describe the algorithm.

The algorithm can be generalized
to the weighted combination of the Euclidean distance and the angular distance, as we demonstrate in Section 5.
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Edge contraction. Let H be the same as above. Given an edge (u, v) ∈ E and a point p ∈ Cfree , an
edge contraction of (u, v) to p, denoted (u, v; p), is the following process:
(i) Add p as a new vertex of H,
(ii) add an edge (w, p) for each vertex w ∈ nbr(u, v), and
(iii) remove from H the vertices u, v and all the edges incident on them.
We say that (u, v) is contracted to p, and that p is the contraction point of (u, v). The edge contraction
(u, v; p) is called legal if all new edges, i.e., the ones incident on p lie in Cfree . The vertices u, v are
called parents of p.

v3
v1,2
v1
v5

v3

v4

v1

v2
v5

v6
(a) Legal edge contraction

v4

v1,2
v2

v6
(b) Illegal edge contraction

Figure 1. Examples of an edge contraction: The edge (v1 , v2 ) is contracted to the point v1,2 . Original edges are drawn in
gray, new edges are drawn in black and an obstacle is drawn in green.

Suppose we perform a sequence of edge contractions: (u1 , v1 ; p1 ), . . . , (uk , vk ; pk ). Let G0 be
the initial graph G, and let Gi = (Vi , Ei ) be the graph obtained from Gi−1 by performing the edge
contraction (ui , vi ; pi ). A vertex of u ∈ Gj is an ancestor of a vertex v ∈ Gi , for i ≥ j, if either u = v
or u is an ancestor of a parent of v. Let anc(v) denote the set of ancestors of v. The following
properties of graphs Gi are straightforward:
(P1) For each original vertex v ∈ V, there exists exactly one vertex u ∈ Vk such that v ∈ anc(u);
we set u = ϕ(v).
(P2) Let (u, v) ∈ E be an original edge in G. Gk either contains a vertex w ∈ Vk such that
u, v ∈ anc(w) or an edge (w, z) ∈ Ek such that u ∈ anc(w) and v ∈ anc(z).
(P3) Let (w, z) ∈ Ek be an edge in Gk . There exists an edge (u, v) ∈ E in G such that u ∈ anc(w)
and v ∈ anc(z).
RSEC algorithm. Before describing the RSEC algorithm, we remark that we wish to preserve the
quality and connectivity of the original input graph, so we add the constraint that vertices in the
sparsified graph G0 should not be too far from their ancestors. Thus, given a drift bound δ > 0, we
require the algorithm to maintain the following invariant:
Bounded-drift invariant:

∀v ∈ V0 , ∀u ∈ anc(v) kuvk ≤ δ.
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Algorithm 1 RSEC (G)
1: G0 ← G
2: Q ← initialize queue( E )
3: while not empty(Q) do
4:
e ← Q.pop head
5:
p ← get contraction point(e)
6:
if p 6= NIL then
7:
if edge contraction (G0 , e, p) = SUCCESS then
8:
Q ← update queue()
In practice, we normalize the drift bound to be δ/a where a is the length of the diagonal of the
bounding box of the workspace. In the rest of the paper, we use the term drift bound to refer to the
normalized drift bound.
We are now ready to describe the RSEC algorithm: The algorithm performs a sequence of
legal edge contractions, as outlined in Algorithm 1. It assigns a priority to each candidate edge
for contraction (see Section 4 for details) and stores the candidate edges in a priority queue. At
each step, an edge e = (u, v) with the highest priority is removed from the priority queue, and
the procedure get contraction point(e), described in Section 4, is executed. At a high level, this
procedure returns a point p ∈ uv, if there exists one, that satisfies the bounded-drift invariant and
locally minimizes the overall “degradation” of paths.
Next, RSEC calls the procedure edge contraction, outlined in Algorithm 2, which first checks
whether the edge contraction (e; p) is legal, using a local planner.2 If so, it performs the edge
contraction (e; p): contracts the edge e to the vertex p, removes the edges incident on u and v, and
adds the edge wp for each w ∈ nbr(u, v).
Algorithm 2 edge contraction (H = ( E, V ), (u, v), p)
1: for all w ∈ H. nbr(v ) ∪ H. nbr(u ) do
2:
if local planner(w, p) = FAILURE then
3:
return FAILURE
4: for all v0 ∈ H. nbr(v ) do
5:
E ← E ∪ {(v0 , p)} \ {(v0 , v)}
6: for all u0 ∈ H. nbr(u ) do
7:
E ← E ∪ {(u0 , p)} \ {(u0 , u)}
8: V ← V ∪ { p } \ { v, u }
9: return SUCCESS
Finally, the algorithm computes the priority of the new edges and adds them to the priority
queue.
We note that contracting an edge (u, v) in a graph G reduces its size—the number of vertices
decreases by one and the number of edges decreases by at least one (the edge (u, v)). Additionally,
for every common neighbor w of u and v, the edges (u, w) and (v, w) merge into a single edge
( p, w). Figure 2 depicts an original roadmap and the sparsified roadmap after running the RSEC
2 In our context, a local planner is a predicate that determines whether there exists a collision-free path between two
configurations.
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algorithm. The original graph has 1000 vertices and 14,450 edges. The algorithm performs a
sequence of 886 edge contractions, and the final graph has 116 vertices and 535 edges.

(a) Original roadmap

(b) Sparsified roadmap

Figure 2. Example of a roadmap before and after running RSEC on the Cubicles scenario (depicted in Figure 6).

3 Utility Function
In this section we describe a utility function, called degradation factor, which attempts to capture the
effect of edge contraction on the length of paths. It is used to choose the contraction point of an
edge and to order the edges in the priority queue (see Section 4). We begin by describing the effect
of an edge contraction on a path, then use this to define degradation factor, and finally bound the
degradation of the length of a path incurred by a sequence of edge contractions.
w1

w1

w3

w3

P1
P2

u

P1
P2

v

vp
w4

w2

w4

w2

(a)

(b)

Figure 3. The effect on paths of the edge contraction (u, v; v p ). The graph (a) before and (b) after the contraction of the
edge (u, v). We consider two paths P1 and P2 . P1 originally passes through both u and v, and is shorter after the edge is
contracted. P2 originally passes through u but not through v, and is longer after the edge contraction.

Edge contraction and paths. Let P be a path before an edge (u, v) is contracted to a point p. If
neither u nor v lies on P, then P is unaffected by this edge contraction. If P contains the edge (u, v),
then it shrinks to the point p in P and the path becomes shorter (e.g., P1 in Figure 3). If P contains
both u and v but not the edge (u, v), i.e., they are not adjacent in P, then after the edge contraction
P contains a cycle, starting and ending at p. We can remove this cycle and obtain a shorter path.
Finally, if only one of u and v, say u, appears on P, then the edges (w, u) and (u, z) adjacent to u in
6

P become (w, p) and ( p, z), respectively, and the new edges may be longer than the original ones.
So P may become longer in this case (e.g. P2 in Figure 3).
For a vertex v in the original graph G, let ϕ(v) be the corresponding vertex in G0 , as defined in
property (P1) of edge contractions. We map a path P = hv1 , v2 , . . . , vk i from v1 to vk in the original
graph G to a path ϕ( P) from ϕ(v1 ) to ϕ(vk ) in the sparsified graph G0 , recursively as follows: if
ϕ(v1 ) = ϕ(vk ), then ϕ( P) consists of a single vertex ϕ(v1 ). Otherwise, let r < k be the largest index
such that ϕ(v1 ) = ϕ(vr ), i.e., ϕ(vi ) 6= ϕ(v1 ) for all r < i ≤ k, and let P0 = hvr+1 , . . . , vk i be the
suffix of P. Suppose ϕ(v1 ) = ϕ(vr ) = v10 and ϕ( P0 ) = hv20 , . . . , v0k0 i, then ϕ( P) = hv10 , v20 , . . . , v0k0 i.
Since v20 = ϕ(vr+1 ), ϕ(vr ) 6= ϕ(vr+1 ), and (vr , vr+1 ) ∈ E, then, by property (P2) of edge
contraction (v10 , v20 ) ∈ E0 . Hence, ϕ( P) is a valid path in G0 . We will bound the length of ϕ( P) in
terms of the length of P.
Degradation factor. We now define degradation factor, which bounds the increase in length of
a path due to an edge contraction. As the endpoints of a contracted edge may themselves be
contracted edges, we maintain this change relative to the original vertices and give a recursive
definition.
Definition 1 (Degradation factor). The degradation factor for an edge (u, v) in the sparsified graph,
denoted by η (u, v), is defined as follows: For each edge (w, z) of the original graph η (w, z) = 1.
For a new edge (w, p) created by the contraction of the edge (u, v) to the point p:


 η (w, u) kwpk
w ∈ nbr(u) \ nbr(v),



kwuk


kwpk
η (w, p) =
(1)
η (w, v)
w ∈ nbr(v) \ nbr(u),



 kwvk


kwpk
kwpk


, η (w, v)
w ∈ nbr(u) ∩ nbr(v).
 max η (w, u)
kwuk
kwvk
By property (P2), each edge (u, v) in the original graph G has a corresponding edge ( ϕ(u), ϕ(v))
in the sparsified graph G0 if ϕ(u) 6= ϕ(v). The following lemma bounds the length of ( ϕ(u), ϕ(v))
using the degradation factor.

Lemma 3.1. Let (u0 , v0 ) ∈ E0 be an edge in G0 . For every (u, v) ∈ E such that u ∈ anc(u0 ), v ∈ anc(v0 ),
i.e., u0 = ϕ(u) and v0 = ϕ(v),
ku0 v0 k ≤ η (u0 , v0 )kuvk.
Proof. We prove the lemma by induction on the number of contraction operations that involve u, v,
or their descendants. The base case of the induction holds trivially because if u = u0 and v = v0 ,
i.e., (u0 , v0 ) ∈ E, then η (u0 , v0 ) = 1 and ku0 v0 k = kuvk.
For the induction step, assume that an edge (w0 , w00 ) is contracted to the vertex v0 and u0 ∈
nbr(w0 , w00 ). Without loss of generality assume that v ∈ anc(w0 ) and recall that u ∈ anc(u0 ).
0 0
If u0 ∈
/ nbr(w0 ) ∩ nbr(w00 ) then u0 ∈ nbr(w0 ) \ nbr(w00 ). By definition, η (u0 , v0 ) = η (u0 , w0 ) kkuu0 wv 0kk ,
therefore
η (u0 , v0 ) 0 0
η (u0 , v0 )
ku0 v0 k =
k
u
w
k
≤
η (u0 , w0 )kuvk = η (u0 v0 )kuvk,
η (u0 , w0 )
η (u0 , w0 )
where the inequality follows from the induction hypothesis.
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Similarly if u0 ∈ nbr(w0 ) ∩ nbr(w00 ) then


ku0 w0 k ku0 w00 k
0 0
0 0
,
ku v k = η (u , v ) max
η (u0 , w0 ) η (u0 , w00 )


η (u0 , w0 )kuvk η (u0 , w00 )kuvk
0 0
≤ η (u , v ) max
,
η (u0 , w0 )
η (u0 , w00 )

= η (u0 , v0 )kuvk.

Remark. The bounded-drift invariant guarantees that ku0 v0 k ≤ kuvk + 2δ, but for typical choices
2δ
of δ, η (u0 , v0 ) ≤ 1 + kuv
for most of edges, so the above lemma gives a sharper bound on ku0 v0 k.
k
Bounding path degradation. For a pair of vertices u, v ∈ V, let dG (u, v) be the length of the
shortest path between u and v in G, and similarly define dG0 (·, ·) for G0 . The following lemma
bounds the increase in the length of the shortest path between u and v. We define
η ∗ = max0 η (e).
e ∈E

Lemma 3.2. For any pair u, v ∈ V, dG0 ( ϕ(u), ϕ(v)) ≤ η ∗ dG (u, v).
Proof. Let P = hu = w1 , w2 , . . . , wk = vi be the shortest path in G from u to v, and let ϕ( P) =
0
hv10 , . . . , v0k0 i for k0 ≤ k. Then dG0 ( ϕ(u), ϕ(v)) ≤ k ϕ( P)k = ∑ik=1 kvi0 vi0+1 k. For each i < k0 , let ji ≤ k
be the largest index in P such that v ji ∈ anc(vi0 ), i.e., vi0 = ϕ(v ji ) and ϕ(vl ) 6= vi0 for all ji < l ≤ k. By
property (P3), (v ji , v ji +1 ) ∈ E, therefore by Lemma 3.1,

kvi0 vi0+1 k ≤ η (vi0 , vi0+1 )kv ji v ji +1 k ≤ η ∗ kv ji v ji +1 k.
Hence,

k ϕ( P)k =

k0

k0

i =1

i =1

∑ kvi0 vi0+1 k ≤ η ∗ ∑ kv ji v ji +1 k ≤ η ∗ k Pk.

For a pair of vertices u, v ∈ V, suppose we connect u to all those vertices u0 ∈ V0 such that
kuu0 k ≤ δ and do the same for v. Let d̄G0 (u, v) be the length of the shortest path in the resulting
graph. Then the following bound on d̄G0 (u, v) follows from the above lemma.
Corollary 3.3. For any pair u, v ∈ V, d̄G0 (u, v) ≤ η ∗ dG (u, v) + 2δ.

4 Algorithmic Details
With the definition of degradation factor at hand, we can now describe the missing details of the
RSEC algorithm. Specifically, how do we choose the contraction point of an edge, and how do we
order the edges in our queue to obtain a smaller graph of high quality?
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Choice of contraction point. In order to minimize the path degradation, we choose the contraction point of an edge (u, v) that maintains the bounded-drift invariant and that minimizes the
degradation factor of the neighboring edges of (u, v).
A point p on a segment uv can be parametrized as
p ( α ) = u + α ( v − u ),

α ∈ [0, 1].

For a point x ∈ Cfree , the set of values of α that satisfy the constraint k xp(α)k ≤ δ forms a contiguous
T
interval Ix . Set Iuv = Ix , for x ∈ anc(u) ∪ anc(v). For any α ∈ Iuv , p(α) satisfies the bounded-drift
invariant. Our goal is to choose a value α∗ ∈ Iuv that minimizes the degradation factor of the
neighboring edges of (u, v).
For a vertex w ∈ nbr(u), we define the function f w : [0, 1] → R≥0 , where f w (α) is the square of
the degradation factor of the edge (w, u) as its endpoint u is moved to the contracted point p(α) of
(u, v). More precisely,
η 2 (u, w)
kwp(α)k2
=
k(u − w) + α(v − u)k2
kuwk2
kuwk2

η 2 (u, w) 
=
kuwk2 + 2αhu − w, v − ui + α2 kvuk2 .
2
kuwk

f w (α) = η 2 (u, w)

(2)

Similarly for a vertex w ∈ nbr(v), we define the function f w as:
f w (α) = η 2 (v, w)


kwp(α)k2
η 2 (v, w) 
=
kuwk2 + 2αhu − w, v − ui + α2 kvuk2 .
2
2
kvwk
kvwk

(3)

Using the functions f w , for w ∈ nbr(u, v), we propose the following two different criteria to
choose α∗ .

w3(1, 2)

w1(−2, 2)

η = 1.45
η=1
u(0, 0)

v(2, 0)

η = 1.5
η = 1.1

η = 1.13
w2(0, −2)

w4(−2, −2)

Figure 4. (a) An edge (u, v) (in bold), which is considered for contraction and its neighboring edges. (b) Upper envelope
of parabolic arcs (marked in black) representing f w (α) for all neighboring vertices w of u and v. The contraction point
that minimizes the maximal value is the optimal local degradation factor.

(i) Minimize the maximum degradation factor of the neighboring edges. Define the function


uv
F∞ (α) = max
max f w (α), max f z (α) ,
w∈nbr(u)
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z∈nbr(v)

and set

uv
α∗∞ = arg min F∞
(α)
α∈Iuv

and

err∞ (u, v) = F uv (α∗∞ ).

That is, p(α∗∞ ) is the point on the segment uv that satisfies the bounded-drift invariant and minimizes the maximum degradation factor of the neighboring edges.
uv is the upper envelope of a set
Geometrically, the graph of each function f w is a parabola, F∞
∗
of parabolic functions, and α∞ is the value of α ∈ Iuv corresponding to the lowest point on the
uv is a convex function with at most 2κ
upper envelope. See Figure 4. F∞
uv breakpoints [36], where
uv , which might not lie inside the range I , is
κuv = | nbr(u)| + | nbr(v)|. The lowest point on F∞
uv
uv or the lowest point of one of the parabolas. Therefore F uv and α∗ can be
either a breakpoint of F∞
∞
∞
computed in O(κuv ) time.
A drawback of choosing α∗∞ is that it is biased toward outliers, so we propose a different criterion
which will the one used by RSEC.
(ii) Minimize the sum of squares of degradation factors of the neighboring edges. We now define
the function
Suv (α) = ∑ f w (α) + ∑ f z (α),
and set

w∈nbr(u)

α∗ = arg min Suv (α)
α∈Iuv

z∈nbr(v)

and

err(u, v) = Suv (α∗ ).

(4)

The graph of Suv is a parabola, and Suv (α∗ ) is the lowest point on this parabola inside the range Iuv ,
which can be computed in O(1) time.
We remark that Suv (α) is not the same as the sum of squares of degradation factors of the
neighboring edges of (u, v) because for a vertex w ∈ nbr(u) ∩ nbr(v), we take the sum of the
degradation of the edges (w, u) and (w, v), instead of taking their maximum, as defined in (1). We
choose this form because it is sufficiently close and the functional form is considerably simpler.
Edge ordering. We propose two different criteria for choosing the next edge e = (u, v) for
contraction, as follows:
(i) At each step we choose the edge (u, v) with the minimum value of κuv , the sum of degrees
of the endpoints of (u, v). We refer to this approach as deg sum. The intuition behind
this criterion is that edges with few neighboring edges degrade few paths. Furthermore,
checking whether an edge lies inside the free space is expensive, so checking whether an edge
contraction is legal is more efficient for edges with low sum of endpoint’s degrees.
(ii) At each step we choose the edge (u, v) with the minimum value of err(u, v), defined in (4).
The intuition behind this approach is that it is likely to minimize the overall degradation of
paths. By choosing the sum of squares of degradation factors instead of their average, we
bias the choice toward low-degree edges. We refer to this approach as df sum.
An additional issue that should be addressed regards the question “should an edge be reinserted into the priority queue once it has been determined not to be contractible?” Consider an
edge (u, v) that was removed from the queue because it could not be contracted. This implies that
a neighbor w of u (or v) may not be connected to the contraction point of (u, v). Once w is moved
(due to a different edge contraction), it is possible that (u, v) becomes contractible. An example of
10

Figure 5. Scenario where re-inserting an edge to the priority queue enables additional edge contractions. (a) Edge
(v3 , v4 ) is considered for contraction but the contraction is not valid and the edge is removed from the queue as the
prospective edge from v8 will collide with the green obstacle (demonstrated by the dashed red line). (b) The edge (v7 , v8 )
is contracted to the point v7,8 (c) Re-inserting the edge (v3 , v4 ) to the queue allows it to be contracted to the point v3,4 .

Choice of contraction point
Minimizing maximal degradation factor
Minimizing sum of squares of degradation factor

Edge ordering
deg sum
df sum

Edge re-insertion
yes
no

Table 1. Implementation alternatives as described in this section. Unless stated otherwise, the variant that we use
minimizes the sum of squares of degradation factor for the choice of contraction point, uses df sum as the edge ordering
heuristic and re-inserts edges to the priority queue.

such a scenario is depicted in Figure 5. Obviously, re-inserting these edges is costly in runtime but
improves the compression achieved. Since the sparsification step is performed off-line, we re-insert
the edges into the queue. We demonstrate the advantage of this choice in experiments reported in
Section 5.
In this section we described several different ways to implement the algorithmic framework
presented in Section 2. Table 1 summarizes the alternatives suggested. An experimental comparison
of several alternatives is presented in Section 5.

(a) Easy

(b) Cubicles

(c) Bug trap

(d) Alpha puzzle

Figure 6. Environments used for the experiments. The robot is depicted in red. All scenarios were taken from the
OMPL [9] distribution.
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5 Evaluation
In this section we report on our experimental results. We first evaluate the two edge-ordering
approaches described in Section 4 namely deg sum and df sum. Then we discuss the effect of
re-inserting edges to the priority queue. Next we evaluate the performance of the RSEC algorithm
using the following criteria: connectivity, compression factor, and roadmap quality of the sparsified
network. Wherever relevant, we compare the results obtained with RSEC to those obtained with
SPANNER. Throughout the section when we say graph we refer to the roadmap graph.
We begin by describing the experimental setup and show preliminary results that justify our
heuristic choices. Next, we report on the main results of RSEC—the connectivity obtained by
the algorithm, the compression rates and path quality obtained. Finally, we report on additional
insights we have gained regarding the behavior of RSEC.

5.1 Experimental Setup and Preliminary Results
We evaluated our algorithm on four scenarios provided by the OMPL distribution [9], and depicted
in Figure 6. The Easy and Bugtrap scenarios’ C-space has two different large components connected
by a small passage, the Cubicles scenario’s C-space has several homotopy classes due to the
scattered obstacles and the alpha puzzle has a narrow passage in its C-space. We ran the PRM* [21]
algorithm to obtain two different initial roadmaps. The first, which we call normal setting, is a
roadmap with 5,000 vertices and approximately 100,000 edges. The second, which we call dense
setting, has 20,000 vertices and approximately 1.2 million edges. The dense setting resembles the
benchmark used by Marble and Bekris [26]. The crucial difference between our two settings is not
the size of the graph but the average degree of each vertex: 40 and 120 for the normal setting and
dense setting, respectively.
We measure the quality of a roadmap in terms of path length and report two values: (i) path
degradation and (ii) compression factor. Path degradation is measured by picking 1000 random pairs
of start and goal configurations and performing a shortest-path query for each pair using the
original roadmap and the compressed roadmap. Let || P|| denote the length of the path obtained
using the original roadmap and || P0 || denote the length of the path obtained using the compressed
0
roadmap, then the path degradation is the ratio ||||PP|||| . Compression factor is the ratio ||GG0|| , where |G|
is the size of the original roadmap and |G0 | is the size of the sparsified roadmap. We assume that
each vertex stores the coordinates of the configuration it represents (which is proportional in size to
the number of degrees of freedom) and each edge stores the indices of the vertices it connects and
its weight (namely the degradation factor). Thus for our scenarios, where the robot has six degrees
of freedom, we measure the size of a roadmap G(V, E) as |G| = 6|V | + 3| E|.
All experiments were run using the Open Motion Planning Library (OMPL 0.10.2) [9] on a
3.4GHz Intel Core i7 processor with 8GB of memory. All results are averaged over at least five
different runs. For each experiment described, if similar results are observed in all scenarios we
only give a representative sample. In many plots, we report on the path degradation for the same
compression factor for different experiments. As we have error bars, this can become quite cluttered.
Thus, for brevity, we slightly shift the results along the x-axis for different experiments on the same
plot. Additionally we note that we use the OMPL [9] definition of path length for our C-spaces,
which uses a weighted combination between the Euclidean distance and angular distance; see [9]
for details. We conclude this subsection by presenting experimental results that justify the heuristic
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choices we made. In all our experiments we use a maximal drift value of 0.16. This seems to be the
value that leads to the highest compression rates while still keeping the largest path degradation
(i.e., outliers) within an acceptable factor from the average path degradation (see Section 5.3 for
more on the subject).

Average path degradation

Evaluation of edge-ordering heuristics. We ran the two approaches for edge ordering: deg sum
and df sum (see Section 4) and report the degradation factor compared to the compression factor
throughout the run of the algorithm. The results for the Cubicles scenario, Normal setting with
a drift value of 0.16 are summarized in Figure 7. One can see that the proposed heuristic, df sum,
obtained lower average path degradation than the alternative, deg sum, and that the error bars for
df sum are smaller. For additional heuristics that we investigated and more experimental results,
the reader is referred to [35]. All our experiments reported below refer to the df sum edge ordering.
1.2

1.15

1.1

1.05

deg_sum, drift = 0.16
df_sum, drift = 0.16

1.0
0
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35
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50

Compression factor
Figure 7. Comparison of different heuristics on the Cubicles scenario, normal setting with a drift value of 0.16. Each
point represents the average path degradation obtained when the algorithm reached a certain compression factor. The
error bars show the twentieth percent and eightieth percent path degradation value. Note that the y-axis does not start
at zero but is enlarged to contain only the range of the average path degradation that is plotted.

Evaluation of edge re-insertion. Recall that after an edge contraction was performed we proposed to re-insert edges to the priority queue. These edges are the neighboring edges of the newly
introduced edges. Namely, for each new edge e = (u, p), where p is the contraction point of the
contracted edge, we take all edges e0 = (u, v) that have already been removed from the queue,
but could not be contracted and re-insert them into the queue. Clearly, this results in additional
computation time; running the algorithm without edge re-insertion reduces the runtime by approximately 75%. To evaluate the effectiveness of edge re-insertion, we ran the algorithm on the
Cubicles scenario in the normal setting with drift values of 0.8 and 0.16, both with and without
edge re-insertion. The results are summarized in Figure 8, one can see that edge re-insertion
allows for much higher compression rate of the original graph by a factor of more than two for
both drift values. The average path degradation is slightly higher but this seems negligible when
compared to the additional compression obtained. The rest of the results presented here use edge
re-insertion. As mentioned, edge re-insertion incurs substantial additional running time on the
algorithm. Figure 9 reports on the average running time of RSEC on the four scenarios.
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Path degradation

1.2

Reinserting edges, drift = 0.08
Reinserting edges, drift = 0.16
Without reinserting edges, drift = 0.08
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Figure 8. Comparison of edge re-insertion heuristic on the Cubicles scenario, normal setting with a drift values of 0.8 and
0.16. Each point represents the average path degradation obtained when the algorithm reached a certain compression
factor. The error bars show the twentieth percent and eightieth percent path degradation value.
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Figure 9. Average running time of RSEC with edge re-insertion as a function the compression factor obtained.

5.2 Connectivity, Compression Rate, and Path Quality
Roadmap connectivity. We tested how the RSEC algorithm affects the connectivity of the roadmap.
We sampled 1000 random free configurations (playing the role of start or goal) and tested for each
if it can be connected to the roadmap. Table 2 reports on the probability to connect such a random
query point to each roadmap. We compare the connectivity in the sparsified roadmap graph
produced by RSEC with the original roadmap. Note that the connectivity is only dependent on
the set of vertices thus SPANNER (which does not remove vertices) has the same connectivity
as the original roadmap. One can see that for all test cases, there is a negligible degradation in
connectivity, if any.
Roadmap compression. The amount of compression achieved by each algorithm is governed
by its input parameters—k for SPANNER, where k is a parameter related to the stretch, and drift
bound for RSEC. Thus, for each algorithm we plot the average compression factor as a function
of its input parameter as shown in Figure 10. One can see that the compression factors achieved
by RSEC are much higher than those achieved by SPANNER. Although we ran SPANNER with
high values of its input parameter k, we did not manage to obtain a higher compression factor than
5 for the normal setting and 10 for the dense setting. RSEC on the other hand exhibits very high
compression factors, up to 48 for the cubicles scenario in the normal setting, that is, the sparsified
14

Scenario
Easy
Cubicles
Bug trap
Alpha Puzzle

Normal setting
Original RSEC
100%
99.9%
98.9%
98.1%
100%
100%
100%
100%

Dense setting
Original RSEC
100%
100%
100%
99.9%
100%
100%
99.9%
99.9%

Table 2. Probability to connect a random point to the roadmap. The drift bound used by RSEC is d = 0.16.

graph is almost 2% the size of the original roadmap.
One may ask what causes RSEC to terminate. Namely why at some point in the course of the
algorithm all examined edge contractions are illegal. For small drift values there is little freedom in
moving vertices around, and maintaining the bounded drift invariant is what causes the algorithm
to stop. As the drift bound grows, there is larger freedom in moving vertices around, which in
turn increases the chances that the relocated edges attached to the moving vertices stop being
collision-free. Consider for example the Cubicles scenario, in the normal setting: For the drift value
of 0.2, 65% of illegal edge contractions are due to the drift bound, while this value reduces to 3%
for the drift value of 0.16.
Roadmap quality. Obviously, the compression rate achieved by an algorithm should be examined
together with the quality of the paths that can be extracted from the compressed roadmap graph.
We examine the path quality as a function of the compression factor that was obtained by our
algorithm. For example Figure 11 shows a plot of these values for different drift values for the
Cubicles scenario and Alpha scenario in the normal setting. One can see that the average value
for each drift value is lower than 4% even for the high drift value. Moreover, the high error bars
(denoting the path degradation for eightieth percent value) are all lower than 11%. This indicates
that the average path degradation is indeed a good indication of the path degradation obtained
by the compressed graph. The same behavior is obtained for different scenarios and for the dense
setting.
In order to consider the worst-case path degradation, we report in Table 3 on the maximal path
degradation for each scenario. These are essentially outliers as the value of the eightieth percent
path degradation is significantly lower.
We also report on roadmap quality obtained by the SPANNER algorithm. One can see in
Figure 12 the results for the normal setting. For the same values of the compression factor, RSEC
exhibits less degradation in average path quality. Having said that, the error bars are typically
Scenario
Easy
Cubicles
Bug trap
Alpha Puzzle

Drift = 0.02
170%
200%
168%
180%

Drift = 0.04
243%
300%
223%
215%

Drift = 0.08
295%
380%
287%
225%

Drift = 0.16
397%
570%
350%
502%

Table 3. Maximal path degradation of RSEC for the Normal setting.
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(a) RSEC, normal setting

(b) RSEC, dense setting

(c) SPANNER, normal setting

(d) SPANNER, dense setting

Figure 10. Compression factor of the two sparsification algorithms for each scenario and each setting.
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(a) Cubicles
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(b) Alpha puzzle
Figure 11. Path degradation as a function of the compression factor for RSEC – Normal setting. Each point represents
the average path degradation obtained when the algorithm reached a certain compression factor. The error bars show
the twentieth percent and eightieth percent path degradation value.
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smaller in the SPANNER algorithm and we elaborate on this phenomenon next.

Path degradation
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Figure 12. Path degradation as a function of the compression factor for SPANNER – Normal setting. Each point
represents the average path degradation obtained when the algorithm reached a certain compression factor. The error
bars show the twentieth percent and eightieth percent path degradation value.

Path degradation with respect to path length. One can view a sequence of edge contractions as a
process of “smoothing” paths, a common post-processing practice in motion planning. This allows
for the paths extracted by RSEC to be shorter than the original paths. For long paths this behavior
is accentuated, namely paths become relatively even shorter, as more compression is applied. In
contrast, for short paths, the degradation of paths typically increases as the compression grows.
This seems natural as the effect of moving vertices is much more substantial on short paths.
To demonstrate this, we considered each of our paths as a 2D point . The x-coordinate of the
point is the original path length and its y-coordinate is the path length after applying the RSEC
algorithm. In Figure 13a we draw such a plot for the Cubicles scenario for a drift of 16%. We
space the x-axis in intervals of drift-bound size. Below twice the drift bound we have high path
degradation values but these are the outliers. For long paths, we can see that there are no outliers
and the path degradation is negligible. To demonstrate this differently, we bucket the points and
draw a histogram for different drift values. This is depicted in Figure 13b where the error bars
indicate the maximal and minimal values in each bucket.
Considering the SPANNER algorithm, the behavior is somewhat the opposite. Short paths
typically do not change at all, hence no degradation is seen. After a minimal path length is passed,
the sparsification algorithm tends to remove edges and path degradation is observed. This is
demonstrated in Figure 14.
| E|
Average degree. Recall that the average degree k̄ of a graph G = (V, E) is k̄ ( G ) = 2|V
. As
|
mentioned, each edge contraction on a graph Gi = (Vi , Ei ) reduces the number of vertices by one
and the number of edges by at least one. Let κi = | Ei | − | Ei+1 |, namely κi − 1 is the number of
vertices adjacent to both endpoints of the edge contracted at the i’th iteration. Thus, k̄ ( Gi+1 ) =
k̄ ( G )
k̄( G )
|Vi |
i
· k̄( Gi ) − 2 |Viκ|−
. Thus the average degree will grow for κi < 2 i and shrink for κi > 2 i .
|Vi |−1
1
Figure 15 depicts the average degree of the graph as a function of the compression factor. One
can notice the interesting phenomenon (which we observed in other settings as well; results not
shown) that the average degree increases for low compression values and then gradually decreases.
This gives an indication that in the original graph, the number of edges shared between two
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Path degredation vs. Path length
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Figure 13. Path degradation as a function of the path length for RSEC – Cubicles scenario, Normal setting.
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Figure 14. Path degradation as a function of the path length for SPANNER – Cubicles scenario, Normal setting. The plot
is drawn for k = 30 which obtained a compression factor of 3.6.

adjacent nodes is small. Namely, for a fixed edge (u, v), the number of nodes r such that both edges
(r, u) and (r, v) are in the roadmap is small. As RSEC performs a series of contractions, this value
increases resulting in a decrease in the average degree.
The effect of multiple homotopy classes on coverage. We include a scene (Figure 16) that embodies multiple different homotopy classes and small visibility regions for many nodes. This tests
if such scenarios may induce possible coverage problems for our algorithm. The tested coverage of
the original roadmap was 100%, even for the highest compression ratios (the highest compression
ratio reached was 32) the tested coverage of the compressed roadmap was above 99%.
The effect of narrow passages. A potential with having narrow passages in the free space is that
edges at narrow passages (which may fail contraction due to obstacles) may be re-inserted many
times, which may significantly increase running time. To test this hypothesis, we ran RSEC on two
scenarios. Easy (Figure. 4) and Twisty Cool (also provided with the OMPL distribution). The two
scenarios consist of an identical robot that needs to pass through a hole in a wall. The scenarios
differ with respect to the hole size. The Twisty Cool scenario is more complex because of the narrow
passage induced by the hole.
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Figure 15. Average degree for RSEC – Cubicles scenario, Normal setting.

Figure 16. Grids scenario for testing the effect of multiple homotopy classes on coverage. The square robot (green)
moving between a series of grid barriers (purple). The barriers induces multiple homotopy classes.

Recall that an edge contraction can fail either due to violation of the bounded drift invariant
or the fact that a newly introduced edge is not collision free (we call this a “collision failure”). In
both settings the ratio between the number of collision failure and total failures is roughly 75%,
suggesting that the structure of the C-space affects the behavior of the algorithm. The running
times between the two scenarios differ slightly: the algorithm applied to the Easy scenario runs in
86% of the time it takes it to run on the Twisty cool scenario. However, when running RSEC on
both scenarios without edge re-insertion similar results were obtained—the algorithm applied to
the Easy scenario runs in 93% of the time it runs on the Twisty cool scenario.
We believe that narrow passages do not impose too much difficulty for the RSEC algorithm
because locally, within the narrow passage, an edge contraction is likely to succeed. Only at the
“entrance” of the narrow passage will an edge contraction fail with higher probability (due to
possible changes in the local structure of the obstacles). The experiment suggests that RSEC’s
performance might be affected by the structure of the C-space.

6 Conclusion
In this paper we described a simple, effective algorithm, based on edge contraction, to compress a
roadmap. We focused on length of a path as the measure of its quality. We believe that our bound
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on the degradation of paths can be adapted to quality measures such as maximum bottleneck clearance
(maximize the minimum distance between the path and obstacles) or maximum inverse k-clearance.
(The inverse k-clearance of an edge is defined as the ratio of its length and the kth power of the
minimum distance between the edge and the obstacles, and the inverse k-clearance of a path is the
sum of inverse k-clearances of the edges on the path [33].)
There are several other directions for future research:
(i) Allow the contraction point of an edge to be located in the vicinity of the edge (and not on the
edge itself). This will require computing the upper envelope of surfaces in three-dimensional
space for which the machinery is readily available [14, Chapter 10].
(ii) Allow an edge contraction even if not all neighbors can be connected to the contraction point
— remove the edges that cannot be connected. If applied carefully, this may lead to higher
compression rates with limited effect on path degradation.
(iii) The SPANNER algorithm performs better when the original graph is dense, so develop a
hybrid algorithm by combining RSEC with SPANNER.
(iv) This paper considers the roadmap sparsification problem only in an off-line setting. Extending
the RSEC algorithm to an on-line setting requires a number of new ideas.
(v) Consider systems with complex dynamics and the roadmpas used by such systems.
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Abstract—We present Lower Bound Tree-RRT (LBT-RRT),
a single-query sampling-based algorithm that is asymptotically
near-optimal. Namely, the solution extracted from LBT-RRT
converges to a solution that is within an approximation factor
of 1 + ε of the optimal solution. Our algorithm allows for a
continuous interpolation between the fast RRT algorithm and
the asymptotically optimal RRT* and RRG algorithms when the
cost function is path length. When the approximation factor is 1
(i.e., no approximation is allowed), LBT-RRT behaves like RRG.
When the approximation factor is unbounded, LBT-RRT behaves
like RRT. In between, LBT-RRT is shown to produce paths that
have higher quality than RRT would produce and run faster
than RRT* would run. This is done by maintaining a tree which
is a sub-graph of the RRG roadmap and a second, auxiliary
graph, which we call the lower-bound graph. The combination
of the two roadmaps, which is faster to maintain than the
roadmap maintained by RRT*, efficiently guarantees asymptotic
near-optimality. We suggest to use LBT-RRT for high-quality,
anytime motion planning. We demonstrate the performance of
the algorithm for scenarios ranging from 3 to 12 degrees of
freedom and show that even for small approximation factors, the
algorithm produces high-quality solutions (comparable to RRG
and RRT*) with little running-time overhead when compared to
RRT.

I. I NTRODUCTION AND RELATED WORK
Motion planning is a fundamental research topic in robotics
with applications in diverse domains such as surgical planning,
computational biology, autonomous exploration, search-andrescue, and warehouse management. Sampling-based planners
such as PRM [1], RRT [2] and their many variants enabled
solving motion-planning problems that had been previously
considered infeasible [3, C.7]. Recently, there is growing
interest in the robotics community in finding high-quality
paths, which turns out to be a non-trivial problem [4], [5].
Quality can be measured in terms of, for example, length,
clearance, smoothness, energy, to mention a few criteria, or
some combination of the above.
A. High-quality planning with sampling-based algorithms
Unfortunately, planners such as RRT and PRM produce
solutions that may be far from optimal [4], [5]. Thus, many
This work has been supported in part by the 7th Framework Programme
for Research of the European Commission, under FET-Open grant number
255827 (CGL—Computational Geometry Learning), by the Israel Science
Foundation (grant no. 1102/11), by the German-Israeli Foundation (grant
no. 1150-82.6/2011), and by the Hermann Minkowski–Minerva Center for
Geometry at Tel Aviv University.
A preliminary and partial version of this manuscript appeared in the
proceedings of the 2014 IEEE International Conference on Robotics and
Automation (ICRA 2014), pages 4680-4685.

variants of these algorithms and heuristics were proposed in
order to produce high-quality paths.
Post-processing existing paths: Post-processing an existing path by applying shortcutting is a common, effective,
approach to increase path quality; see, e.g., [6]. Typically,
two non-consecutive configurations are chosen randomly along
the path. If the two configurations can be connected using
a straight-line segment in the configuration space and this
connection improves the quality of the original path, the
segment replaces the original path that connected the two
configurations. The process is continued iteratively until a
termination condition holds.
Path hybridization: An inherent problem with path postprocessing is that it is local in nature. A path that was
post-processed using shortcutting often remains in the same
homotopy class of the original path. Carefully combining even
a small number of different paths (that may be of low quality)
often enables the construction of a higher-quality path [7].
Online optimization: Changing the sampling strategy [8],
[9], [10], [11], or the connection scheme to a new milestone [10], [12] are examples of heuristics proposed to create higher-quality solutions. Additional approaches include,
among others, useful cycles [6] and random restarts [13].
Asymptotically optimal and near-optimal solutions: In
their seminal work, Karaman and Frazzoli [4] give a rigorous
analysis of the performance of the RRT and PRM algorithms.
They show that with probability one, the algorithms will
not produce the optimal path. By modifying the connection
scheme of a new sample to the existing data structure, they
propose the PRM* and the RRG and RRT* algorithms (variants of the PRM and RRT algorithms, respectively) all of
which are shown to be asymptotically optimal. Namely, as
the number of samples tends to infinity, the solution obtained
by these algorithms converges to the optimal solution with
probability one. To ensure asymptotic optimality, the number
of nodes each new sample is connected to is proportional to
log(n) (here n is the number of free samples).
As PRM* may produce prohibitively large graphs, recent
work has focused on sparsifying these graphs. This can be
done as a post-processing stage of the PRM* [14], [15], or as
a modification of PRM* [16], [17], [18].
The performance of RRT* can be improved using several heuristics that bear resemblance to the lazy approach

used in this work [19]. Additional heuristics to speed up
the convergence rate of RRT* were presented in RRT*SMART [20]. Recently, RRT# [21] was suggested as an
asymptotically-optimal algorithm with a faster convergence
rate when compared to RRT*. RRT# extends its roadmap in
a similar fashion to RRT* but adds a replanning procedure.
This procedure ensures that the tree rooted at the initial state
contains lowest-cost path information for vertices which have
the potential to be part of the optimal solution. Thus, in contrast to RRT* which only performs local rewiring of the search
tree, RRT# efficiently propagates changes to all the relevant
parts of the roadmap. Janson and Pavone [22] introduced the
asymptotically-optimal Fast Marching Tree algorithm (FMT*).
The single-query asymptotically-optimal algorithm maintains
a tree as its roadmap. Similarly to PRM*, FMT* samples n
collision-free nodes. It then builds a minimum-cost spanning tree rooted at the initial configuration over this set of
nodes. Lazy variants have been proposed both for PRM* and
RRG [23] and for FMT* [24]. Finally, we note that using
nearest-neighbor data structures tailored for these algorithms
additional speedup in the running times may be obtained [25].
An alternative approach to improve the running times of
these algorithms is to relax the asymptotic optimality to
asymptotic near-optimality. An algorithm is said to be asymptotically near-optimal if, given an approximation factor ε, the
solution obtained by the algorithm converges to within a factor
of (1 + ε) of the optimal solution with probability one, as
the number of samples tends to infinity. The Sparse Stable
RRT (SST) [26], [27] is an example of an asymptotically
near-optimal algorithm. SST is best suited for systems with
dynamics as it does not require solving a two-point boundary
value problem (BVP). This is important as RRT* and its
variants require a BVP solver in order to connect two existing
nodes in their roadmap, a requirement that is sometimes
impractical. However, SST requires additional parameters that
affect the running time of the algorithm as well as the quality
of the solution. To tune the desired behaviour of SST, one
needs to know the minimal clearance of the optimal path
in the configuration space. Thus, while SST is indeed an
asymptotically near-optimal algorithm, it remains unknown
how to choose the parameters that will ensure a (1 + ε)approximation for a given ε.
Anytime and online solutions: An interesting variant of the
basic motion-planning problem is anytime motion planning:
In this problem, the time to plan is not known in advance,
and the algorithm may be terminated at any stage. Clearly,
any solution should be found as fast as possible and if time
permits, it should be refined to yield a higher-quality solution.
Ferguson and Stentz [28] suggest iteratively running RRT
while considering only areas that may potentially improve the
existing solution. Alterovitz et al. [29] suggest the Rapidlyexploring Roadmap Algorithm (RRM), which finds an initial
path similar to RRT. Once such a path is found, RRM either
explores further the configuration space or refines the explored
space. Luna et al. [30] suggest alternating between path

shortcutting and path hybridization in an anytime fashion.
RRT* was also adapted for online motion planning [31].
Here, an initial path is computed and the robot begins its execution. While the robot moves along this path, the algorithm
refines the part that the robot has not yet moved along.
B. Contribution
We present LBT-RRT, a single-query sampling-based algorithm that is asymptotically near-optimal. Namely, the solution
extracted from LBT-RRT converges to a solution that is within
a factor of (1+ε) of the optimal solution. LBT-RRT allows for
interpolating between the fast, yet sub-optimal, RRT algorithm
and the asymptotically-optimal RRG algorithm when the cost
function is path length. By choosing ε = 0 no approximation
is allowed and LBT-RRT maintains a roadmap identical to the
one maintained by RRG. Choosing ε = ∞ allows for any
approximation and LBT-RRT maintains a tree identical to the
tree maintained by RRT.
The asymptotic near-optimality of LBT-RRT is achieved by
simultaneously maintaining two roadmaps. Both roadmaps are
defined over the same set of vertices but each consists of a
different set of edges. On the one hand, a path in the first
roadmap may not be feasible, but its cost is always a lower
bound on the cost of paths extracted from RRG (using the
same sequence of random nodes). On the other hand, a path
extracted from the second roadmap is always feasible and its
cost is within a factor of (1+ε) from the lower bound provided
by the first roadmap.
We suggest to use LBT-RRT for high-quality, anytime
motion planning. We demonstrate its performance on scenarios
ranging from 3 to 12 degrees of freedom (DoF) and show
that the algorithm produces high-quality solutions (comparable
to RRG and RRT*) with little running-time overhead when
compared to RRT.
This paper is a modified and extended version of a publication presented at the 2014 IEEE International Conference on
Robotics and Automation [32]. In this paper we present additional experiments and extensions of the original algorithmic
framework. Finally, we note that the conference version of this
paper contained an oversight with regard to the roadmap that
is used for the lower bound. We explain the problem and its
fix in detail in Section III after providing all the necessary
technical background.
C. Outline
In Section II we review the RRT, RRG and RRT* algorithms. In Section III we present our algorithm LBT-RRT
and a proof of its asymptotic near-optimality. We continue
in Section IV to demonstrate in simulations its favorable
characteristics on several scenarios. In Section V we discuss
a modification of the framework to further speed up the convergence to high-quality solutions. We conclude in Section VI
by describing possible directions for future work.
II. T ERMINOLOGY AND ALGORITHMIC BACKGROUND
We begin this section by formally stating the motionplanning problem and introducing several standard procedures

Algorithm 1 RRT (xinit )
1: T .V ← {xinit }
2: while construct_roadmap() do

Algorithm 2 RRG (xinit )
1: G.V ← {xinit }
G.E ← ∅
2: while construct_roadmap() do

3:
4:
5:

xrand ← sample_free()
xnearest ← nearest_neighbor(xrand , T .V )
xnew ← steer(xnearest , xrand )

3:
4:
5:

xrand ← sample_free()
xnearest ← nearest_neighbor(xrand , G.V )
xnew ← steer(xnearest , xrand )

6:
7:

if (!collision_free(xnearest , xnew )) then
CONTINUE

6:
7:

if (!collision_free(xnearest , xnew )) then
CONTINUE

8:
9:

T .V ← T .V ∪ {xnew }
T .parent(xnew ) ← xnearest

8:
9:

G.V ← G.V ∪ {xnew }
G.E ← {(xnearest , xnew ), (xnew , xnearest )}

10:

used by sampling-based algorithms. We continue by reviewing
the RRT, RRG and RRT* algorithms.
A. Problem definition and terminology
We follow the formulation of the motion-planning problem
as presented by Karaman and Frazzoli [4]. Let X denote the
configuration space (C-space), Xfree and Xforb denote the free
and forbidden spaces, respectively. Let (Xfree , xinit , Xgoal ) be
the motion-planning problem where: xinit ∈ Xfree is an initial
free configuration and Xgoal ⊆ Xfree is the goal region. A
collision-free path σ : [0, 1] → Xfree is a continuous mapping
to the free space. It is feasible if σ(0) = xinit and σ(1) ∈ Xgoal .
We will make use of the following procedures throughout
the paper: sample_free, a procedure returning a random free configuration; nearest_neighbor(x, V ) and
nearest_neighbors(x, V, k) are procedures returning the
nearest neighbor and k nearest neighbors of x within the set V ,
respectively. Let steer(x, y) return a configuration z that
is closer to y than x is, collision_free(x, y) tests if
the straight line segment connecting x and y is contained in
Xfree and let cost(x, y) be a procedure returning the cost of
the straight-line path connecting x and y. Let us denote by
costG (x) the minimal cost of reaching a node x from xinit
using a roadmap G. These are standard procedures used by
the RRT or RRT* algorithms. Finally, we use the (generic)
predicate construct_roadmap to assess if a stopping
criterion has been reached to terminate the algorithm1 .
B. Algorithmic background
The RRT, RRG and RRT* algorithms share the same highlevel structure. They maintain a roadmap as the underlying
data structure which is a directed tree for RRT and RRT* and a
directed graph for RRG. At each iteration a configuration xrand
is sampled at random. Then, xnearest , the nearest configuration
to xrand in the roadmap is found and extended in the direction
of xrand to a new configuration xnew . If the path between xnearest
and xnew is collision-free, xnew is added to the roadmap (see
Alg. 1, 2 and 3, lines 3-9).
The algorithms differ in the connections added to the
roadmap. In RRT, only the edge (xnearest , xnew ) is added.
1 A stopping criterion can be, for example, reaching a certain number of
samples or exceeding a fixed time budget.

11:
12:
13:

Xnear ← nearest_neighbors(xnew ,
G.V, kRRG log(|G.V |))
for all (xnear , Xnear ) do
if (collision_free(xnear , xnew )) then
G.E ← {(xnear , xnew ), (xnew , xnear )}

Algorithm 3 RRT* (xinit )
1: T .V ← {xinit }
2: while construct_roadmap() do
3:
4:
5:

xrand ← sample_free()
xnearest ← nearest_neighbor(xrand , G.V )
xnew ← steer(xnearest , xrand )

6:
7:

if (!collision_free(xnearest , xnew )) then
CONTINUE

8:

T .V ← T .V ∪ {xnew }
T .parent(xnew ) ← xnearest

9:
10:

Xnear ← nearest_neighbors(xnew ,
T .V, kRRG log(|T .V |))

11:
12:

for all (xnear , Xnear ) do
rewire_RRT∗ (xnear , xnew )

13:
14:

for all (xnear , Xnear ) do
rewire_RRT∗ (xnew , xnear )

In RRG and RRT*, a set Xnear of kRRG log(|V |) nearest
neighbors of xnew is considered. Here, kRRG is a constant
ensuring that the cost of paths produced by RRG and RRT*
indeed converges to the optimal cost almost surely as the
number of samples grows. A valid choice for all problem
instances is kRRG = 2e [4]. For each neighbor xnear ∈ Xnear
Algorithm 4 rewire_RRT∗ (xpotential parent , xchild )
1: if (collision_free(xpotential parent , xchild )) then
2:
c ← cost(xpotential parent , xchild )
3:
if (costT (xpotential parent ) + c < costT (xchild )) then
4:
T .parent(xchild ) ← xpotential parent

of xnew , RRG checks if the path between xnear and xnew is
collision-free and if so, (xnear , xnew ) and (xnew , xnear ) are added
to the roadmap (lines 10-13). RRT* maintains a sub-graph of
the RRG roadmap. This is done by an additional rewiring
procedure (Alg. 4) which is invoked twice: The first time, it
is used to find the node xnear ∈ Xnear which will minimize
the cost to reach xnew (Alg. 3, lines 11-12). The second time,
the procedure is used to to minimize the cost to reach every
node xnear ∈ Xnear by considering xnew as its parent (Alg. 3,
lines 13-14). Thus, at all time, RRT* maintains a tree which,
as mentioned, is a subgraph of the RRG roadmap.
Given a sequence of n random samples, the cost of the path
obtained using the RRG algorithm is a lower bound on the cost
of the path obtained using the RRT* algorithm. However, RRG
requires both additional memory (to explicitly store the set of
O(log n) neighbours) and exhibits longer running times (due
to the additional calls to the local planner). In practice, this
excess in running time is far from negligible (see Section IV),
making RRT* a more suitable algorithm for asymptoticallyoptimal motion planning.
III. A SYMPTOTICALLY NEAR - OPTIMAL
MOTION - PLANNING
Clearly the asymptotic optimality of the RRT* and RRG algorithms comes at the cost of the additional O(kRRG log(|V |))
calls to the local planner at each stage (and some additional
overhead). If we are not concerned with asymptotically optimal
solutions, we do not have to consider all of the kRRG log(|V |)
neighbors when a node is added. Our idea is to initially only
estimate the quality of each edge. We use this estimate of the
quality of the edge to decide if to discard it, use it without
checking if it is collision-free or use it after validating that it
is indeed collision-free. Thus, many calls to the local planner
can be avoided, though we still need to estimate the quality
of many edges. Our approach is viable in cases where such
an assessment can be carried out efficiently. Namely, more
efficiently than deciding if an edge is collision-free. This
condition holds naturally when the quality measure is path
length which is the cost function considered in this paper.
Note that this does not necessarily have to the be Euclidean
distance. It may be a weighted combination of the translational
and rotational motions of the robot (as is demonstrated in
Section IV). For a discussion on different cost functions, see
Section VI.
A. Single-sink shortest-path problem
As we will see, our algorithm needs to maintain the shortest
path from xinit to any node in a graph. Moreover, this graph
undergoes a series of edge insertions and edge deletions.
This problem is referred to as the fully dynamic singlesource shortest-path problem or SSSP for short. Efficient
algorithms [33], [34] exist that can store the minimal cost to
reach each node (and the corresponding path) in such settings
from a source node. In our setting, this source node is xinit .
We make use of the following procedures which are provided by SSSP algorithms: delete_edgeSSSP (G, (x1 , x2 ))

and insert_edgeSSSP (G, (x1 , x2 )) which delete and insert,
respectively, the edge (x1 , x2 ) from/into the graph G while
maintaining costG for each node. We assume that these
procedures return the set of nodes whose cost has changed
due to the edge deletion or edge insertion. Furthermore, let
parentSSSP (G, x) be a procedure returning the parent of x
in the shortest path from the source to x in G.
B. LBT-RRT

We propose a modification to the RRG algorithm by
maintaining two roadmaps Glb , Tapx simultaneously. Both
roadmaps have the same set of vertices but differ in their edge
set. Glb is a graph and Tapx is a tree rooted at xinit 2 .
Let GRRG be the roadmap constructed by RRG if run on the
same sequence of samples used for LBT-RRT. The following
invariants are maintained by the LBT-RRT algorithm:

Bounded approximation invariant - For every node
x ∈ Tapx , Glb , costTapx (x) ≤ (1 + ε) · costGlb (x).
and
Lower bound invariant - For every node x ∈ Glb ,
costGlb (x) ≤ costGRRG (x).
The lower bound invariant is maintained by ensuring that
the edges of GRRG are a subset of the edges of Glb . As we
will see, Glb may possibly contain some edges that GRRG
considered but found to be in collision.
The main body of the algorithm (see Alg. 5) follows the
structure of the RRT, RRT* and RRG algorithms with respect
to adding a new milestone (lines 3-7) but differs in the
connections added. If a path between the new node xnew and
its nearest neighbor xnearest is indeed collision-free, it is added
to both roadmaps together with an edge from xnearest to xnew
(lines 8-11).
Similar to RRG and RRT*, LBT-RRT locates the set Xnear
of kRRG log(|V |) nearest neighbors of xnew (line 12). Then,
for each edge connecting a node from Xnear to xnew and for
each edge connecting xnew to a node from Xnear , it uses a
procedure consider_edge (Alg. 6) to assess if the edge
should be inserted to either roadmap. The edge is first lazily
inserted into Glb without checking if it is collision-free. This
may cause the bounded approximation invariant to be violated,
which in turn will induce a call to the local planner for a set
of edges. Each such edge might either be inserted into Tapx
or removed from Glb .
This is done as follows, first, the edge considered is inserted
to Glb while updating the shortest path to reach each vertex in
Glb (Alg. 6, line 1). Denote by I the set of updated vertices
after the edge insertion. Namely, for every x ∈ I, costGlb (x)
2 The subscript of G is an abbreviation for lower bound and the subscript
lb
of Tapx is an abbreviation for approximation.

Algorithm 5 LBT-RRT (xinit , ε )
1: Tlb .G ← {xinit }
Tapx .V ← {xinit }
2: while construct_roadmap() do
3:
4:
5:

xrand ← sample_free()
xnearest ← nearest_neighbor(xrand , Tlb .V )
xnew ← steer(xnearest , xrand )

6:
7:

if (!collision_free(xnearest , xnew )) then
CONTINUE

8:
9:

Tapx .V ← Tapx .V ∪ {xnew }
Tapx .parent(xnew ) ← xnearest

10:
11:

Glb .V ← Glb .V ∪ {xnew }
insert_edgeSSSP (Glb , (xnearest , xnew ))

12:

Xnear ← nearest_neighbors(xnew ,
Glb .V, kRRG log(|Glb .V |))

14:

for all (xnear , Xnear ) do
consider_edge(xnear , xnew )

15:
16:

for all (xnear , Xnear ) do
consider_edge(xnew , xnear )

13:

has decreased due to the edge insertion. This cost decrease
may, in turn, cause the bounded approximation invariant to
be violated for some nodes in U . All such nodes are collected
and inserted into a priority queue Q (line 2) ordered according
to costGlb from low to high. Now, the algorithm proceeds
in iterations until the queue is empty (lines 3-15). At each
iteration, the head of the queue x is considered (line 4). If the
bounded approximation invariant does not hold (line 5), the
algorithm checks if the edge in Glb connecting the node x to its
parent along the shortest path to xinit is collision free (lines 67). If this is the case, the approximation tree is updated (line 8)
and the head of the queue is removed (line 9). If not, the
edge is removed from Glb (line 11). This causes an increase in
costGlb for a set D of nodes, some of which are already in the
priority queue. Clearly, the bounded approximation invariant
holds for the nodes x ∈ D that are not in the priority queue.
Thus, we take only the nodes x ∈ D that are already in Q
and update their location in Q according to their new cost
(lines 12-13) . Finally, if the bounded approximation invariant
holds for x then it is removed from the queue (lines 15).
C. Analysis
In this section we show that Alg. 5 maintains the lower
bound invariant (Corollary III.5) and that after every iteration
of the algorithm the bounded approximation invariant is maintained (Lemma III.8). We then report on the time complexity
of the algorithm (Corollary III.10).
We note the following straightforward, yet helpful observations comparing LBT-RRT and RRG when run on the same
sequence of random samples:
Observation III.1. A node x is added to Glb and to Tapx
if and only if x is added to GRRG (Alg. 2 lines 3-8 and 5,

Algorithm 6 consider_edge(x1 , x2 )
1: I ←insert_edgeSSSP (Glb , (x1 , x2 ))
2: Q ← {x ∈ I | costTapx (x) > (1 + ε) · costGlb (x)}
3: while Q 6= ∅ do
4:
x ← Q.top();
5:
if costTapx (x) > (1 + ε) · costGlb (x) then
6:
xparent ← parentSSSP (Glb , x)
7:
if (collision_free (xparent , x)) then
8:
Tapx .parent(x) ← xparent
9:
Q.pop()
10:
else
11:
D ←delete_edgeSSSP (Glb , (xparent , x))
12:
for all y ∈ D ∩ Q do
13:
Q.update_cost(y)
14:
else
15:
Q.pop()

lines 3-11).
Observation III.2. Both LBT-RRT and RRG consider the
same set of kRRG log(|V |) nearest neighbors of xnew (Alg. 2,
line 10 and Alg. 5, line 12).
Observation III.3. Every edge added to the RRG roadmap
(Alg. 2 line 13) is added to Glb (Alg. 5 lines 14, 16 and Alg. 6
line 1).
Note that some additional edges may be added to Glb which
are not added to the RRG roadmap as they are not collisionfree.
Observation III.4. Every edge of Tapx is collision free (Alg. 5,
line 9 and Alg. 6, line 8).
Thus, the following corollary trivially holds:
Corollary III.5. After every iteration of LBT-RRT (Alg. 5,
lines 3-16) the lower bound invariant is maintained.
We continue with the following observations relevant to the
analysis of the procedure consider_edge(x1 , x2 ):
Observation III.6. The only place where costGlb is decreased
is during a call to insert_edgeSSSP (Glb , (x1 , x2 ) (Alg. 6,
line 1).
Observation III.7. A node x is removed from the queue Q
(Alg 6, lines 9,15) only if the bounded approximation invariant
holds for x.
Showing that the bounded approximation invariant is maintained is done by induction on the number of calls to
consider_edge(x1 , x2 ). Using Obs. III.6, prior to the first
call to consider_edge(x1 , x2 ) the bounded approximation
invariant is maintained. Thus, we need to show that:
Lemma III.8. If the bounded approximation invariant holds
prior to a call to the procedure consider_edge(x1 , x2 )
(Alg. 6), then the procedure will terminate with the invariant
maintained.

Proof: Assume that the bounded approximation invariant
was maintained prior to a call to consider_edge(x1 , x2 ).
By Observation III.6 inserting a new edge (line 1) may cause
the bounded approximation invariant to be violated for a
set of nodes. Moreover, it is the only place where such an
event can occur. Observation III.7 implies that the bounded
approximation invariant holds for every vertex not in Q.
Recall that in the priority queue we order the nodes according to costGlb (from low to high) and at each iteration of
consider_edge(x1 , x2 ) the top of the priority queue x is
considered. The parent xparent of x, that has a smaller cost
value, cannot be in the priority queue. Thus, the bounded
approximation invariant holds for xparent . Namely,

delete_edgeSSSP ), then the complexity of the procedure
is O(δ log n) when using the algorithm of Ramalingam et
al. [34]. Set δ̂ to be the maximum value of δ over all calls to
SSSP procedures (Alg 5 line 11 and Alg 6, lines 1 and 11) and
let n denote the final number of samples used by LBT-RRT.
We have O(n log n) edges and each edge will be inserted
to Glb once (Alg 5 line 11 or Alg 6 line 1) and possibly be
removed from Glb once (Alg 6 line 11). Therefor, the total
complexity due to the SSSP procedures is O(δ̂ · n log2 n).
The time-complexity of all the other operations (nearest neighbours, collision detection etc.) is similar to RRG which runs
in time O(n log n).

costTapx (xparent ) ≤ (1 + ε) · costGlb (xparent ).

Corollary III.10. LBT-RRT runs in time O(δ̂ · n log2 n),
where n is the number of samples and δ̂ is the maximal number
of nodes updated over all SSSP procedures .

costTapx (x)

While this running time may seem discouraging, we note
that in practice, the local planning dominates the actual
running time of the algorithm in practice. As we demonstrate
in Section IV through various simulations, LBT-RRT produces
high-quality results in an efficient manner.

Now, if the edge between xparent and x is found to be free
(line 7), we update the approximation tree (line 8). It follows
that after such an event,
= costTapx (xparent ) +
cost(xparent , x)

≤ (1 + ε) · costGlb (xparent ) +
cost(xparent , x)

≤ (1 + ε) · costGlb (x).

Namely, after updating the approximation tree, the bounded
approximation invariant holds for the node x.
To summarize, at each iteration of Alg. 6 (lines 3-16), either:
(i) we remove a node x from Q (line 9 or line 15) or (ii) we
remove an incoming edge to the node x from the lower bound
graph (line 11). If the node x was removed from Q (case (i)),
the bounded approximation invariant holds—either it was not
violated to begin with (line 15) or it holds after updating the
approximation tree (lines 8-9).
To finish the proof we need to show that the main loop
(lines 3-15) in Alg. 6 indeed terminates. Recall that the degree
of each node is O(log n). Thus, a node x cannot be at the head
of the queue more than O(log n) times (after each time we
either remove an incoming edge or remove x from the queue).
This in turn implies that after at most O(n log n) iterations Q
is empty and the main loop terminates.
From Corollary III.5, Lemma III.8 and using the asymptotic
optimality of RRG we conclude,
Theorem III.9. LBT-RRT is asymptotically near-optimal with
an approximation factor of (1 + ε).
Namely, the cost of the path computed by LBT-RRT converges
to a cost at most (1 + ε) times the cost of the optimal path
almost surely.
We continue now to discuss the time complexity of the
algorithm. If δ is the number of nodes updated during a
call to an SSSP procedure3 (namely, insert_edgeSSSP or
3 The number of nodes δ updated during an SSSP procedure depends on
the topology of the graph and the edge weights. Theoretically, in the worst
case δ = O(n) and a dynamic SSSP algorithm cannot perform better than
recomputing shortest paths from scratch. However, in practice this value is
much smaller.

D. Implementation details
We describe the following optimizations that we use in order
to speed up the running-time of the algorithm. The first is that
the set Xnear is ordered according to the cost to reach xnew from
xinit through an element x of Xnear . Hence, the set Xnear will be
traversed from the node that yields the smallest lower bound
to reach xnew to the node that will yield the highest lower
bound. After the first edge that does not violate the bounded
approximation invariant, no subsequent node can improve the
cost to reach xnew and insert_edgeSSSP will not need to
perform any updates. This ordering was previously used to
speed up RRT* (see, e.g., [19], [35]).
The second optimization comes to avoid the situation where
insert_edgeSSSP is called and immediately afterwards the
same edge is removed. Hence, given an edge, we first check
if the bounded approximation invariant will be violated had
the edge been inserted. If this is indeed the case, the local
planner is invoked and only if the edge is collision free
insert_edgeSSSP is called.
Remark The conference version of this paper contained an
oversight with regard to how the bounded approximation
invariant was maintained. Specifically, instead of storing Glb
as a graph, a tree was stored which was rewired locally.
When the algorithm tested if the bounded approximation
invariant was violated for a node x, it only considered the
children of x in the tree. This local test did not take into
account the fact that changing the cost of x in the tree could
also change the cost of nodes y that are descendants of x
(but not its children). The implications of the oversight is
that the algorithm was not asymptotically near optimal. The
experimental results presented in the conference version of this
paper suggest that in certain scenarios this oversight did not
have a significant effect on the convergence to high quality

solutions. Having said that, LBT-RRT as presented in this
paper is both asymptotically near optimal and converges to
high quality solutions faster than the original algorithm.
IV. E VALUATION
We present an experimental evaluation of the performance
of LBT-RRT as an anytime algorithm on different scenarios consisting of 3,6 and 12 DoFs (Fig. 1). The algorithm
was implemented using the Open Motion Planning Library
(OMPL 0.10.2) [36] and our implementation is distributed
with the latest OMPL release. All experiments were run on a
2.8GHz Intel Core i7 processor with 8GB of memory. We employ the OMPL definition of path length for our benchmarks,
which uses a weighted combination between the Euclidean
distance and angular distance; see [36] for details. Typical
implementations of RRT-type algorithms have an additional
parameter called the step size which is the maximal distance
between the new node added to the tree and its parent. In
our implementation we used the default value provided by
OMPL as the step size which is 0.2∆. Here ∆ is the maximum
possible distance between any pair of configurations in the
underlying C-space.
The Maze scenario (Fig. 1a) consists of a planar polygonal robot that
can translate and rotate. The Alternating barriers scenario (Fig. 1b)
consists of a robot with three perpendicular rods free-flying in space.
The robot needs to pass through a Fig. 2. One barrier of the
series of barriers each containing Alternating barriers scea large and a small hole. For an nario.
illustration of one such barrier, see Fig. 2. The large holes
are located at alternating sides of consecutive barriers. Thus,
an easy path to find would be to cross each barrier through a
large hole. A high-quality path would require passing through
a small hole after each large hole. Finally, the cubicles scenario
consists of two L-shaped robots free-flying in space that need
to exchange locations amidst a sparse collection of obstacles4 .
We compare the performance of LBT-RRT with SST, RRT,
RRG and RRT* when a fixed time budget is given. RRT* was
implemented by using the ordering optimization described in
Section III and [19]). The implementation of SST was adapted
from the publicly available source code (http://pracsyslab.
org/sst software). SST requires two parameters δBN and δs
that affect its approximation factor and its convergence rate.
Following [27], we chose δBN = 1.5 · δs thus having only one
parameter to tune. We performed a binary search over a wide
range of values of δs for each scenario and chose to plot the
parameters that yielded results that were the most competitive
with LBT-RRT. For LBT-RRT we consider (1 + ε) values of
1.2, 1.4, 1.8. We report on the success rate of each algorithm
(Fig. 3) and the path length after applying shortcuts (Fig. 4).
Each benchmark was run 100 different times however the path
4 The Maze Scenario and the Cubicles scenario are provided as part of the
OMPL distribution.

length reported is averaged over all the runs that have found
a solution.
Fig. 3 depicts similar behaviour for all scenarios: As one
would expect, the success rate for all algorithms has a monotonically increasing trend as the time budget increases. For a
specific time budget, the success rate for RRT is typically
highest while that of the RRT* and RRG is lowest. The
success rate for LBT-RRT for a specific time budget, typically
increases as the value of ε increases. The SST proved to have
comparable success rates in finding a solution in the Maze
scenario and in the Alternating barriers scenario. It failed to
find a solution for any choice of parameters for the Cubicles
Scenario within the given time budget of 6 minutes. Fig. 4
also depicts similar behavior for all scenarios: the average
path length decreases for all algorithms (except for RRT).
The average path length for LBT-RRT typically decreases
as the value of ε decreases and is comparable to that of
RRT* for low values of ε. When SST found a solution, its
rate of convergence to a high-quality one was significantly
slower than LBT-RRT and RRT*. This is not very surprising
as SST is tailored for problems with dynamics and it is in such
scenarios where it typically is more computationally efficient
than RRT*. We note that although RRG is asymptoticallyoptimal, its overhead makes it a poor algorithm when one
desires a high-quality solution very fast.
Thus, Fig. 3 and 4 should be looked at simultaneously as
they encompass the tradeoff between speed to find any solution
and the quality of the solution found. Let us demonstrate this
on the alternating barriers scenario: If we look at the success
rate of each algorithm to find any solution (Fig. 3b), one can
see that RRT manages to achieve a success rate of 70% after 45
seconds. RRT*, on the other hand, requires 90 seconds to
achieve the same success rate (exactly double the time). For all
different values of ε, LBT-RRT manages to achieve a success
rate of 70% after 70 seconds (around 66% overhead when
compared to RRT). Now, considering the path length at 70
seconds, typically the paths extracted from LBT-RRT yield
the same quality when compared to RRT* while ensuring a
high success rate.
The same behavior of finding paths of high-quality (similar
to the quality that RRT* produces) within the time-frames that
RRT requires in order to find any solution has been observed
for both the Maze scenario and the Cubicles scenario. Results
omitted in this text. For supplementary material the reader is
referred to http://acg.cs.tau.ac.il/projects/LBT-RRT.
Choosing the approximation factor. Choosing the best
value of the approximation factor ε is both application and
scenario dependant. However, we present an analysis on the
effect of choosing different values of ε. We report both success
rate (Fig. 5a) and path length (Fig. 5b) as a function of the
approximation factor, for given planning times for the Maze
scenario. This was done by sampling the approximation factor
at intervals of 0.1 between 0 and 1.
As noted, the success rate of finding a solution increases
monotonically with ε. The behaviour of the solution’s quality
as a function of ε is sightly more complex; for low values
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Fig. 4. Path lengths for algorithms on different scenarios. Length values are normalized such that a length of one represents the length of an
optimal path. Error bars denote the standard deviation of path length. To avoid cluttering the graphs the error bars are only depicted for a sample of
the graph points.

of ε and small running times, the quality of the solution is
poor as the algorithm did not have enough iterations to find
high-quality solutions. For high values of ε (and all running
times), the quality of the solution is poor as well. This is
because the algorithm did not attempt to improve the solution
found due to the high appropriation factor.
The value of ε = 0.2 seems to best capture the tradeoff between the success rate and the convergence to highquality solutions for this specific scenario. The additional gain
in success rate seems to be highest when increasing ε from
0.1 to 0.2. The path length seems to be shortest at this value
when compared to all values of ε for the initial running time
of the algorithm. Even for large running times, the path length
obtained by lower values of ε is only marginally smaller.
V. L AZY, GOAL - BIASED LBT-RRT
In this section we show to further reduce the number of calls
to the local planner by incorporating a lazy approach together
with a goal bias.
LBT-RRT maintains the bounded approximation invariant to
every node. This is desirable in settings where a high-quality
path to every point in the configuration space is required.
However, when only a high-quality path to the goal is needed,

Algorithm 7 consider_edge_goal_biased(x1 , x2 )
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

capx
min ← costLPA* (Tapx )
insert_edgeLPA* (Glb , x1 , x2 )
x ← shortest_pathLPA* (Glb )
xparent ← parentLPA* (Glb , x)
clb
min ← costLPA* (Glb )
lb
while capx
min > (1 + ε) · cmin do
if (collision_free (xparent , x)) then
insert_edgeLPA* (Tapx , xparent , x)
shortest_pathLPA* (Tapx )
capx
min ← costLPA* (Tapx )
x ← parentLPA* (x)
else
delete_edgeLPA* (Glb , xparent , x)
GoTo line 3

this may lead to unnecessary time-consuming calls to the local
planner.
Therefore, we suggest the following variant of LBT-RRT
where we relax the bounded approximation invariant such that
it holds only for nodes x ∈ Xgoal . This variant is similar to
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LBT-RRT but differs with respect to the calls to the local
planner and with respect to the dynamic shortest-path algorithm used. As we only maintain the bounded approximation
invariant to the goal nodes, we do not need to continuously
update the (approximate) shortest path to every node in Glb .
We replace the SSSP algorithm, which allows to compute the
shortest paths to every node in a dynamic graph, with Lifelong
Planning A* (LPA*) [37]. LPA* allows to repeatedly find
shortest paths from a given start to a given goal while allowing
for edge insertions and deletions. Similiar to A* [38], this is
done by using heuristic function h such that for every node x,
h(x) is an estimate of the cost to reach the goal from x.
Given a start vertex xinit , a goal region XGoal , we will
use the following functions which are provided when implementing LPA*: shortest_pathLPA* (G), recomputes the
shortest path to reach XGoal from xinit on the graph G
and returns the node x ∈ XGoal such that x ∈ XGoal
and costGlb (x) is minimal among all x0 ∈ XGoal . Once
the function has been called, the following functions take
constant running time: costLPA* (G) returns the minimal
cost to reach XGoal from xinit on the graph G and
for every node x lying on a shortest path to the goal,
parentLPA* (G, x) returns the predecessor of the node x
along this path. Additionally, insert_edgeLPA* (G, x, y)
and delete_edgeLPA* (G, x, y) inserts (deletes) the edge
(x, y) to (from) the graph G, respectively.
We are now ready to describe Lazy, goal-biased LBT-RRT
which is similar to LBT-RRT except for the way new edges
are considered. Instead of the function consider_edge
called in lines 14 and 16 of Alg. 5, the function
consider_edge_goal_biased is called.
consider_edge_goal_biased(x1 , x2 ), outlined in
Alg. 7, begins by computing the cost to reach the goal in Tapx
(line 1) and in Glb after adding the edge (x1 , x2 ) lazily
to Glb (lines 2-5). Namely, the edge is added with no call
to the local planner and without checking if the bounded
approximation invariant is violated. Note that the relaxed
bounded approximation invariant is violated (line 6) only if
a path to the goal is found. Clearly, if all edges along the
shortest path to the goal are found to be collision free, then
the invariant holds. Thus, the algorithm attempts to follow the
edges along the path (starting at the last edge and backtracking
towards xinit ) one by one and test if they are indeed collision-

free. If an edge is collision free (line 7), it is inserted to Tapx
(line 8), and a path to the goal in Tapx is recomputed (line 9).
This is repeated as long as the relaxed bounded approximation
invariant is violated. If the edge is found to be in collision
(line 12), it is removed from Glb (line 13) and the process is
repeated (line 14).
Following similar arguments as described in Section III, one
can show the correctness of the algorithm. We note that as
long as no path has been found, the algorithm performs no
more calls to the local planner than RRT. Additionally, it is
worth noting that the planner bares resemblance with LazyRRG* [39].
We compared Lazy, goal-biased LBT-RRT with LBT-RRT,
SST, RRT* and RRG on the Home scenario (Fig. 6a). In this
scenario, a low quality solution is typically easy to find and
all algorithms (except RRG) find a solution with roughly the
same success rate as RRT (results omitted). Converging to the
optimal solution requires longer running times as low-quality
paths are easy to find yet high-quality ones pass through
narrow passages. Fig. 6b depicts the path length obtained
by the algorithms as a function of time. The convergence to
the optimal solution of RRG is significantly slower than all
other algorithms. LBT-RRT, SST and RRT* all find a low
quality solution (between five and six times longer than the
optimal solution) within the allowed time frame and manage to
slightly improve upon its cost (with RRT* obtaining slightly
shorter solutions than LBT-RRTand SST). When enhancing
LBT-RRT with a lazy approach together with goal-biasing, one
can observe that the convergence rate improves substantially.
VI. C ONCLUSION AND FUTURE WORK
In this work we presented an asymptotically near-optimal
motion planning algorithm. Using an approximation factor
allows the algorithm to avoid calling the computationallyexpensive local planner when no substantially better solution
may be obtained. LBT-RRT, together with the lazy, goalbiased variant, make use of dynamic shortest path algorithms.
This is an active research topic in many communities such as
artificial intelligence and communication networks.
Hence, the algorithms we proposed in this work may benefit
from any advances made for dynamic shortest path algorithms.
For example, recently D’Andrea et al. [40] presented an
algorithm that allows for dynamically maintaining shortest
path trees under batches of updates which can be used by
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Fig. 6. Simulation results comparing Lazy, goal-biased LBT-RRT with LBT-RRT, SST, RRT* and RRG. (a) Home scenario (provided by the OMPL
distribution). Start and target table-shaped robots are depicted in green and red, respectively. (b) Path lengths as a function of computation time.
Length values are normalized such that a length of one represents the length of an optimal path. Error bars denote the standard deviation of path
length.

LBT-RRT instead of the SSSP algorithm. In many applications
where either RRT or RRT* were used we argue that LBTRRT may serve as a superior alternative with no fundamental
modification to the underlying algorithms, which originally
use RRT or RRT*. Moreover, one may consider alternative
implementations of LBT-RRT using tools developed for either
RRT or RRT* that can enhance LBT-RRT. For further discussions on the subject, see the expanded arXiv version of this
paper [41].
We show [41] that the framework presented in this paper
for relaxing the optimality of RRG can be used to have
a similar effect on another asymptotically-optimal samplingbased algorithm, FMT* [22]. It would be interesting to see if
other algorithms can benefit from the approach we take in this
work.
Looking to further extend our framework, we seek natural
stopping criteria for LBT-RRT. Such criteria could possibly be
related to the rate at which the quality is increased as additional
samples are introduced. Once such a criterion is established,
one can think of the following framework: Run LBT-RRT
with a large approximation factor (large ε) , once the stopping
criterion has been met, decrease the approximation factor and
continue running. This may allow an even quicker convergence
to find any feasible path while allowing for refinement as time
permits (similar to [29]). While changing the approximation
factor in LBT-RRT may possibly require a massive rewiring
of Glb (to maintain the bounded approximation invariant) this
is not the case in Lazy, goal-biased LBT-RRT. In this variant
of LBT-RRT the approximation factor can change at any stage
of the algorithm without any modifications at all.
An interesting question to be further studied is can our
framework be applied to different quality measures. For certain
measures, such as bottleneck clearance of a path, this is
unlikely, as bounding the quality of an edge already identifies
if it is collision-free. However, for some other measures such
as energy consumption, we believe that the framework could
be effectively used.
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Abstract— Many path-finding algorithms on graphs such
as A* are sped up by using a heuristic function that gives
lower bounds on the cost to reach the goal. Aiming to
apply similar techniques to speed up sampling-based motionplanning algorithms, we use effective lower bounds on the cost
between configurations to tightly estimate the cost-to-go. We
then use these estimates in an anytime asymptotically-optimal
algorithm which we call Motion Planning using Lower Bounds
(MPLB). MPLB is based on the Fast Marching Trees (FMT*)
algorithm [1] recently presented by Janson and Pavone. An
advantage of our approach is that in many cases (especially as
the number of samples grows) the weight of collision detection
in the computation is almost negligible compared to the weight
of nearest-neighbor queries. We prove that MPLB performs
no more collision-detection calls than an anytime version of
FMT*. Additionally, we demonstrate in simulations that for
certain scenarios, the algorithmic tools presented here enable
efficiently producing low-cost paths while spending only a small
fraction of the running time on collision detection.

time. They proposed AO variants of PRM and RRT called
PRM* and RRT*, respectively. However, the AO of PRM*
and RRT* comes at the price of increased running time
and memory consumption when compared to their nonoptimal counterparts. To reduce this additional price, several
improvements were proposed which modify the sampling
scheme [6], [7], the CD [8], or relax the optimality to
asymptotic near-optimality (ANO) [9], [10], [11], [12]. An
algorithm is said to be ANO if, given an approximation factor
ε, the cost of the returned solution is guaranteed to converge
to within a factor of 1 + ε of the cost of the optimal solution.
Following the introduction of PRM* and RRT*, other AO
algorithms have been suggested such as RRT# [13], and the
Fast Marching Trees (FMT*) [1] algorithm. FMT* which is
reviewed in detail in Section II, was shown to converge to
an optimal solution faster than PRM* or RRT*.

I. I NTRODUCTION

Contribution and paper organization. We show that by
examining the roadmap induced by a set of samples, we can
compute effective lower bounds on the cost-to-go of nodes
(the cost to reach the goal). This is done without performing
expensive LP calls and allows to efficiently guide the search
performed by the algorithm. We call our scheme Motion
Planning using Lower Bounds or MPLB for short.
An implication of our approach is that the weight of CD
and LP in the overall running time of the algorithm becomes
negligible when compared to that of NN calls1 . Bialkowski
et al. [8] introduced a technique which replaces CD calls by
NN calls. Their scheme relies on additional data produced
by the CD algorithm used, namely, a bound on the clearance
of a configuration (if it is collision free) or on its penetration
depth (if it is not collision free). However, such a bound is not
trivial to compute for some prevalent C-spaces. In contrast,
our algorithmic framework can be paired with existing offthe-shelf NN, CD and LP procedures. Thus, our results,
which are more general (as they are applicable to general
C-spaces), strengthen the conjecture of Bialkowski et al. [8]
that NN computation, and not CD, may be the bottleneck of
sampling-based motion-planning algorithms.
This work continues and expands our recent work [11],
where we relaxed the AO of RRT* to ANO using lower
bounds. The novel component here is that multiple nodes
are processed simultaneously while in RRT* the nodes are
processed one at a time. This allows to efficiently compute
for all nodes an estimation of the cost-to-go, which in turn
can be used to speed up motion-planning algorithms.

Motion-planning algorithms aim to find a collision-free
path for a robot moving amidst obstacles. A common approach is to use sampling-based techniques [2, C. 7]. These
algorithms sample points in the robot’s configuration-space
(C-space) and connect near-by configurations to construct a
graph called a roadmap. Often, a low-cost path is desired,
where cost can be measured in terms of, for example, path
length or energy consumption along the path.
Sampling-based algorithms rely on two central primitive
operations: Collision Detection (CD) and Nearest Neighbors (NN) search. CD determines whether a configuration
is collision-free or not and is often used to assess if a
path connecting near-by configurations is collision-free. This
latter operation is referred to as Local Planning (LP). An
NN data structure preprocesses a set of points to efficiently
answer queries such as “which are the points within radius r
of a given query point?” In practice, the cost of CD,
primarily due to LP calls, often dominates the running time
of sampling-based algorithms, and is typically regarded as
the computational bottleneck for such algorithms.
In their influential work, Karaman and Frazzoli [3] analyzed existing sampling-based algorithms (namely PRM [4]
and RRT [5]) and introduced the notion of asymptotic
optimality (AO); an algorithm is said to be AO if the cost of
the returned solution converges to the cost of the optimal
solution, when the algorithm is run for sufficiently long
∗

Blavatnik School of Computer Science, Tel-Aviv University, Israel
This work has been supported in part by the Israel Science Foundation
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at Tel Aviv University.

1 Throughout this paper, when we say an NN call we mean a call to find
all the nodes within radius r(n) of a given node. r(n) is a radius depending
on the number of samples used and will be formally defined in Section II.

Our framework is demonstrated for the case where distance is the cost function. We apply our approach to FMT*
which is reviewed in Section II. As we wish to work in an
anytime setting, we introduce in Section III a straightforward
adaptation of FMT* for anytime planning which we call
aFMT*. We then proceed to present MPLB in Section IV.
We analyze aFMT* and MPLB with respect to the amount
of calls to the NN and LP procedures in Section V and
report on experimental results in Section VI. Specifically, we
demonstrate in simulations that for certain scenarios, MPLB
produces lower-cost paths faster (by a factor of between two
and three) than aFMT*. We conclude with a discussion and
suggestions for future work in Section VII.
II. T ERMINOLOGY AND ALGORITHMIC BACKGROUND
We begin by formally stating the motion-planning problem
and several standard procedures used by sampling-based
algorithms. We continue by reviewing the FMT* algorithm.
A. Problem definition and terminology
Let X ⊆ Rd denote the C-space2 , and let Xfree ⊆
X denote the free space. Let (Xfree , xinit , Xgoal ) be the
motion-planning problem where: xinit ∈ Xfree is the initial
free configuration of the robot and Xgoal ⊆ Xfree is the
goal region. We will make use of the following procedures: sample free(n) returns n random configurations
from Xfree ; nearest neighbors(x, V, r) returns all the
nodes within the set V whose distance from x is less
than r; collision free(x, y) tests whether the straightline segment connecting x and y is contained in Xfree ;
cost(x, y) returns the cost of the straight-line path connecting x and y, namely, in our case, the distance. Given a tree T
rooted at xinit , path(v, T ) returns the path from xinit to v.
Let G = (V, E) be a weighted graph, where the weight of an
edge (x, y) ∈ E is cost(x, y). Given such a graph G, we
denote by costG (x, y) the cost of the weighted shortest path
from x to y. Let cost-to-comeG (x) be costG (xinit , x)
and cost-to-goG (x) be minxgoal ∈Xgoal {costG (x, xgoal )}.
Namely for every node x, cost-to-comeG (x) is the
minimal cost to reach x from xinit and cost-to-goG (x)
is the minimal cost to reach Xgoal from x. Additionally,
let BG (xinit , r), BG (Xgoal , r) be the set of all nodes whose
cost-to-come (respectively, cost-to-go) value on G is smaller
than r. Finally, we denote by Dijkstra(G, x, c) an implementation of Dijkstra’s algorithm running on the graph
G from x until a maximal cost of c has been reached. The
algorithm’s implementation updates the cost to reach each
node from x and outputs the set of nodes traversed.
Given a set of samples V , and a radius r, we denote by
G(V, r) the disk graph,3 which is the graph whose set of
vertices is V and two vertices x, y ∈ V are connected by an
edge iff the distance between x and y is less than r.
2 Although we describe the algorithm for Euclidean spaces, by standard
techniques (see, e.g. [2, Section 3.5, Section 7.1.2]) it can be applied to nonEuclidean spaces such as SE3. However, the AO proof of FMT*, presented
in [1], and on which we rely on here, is shown only for Euclidean spaces.
3 The disk graph is sometimes referred to as the neighborhood graph.

Algorithm 1 FMT* (xinit , Xgoal , n)
1:
2:
3:

V ← {xinit } ∪ sample free(n); E ← ∅; T ← (V, E)
PATH ← search (T , Xgoal , 0, ∞) // See Alg. 2
return PATH

B. Fast Marching Trees (FMT*)
FMT*, outlined in Alg. 1, performs a “lazy” dynamic
programming recursion on a set of sampled configurations
to grow a tree rooted at xinit [1]. The algorithm samples n
collision-free nodes V (line 1). It searches for a path to Xgoal
by building a minimum-cost spanning tree T growing in
cost-to-come space (line 2 and detailed in Alg. 2). As
we explain in Section IV, the algorithm can benefit from
using a heuristic function which estimates the cost-to-go
of a node and a bound on the maximal length of the path
that should be found. As these are not part of the original
formulation of FMT*, we describe the search procedure of
FMT* using a cost-to-go estimation of zero for each node
and an unbounded maximal path length (marked in red in
Alg. 1 and 2). This will allow us to use the same pseudocode of Alg. 2 to explain the MPLB algorithm in Section IV.
The search-tree T is built by maintaining two sets of nodes
H, W , such that H is the set of nodes added to T that may
be expanded and W is the set of nodes that have not yet been
added to T (Alg. 2, line 1). It then computes for each node
of V the set of nearest neighbors of radius r(n) (line 3).
FMT* repeats the following process: the node z with the
lowest cost-to-come value is chosen from H (line 4 and 16).
For each neighbor x of z that is not already in H, the
algorithm finds its neighbor y ∈ H such that the costto-come of y added to the distance between y and x is
minimal (lines 7-9). If the local path between y and x is
free, x is added to H with y as its parent (lines 10-12). At
the end of each iteration z is removed from H (line 13). If all
nodes have been processed and no path to the goal has been
found (line 15), FMT* terminates with FAILURE. Once the
goal is reached (line 19) a path to z ∈ Xgoal is returned.
To ensure AO, the radius r(n) used by the algorithm is
1 
1
  d1 
µ(Xfree ) d log n d
1
, (1)
r(n) = (1 + η) · 2
d
ζd
n
where η > 0 is some small constant (see [1]), µ(·) denotes
the d-dimensional Lebesgue measure and ζd is the volume
of the unit ball in the d-dimensional Euclidean space.
III. A NYTIME FMT* ( A FMT*)
An algorithm is said to be anytime if it keeps improving
the quality of the solution as time permits. We outline a
straightforward enhancement to FMT* to make it anytime.
As noted in previous work (see, e.g., [14]) one can turn a
batch algorithm into an anytime one by the following general
approach: choose an initial small number of samples n = n0
and apply the algorithm. As long as time permits, double n
and repeat the process. The total running time is less than
twice that of the running time for the largest n. Note that as
FMT* is AO, aFMT* is also AO.

Algorithm 2 search (T , Xgoal , cost to go, cmax )
1:
2:
3:
4:

5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

H ← {xinit };
W ← V \ {xinit }
for all v ∈ V do
Nv ← nearest neighbors(v, V \ {v}, r(n))
z ← xinit
while z ∈
/ Xgoal do
Hnew ← ∅;
Xnear ← W ∩ Nz
for x ∈ Xnear do
Ynear ← H ∩ Nx
ymin ← arg miny∈Ynear {costT (y) + dist(y, x)}
if collision free(ymin , x) then
T .parent(x) ← ymin
Hnew ← Hnew ∪ {x};
W ← W \ {x}
H ← (H ∪ Hnew ) \ {z}
if H = ∅ then
return FAILURE
z ← arg miny∈H {costT (y) + cost to go(y)}
if costT (z) + cost to go(z) ≥ cmax then
return FAILURE
return path(z, T )
IV. A LGORITHMIC FRAMEWORK

We are now ready to present our approach to exploiting
lower bounds on cost in order to speed up sampling-based
motion-planning algorithms such as aFMT*.
Given a random infinite sequence of collision-free samples
S = s1 , s2 . . . denote by Vi (S) the set of the first 2i
elements of S. Let Gi (S) = G(Vi (S), r(|Vi (S)|)) (here r(n)
is the radius defined in Eq. 1) and let Hi (S) ⊆ Gi (S)
be the sub-graph containing collision-free edges only . For
brevity, we omit S when referring to Vi (S), Gi (S) and
Hi (S). Moreover, when we compare our new algorithm to
the aFMT* algorithm, we do so for runs on the same random
infinite sequence S. Clearly, for any two nodes x, y ∈ Vi ,
costGi (x, y) ≤ costHi (x, y). Thus for any node x ∈ Vi ,
cost-to-goGi (x) ≤ cost-to-goHi (x). Namely, the
cost-to-go computed using the disk graph Gi is a lower bound
on the cost-to-go that may be obtained using Hi . We call this
the lower bound property. For an illustration, see Fig. 1.
We present Motion Planning using Lower Bounds, or
MPLB (outlined in Alg. 3). Similar to aFMT*, the algorithm
runs in iterations and at the i’th iteration, uses Vi as its set of
Xgoal

samples. Unlike aFMT*, each iteration of MPLB consists of
a preprocessing phase (line 4) of computing a lower bound
on the cost-to-go values and a searching phase (line 5) where
a modified version of FMT* is used.
Let ci (ALG) denote the cost of the solution obtained
by an algorithm ALG using Vi as the set of samples (set
c0 (ALG) ← ∞). We now show that only a subset of the
nodes sampled in each iteration need to be considered. We
then proceed to describe the two phases of MPLB.
A. Promising nodes
We exploit the lower-bound property to consider only a
subset of Vi that will be used in the i’th iteration. Intuitively,
we only wish to consider nodes that may produce a solution
that is better than the solution obtained in previous iterations.
This leads to the definition of promising nodes:
Definition 1: A node x ∈ Vi is promising (at iteration i) if

cost-to-comeHi (x)+cost-to-goHi (x) < ci−1 (MPLB).
Note that if ci−1 (MPLB) = ∞ (namely, no solution was
found in the previous iteration) then all nodes are promising.
In the preprocessing phase, MPLB will traverse Gi (and
not Hi ) to collect a set of nodes that contains all promising
nodes (and possibly other nodes), compute a lower bound on
their cost-to-go and use this set in the searching phase.
B. Preprocessing phase: Estimating the cost-to-go

Recall that in the preprocessing phase, outlined in Alg. 4
and visualized in Fig. 2, we compute a lower bound on the
cost-to-go for (a subset of) nodes x ∈ Vi
. This is done by col
∪
lecting the set of nodes Vpreproc = BGi xinit , ci−1 (MPLB)
2


. Namely, by performing one traverBGi Xgoal , ci−1 (MPLB)
2
sal from xinit (line 1) and one traversal from Xgoal (line 2),
all nodes such that cost-to-comeGi ≤ ci−1 (MPLB)
or
2
cost-to-goGi ≤ ci−1 (MPLB)
are
found.
Clearly,
any
node
2
not in either set is not promising (lines 3-4).
After collecting all nodes in Vpreproc , which includes the
promising nodes and possibly some other nodes as well, the
Algorithm 3 MPLB (xinit , Xgoal , n0 )
1:
2:
3:

Xgoal

xinit

xinit

4:
5:
6:
7:
8:

(a)

(b)

Fig. 1: This figure demonstrates that the part of the tree expanded
when searching in cost-to-come space (shaded blue region, Fig. (a))
is larger than the one expanded when searching in cost-to-come+costto-go space (shaded green region, Fig. (b)). Obstacles in the C-space
are depicted in red, start location and goal region are depicted by a
purple circle and a turquoise region, respectively. Edges of the disk
graph Gi that are contained and not contained in Hi are depicted in
black and dashed red, respectively. The figure is best viewed in color.

V0 ← {xinit }; n ← n0 ; cprev ← ∞; i ← 1
while time permits() do
Vi ← Vi−1 ∪ sample free(n);
E ← ∅;
T ← (Vi , E);
estimate cost to go(Vi , xinit , Xgoal , cprev )
PATH ← search (T , Xgoal , cost to go, cprev )
n ← 2n; i ← i + 1
cprev = min{cost(PATH), cprev }
return PATH

Algorithm 4 estimate cost to go (V, xinit , Xgoal , c)
1:

2:
3:
4:
5:

Vpreproc ← Dijkstra(G(V, r(|V |)), xinit , 2c )
Vpreproc ← Vpreproc ∪ Dijkstra(G(V, r(|V |)), Xgoal , 2c )
for x ∈ V \ Vpreproc do
cost to go(x) ← ∞
Dijkstra(G(Vpreproc , r(|Vpreproc |)), Xgoal , c)

discarding nodes allows to focus the search only on nodes
that may potentially improve the existing solution.

Xgoal

xinit

Fig. 2: Visualization of Alg. 4. Shaded blue and green regions represent the first and second traversal from the start location xinit and
the goal region Xgoal described in lines 1 and 2, respectively. Vpreproc
is the set of nodes in the union of these colored regions. All other
nodes cannot be promising, thus their cost-to-go is set to ∞ (lines 34). The third traversal assigns cost-to-go estimates for all nodes in
Vpreproc (line 5). Figure best viewed in color.

distance of every such node from Xgoal is computed (line 5).
This is done by running a shortest path algorithm on the
graph Gi restricted to the nodes in Vpreproc . This distance is
stored for each node and will be used as a lower bound on
the cost-to-go. Notice that this phase only uses NN calls and
does not perform any CD calls (as there are no LP calls).
C. Searching phase: Using cost-to-go estimations
The lower bounds computed in the preprocessing phase
allow for two algorithmic enhancements to the searching
phase when compared to aFMT*: (i) incorporating the costto-go estimation in the ordering scheme of the nodes and
(ii) discarding nodes that are found to be not promising.
Node ordering: Recall that in aFMT*, H is the set of nodes
added to the tree that may be expanded and that these nodes
are ordered according to their cost-to-come value (Alg. 2,
line 16). Instead, MPLB uses the cost-to-come added to
the cost-to-go estimation to order the nodes in H. This
follows exactly the formulation of A* [15], which performs
a Dijkstra-like search on a set of nodes. The nodes that were
encountered but not processed yet (H in our setting) are
ordered according to a cost function f (x) = g(x) + h(x)
defined for a given node x. Here, g(x) is the (computed)
cost-to-come value of x (cost-to-comeHi (x) in our case)
and h(x) is a lower bound on the cost-to-go of x to the goal
(cost-to-goGi (x) in our case). aFMT* essentially uses
the trivial heuristic h = 0.
Discarding nodes: In the preprocessing stage MPLB computes a set of nodes that may be promising, though for each
such node, the cost-to-come value was not computed. In the
searching phase, once a node is added to the tree, its cost-tocome value will not change in the current iteration. Thus, every node x added to the tree with cost-to-comeHi (x) +
cost-to-goGi (x) ≥ ci−1 (MPLB) is discarded as it cannot
be promising. This implies that MPLB will terminate an
iteration when it is evident that the previous iteration’s
solution cannot be improved (see Alg. 2, lines 17-18).
In Section VI we demonstrate through various simulations
that using lower bounds has a significant effect on the
running time of the algorithm in practice. Ordering the nodes
using a heuristic that tightly estimates the cost-to-go allows
MPLB to expand a smaller portion of the nodes Vi while

V. C OMPARATIVE ANALYSIS AND D ISCUSSION
We compare aFMT* and MPLB with respect to the size
of the tree constructed and the primitive procedures calls,
namely NN and LP. This is done by quantifying the number
of NN and LP calls performed by both algorithms.
Let #NN,i (ALG), #LP,i (ALG) denote the number of NN
and LP calls performed by an algorithm ALG at iteration i,
for a fixed sequence of samples S. Recall that when comparing the two algorithms, it is done for the same sequence S.
A. Search-tree size
Let Vi (ALG) ⊆ Vi denote the set of nodes in the tree in
the i’th iteration of an algorithm ALG.
Lemma 1: At every iteration, the set of nodes traversed in
MPLB’s searching phase is not larger than that of aFMT*.
Proof: Every node x in the tree of aFMT* has costto-come not larger than ci (aFMT∗ ). Thus, the size of the
search-tree of aFMT* is: |Vi (aFMT*)| =
|{x ∈ Vi | cost-to-comeHi (x) ≤ ci (aFMT∗ )}|.

Similar to aFMT*, each node x traversed by MPLB
in the searching phase has cost-to-comeHi (x) +
cost-to-goGi (x) ≤ ci (aFMT∗ ). Additionally, due to
node discarding (see Section IV), cost-to-comeHi (x) +
cost-to-goGi (x) ≤ ci−1 (MPLB). Thus, the size of the
search-tree of MPLB is: |Vi (MPLB)| =
|{x ∈ Vi | cost-to-comeHi (x) + cost-to-goGi (x)
≤ min{ci−1 (MPLB), ci (aFMT∗ )}. This, in turn, implies that
|Vi (MPLB)| ≤ |Vi (aFMT*)|.
B. Nearest neighbor calls (NN)
To quantify the number of NN queries performed by each
algorithm we note the following observations (explained in
detail in the extended version of this paper [16]):
Observation 1: The number of NN calls performed
by aFMT* can be bounded from below as follows:
#NN,i (aFMT∗ ) ≥ |Vi (aFMT*)|.
Observation 2: The number of NN calls performed by
MPLB is: #NN,i (MPLB) =
n



o
x|x ∈ BGi xinit , ci−1 (MPLB)
∪BGi Xgoal , ci−1 (MPLB)
.
2
2
Thus, MPLB may perform more NN queries than FMT*.
C. Local planning calls (LP)
The LP will be called whenever either algorithm (aFMT*
or MPLB) attempts to insert a node to the search-tree (line 10
in Alg. 2). Thus we can state the following lemma:
Lemma 2: If MPLB performs an LP call for the edge
(x, y) in the i’th iteration then aFMT* will perform an LP
call for the edge (x, y) as well.
Proof: The LP procedure will be called for every pair of
nodes x, y such that: (i) x, y are neighbors in Gi (namely their
distance is less than r(|Vi |)), (ii) cost-to-comeHi (x) <
cost-to-comeHi (y) , and (iii) the edge (z, y) is not

collision-free for all other neighbors z of y in the tree that
could potentially lead to smaller cost-to-come values of y.
If MPLB performs an LP call for the edge (x, y) then
conditions (i),(ii) and (iii) hold for the samples x, y in
MPLB. To prove the lemma we show that they hold for
the samples x, y in aFMT*. Condition (i) holds trivially
as it is a property of the samples. Note that the cost-tocome of any node z computed by both algorithms equals
to cost-to-comeHi (z). Using this and that Vpreproc ⊆ Vi
(namely the set of nodes used by MPLB is a subset of the
set used by aFMT*), conditions (ii) and (iii) hold as well.
D. Discussion
From the above analysis we conclude that MPLB will
perform no more LP calls than aFMT*. It may perform more
NN calls than aFMT*. As we demonstrate empirically in
Section VI, the number of NN calls that MPLB performs
may actually be smaller than that of aFMT*. Moreover, as the
number of iterations increases, MPLB performs only a tiny
fraction of the number of LP calls performed by aFMT*.
VI. E VALUATION
We present simulations evaluating the performance of
MPLB on 2, 3 and 6 dimensional C-spaces. All experiments
were run on a 2.8GHz Intel Core i7 processor with 8GB
of memory. The MPLB and aFMT* implementations are
based on the FMT* implementation provided by Pavone’s
research group using the Open Motion Planning Library
(OMPL 0.10.2) [17]. Each result is averaged over one
hundred runs. Scenarios and additional material are available
at http://acg.cs.tau.ac.il/projects/MPLB.
The AO proof of FMT* (and thus of aFMT* and MPLB)
relies on the fact that the C-space is Euclidean. Thus,
as a warm-up we start by studying the motion of robots
translating in the plane and in space (Fig. 3a and 3b). Next,
we continue to examine the behavior of the algorithms in
SE3 (Fig. 3c and 3d). Here the radius provided for FMT*
(Eq. 1) is irrelevant due to the differences in the rotational
and translational components of the C-space. Hence, for
both aFMT* and MPLB, we chose to connect each node
to its k NN, where k(n) = 9 log n: a variant of RRG was
proposed [3] where each node is connected to its kRRG
NN for kRRG (n) ≥ 2e log n. Although this variant was
analyzed for Euclidean spaces only, applying it to nonEuclidean spaces works well in practice (see, e.g. [11]).
A. Fast convergence to high-quality solutions
We start by comparing the cost of a solution obtained
by aFMT* and MPLB as a function of time (Fig 4a-4c).
In all scenarios MPLB typically finds a solution of a given
cost between two to three times faster than aFMT*. In the
Corridors scenario (Fig. 3a) the convergence rate can be
sped up by using an approximation factor (see suggestion for
future work in Section VII). Interestingly, as we will show,
the speedup obtained by MPLB is done while spending a
smaller proportion of the time on LP compared to aFMT*.
Next, we chose a slightly more difficult problem (Fig. 3d).
Here, we measured the succes rate to find any solution.

Fig. 5: Percentage of time spent for each of the main components in
each iteration for both algorithms for the Grids Scenario. Each iteration
is represented by the number of samples used. The left (right) bars
of each iteration represent the result of aFMT* (MPLB, respectively).
Note that the time of each iteration for each algorithm is different.

By that we test how MPLB behaves when all nodes are
promising (i.e., when no solution has been obtained in the
previous iterations). The results (Fig. 4d) show how the
framework can also help in finding an initial solution much
faster than aFMT*.
B. Nearest Neighbors and Local Planning calls
We profiled aFMT* and MPLB and collected the total
time spent on CD for point sampling, LP for edges, NN
calls and cost computations. Results for the Grids scenario
are presented in Fig. 5 (similar behavior was observed for the
other scenarios as well). Clearly, CD computation time (due
to sampling, not LP) is negligible for both algorithms and
cost calculation plays a larger (but still small) role for MPLB.
CD calls due to LP calls are the main bottleneck for aFMT*
(starting at around 65% and gradually decreasing to 45%).
For MPLB such calls start as a main time consumer but as
samples are added their percentage of the overall iteration
time becomes quite small—around 2% for the last iteration.
NN calls play an almost complementary role to the LP and
for the last iteration take 40% of the total running time for
the MPLB algorithm while taking less than 20% for aFMT*.
The table to the
the ratio
the ratio
n
right reports on the ra#NN (MPLB)
#LP (MPLB)
∗
#NN (aFMT )
#LP (aFMT∗ )
tio of the number of
1.6K
0.71
0.38
NN and LP calls per3.2K
0.53
0.31
formed by MPLB and
6.4K
0.68
0.33
aFMT* for the Grids
12.8K
0.68
0.19
scenario as a function
25.6K
0.69
0.20
of the number of sam51.2K
0.99
0.05
ples n. For all values
of n, the number of NN calls performed by MPLB is lower
than those performed by aFMT*. As expected, MPLB performs less LP calls than aFMT*. Moreover, as n increases,
the number of LP calls performed by MPLB decreases to a
fraction of the number of calls performed by aFMT*.
VII. C ONCLUSION AND OUTLOOK
In this work we show that by using effective lower bounds
and with no compromise on the cost of paths produced by
the algorithm, the weight of CD (via LP calls) may become
almost negligible when compared to the weight of NN. This
follows the ideas presented by Bialkowski et al. [8] but uses
more general methods. Looking into NN computation, one
can notice that AO algorithms such as sPRM* [3], FMT* and

xgoal

xinit

(a) Corridors

(b) Grids

(c) Home

(d) Apartment

Fig. 3: Scenarios used for the evaluation. (a) Two dimensional setting for a point robot. A low-cost path is easy to find yet in order to find a
high-quality path, the robot needs to pass through two narrow passages. (b) Three-dimensional C-space for a translating robot in space. To find
the shortest path the robot needs to pass through a three-dimensional grid. (c) Six-dimensional C-space for a table-shaped robot translating
and rotating in space. Finding a path is relatively easy yet much time is needed to converge to the optimal path. (d) Six-dimensional C-space for
a piano-shaped robot. Start and target configurations for (b)-(d) are depicted by green and red robots, respectively, The Home and Apartment
scenarios are provided by the OMPL [17] distribution.

(a) Corridors

(b) Grids

(c) Home

(d) Apartment

Fig. 4: (a)-(c) Average cost vs. time. Cost values are normalized such that a cost of one represents the cost of an optimal path. Low and high
error bars denote the twentieth and eightieth percentile, respectively. (d) Success rate to find a path for the Apartment scenario.

MPLB rely on a specific type of NN computation: given
a set P of n points, either compute for each point p all
its k nearest neighbors, or all neighbors within distance r
from p. In both cases, P is known in advance and k (or r)
are parameters that do not change throughout the algorithm
or throughout a single iteration of the algorithm.
This calls for using application-specific NN algorithms and
not general purpose ones. Indeed, in a different paper we
show that using such a data structure allows to significantly
speed up motion-planning algorithms [18].
A possible enhancement to MPLB is to relax the AO to
ANO: AO motion-planning algorithms, from a certain stage
of their execution, invest huge computational resources at
only slightly improving the cost of the current best existing
solution. Similar to [11] one can construct a variant where
given an approximation factor ε, the cost of the solution
obtained is within a factor of 1 + ε from the solution that
MPLB would obtain for the same set of samples. We expand
on this idea in the extended version of our paper [16].
Preliminary results, presented in Fig. 4d show the potential
benefit of this approach.
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Abstract
We study a path-planning problem amid a set O of
obstacles in R2 , in which we wish to compute a short
path between two points while also maintaining a
high clearance from O; the clearance of a point is its
distance from a nearest obstacle in O. Specifically, the
problem asks for a path minimizing the reciprocal of
the clearance integrated over the length of the path.
We present the first polynomial-time approximation
scheme for this problem. Let n be the total number
of obstacle vertices and let ε ∈ (0, 1]. Our algorithm
2
computes in time O( nε2 log nε ) a path of total cost at
most (1 + ε) times the cost of the optimal path.
1

Introduction

Motivation. Robot motion planning deals with planning a collision-free path for a moving creature in an
environment cluttered with obstacles [6]. It has applications in diverse domains such as surgical planning
and computational biology. Typically, a high-quality
path is desired where quality can be measured in terms
of path length, clearance (distance from nearest obstacle at any given time), or smoothness, to mention
a few criteria.
Problem statement. Let O be a set of polygonal
obstacles in the plane, consisting of n vertices in total.
A path γ for a point robot moving in the plane is
the image of a continuous function γ : [0, 1] → R2 .
Let kp, qk denote the Euclidean distance between
two points p, q. The clearance of a point p, denoted
by cl(p) := mino∈O kp, ok, is the minimal Euclidean
distance between p and an obstacle (cl(p) = 0 if p lies
∗ Work by P.A. and K.F. has been supported in part by NSF
under grants CCF-09-40671, CCF-10-12254, CCF-11-61359,
IIS-14-08846, and CCF-15-13816, and by Grant 2012/229 from
the U.S.-Israel Binational Science Foundation. Work by O.S.
has been supported in part by the Israel Science Foundation
(grant no.1102/11), by the German-Israeli Foundation (grant
no. 1150-82.6/2011), and by the Hermann Minkowski–Minerva
Center for Geometry at Tel Aviv University.

in an obstacle). Similarly, the clearance of a path is
defined as cl(γ) := minτ ∈[0,1] cl(γ(τ )).
We use the following cost function, as defined by
Wein et al. [17], that takes both the length and the
clearance of a path γ into account:
Z
1
dτ.
(1.1)
µ(γ) :=
cl(γ(τ
))
γ
This criteria is useful in many situations because we
wish to find a short path that does not pass too close
to the obstacles due to of safety requirements. We
abuse notation and let µ(p, q) be the minimal cost1
of any path between p and q.
The (approximate) minimal-cost path problem is
defined as follows: Given the set of obstacles O in R2 ,
a real number ε ∈ (0, 1], a start position s and a target
position t, compute a path between s and t with cost
at most (1 + ε) · µ(s, t).
Related work. There is extensive work in computational geometry on computing shortest collision-free
paths for a point moving amid a set of planar obstacles, and by now optimal O(n log n) algorithms
are known; see Mitchell [12] for a survey and [5, 10]
for recent results. There is also work on computing
paths with the minimum number of links [13]. A
drawback of these paths is that they may touch obstacle boundaries and therefore their clearance may
be zero. Conversely, if maximizing the distance from
the obstacles is the optimization criteria, then the
path can be computed by constructing a maximum
spanning tree in the Voronoi diagram of the obstacles (see Ó’Dúnlaing and Yap [14]). Wein et al. [16]
considered the problem of computing shortest paths
that have clearance at least δ for some parameter δ.
However, this measure does not quantify the tradeoff between the length and the clearance, so Wein
et al. [17] suggested the cost function defined in (1.1)
1 Wein et al. assume the minimal-cost path exists. One
can formally prove its existence by taking the limit of paths
approaching the infimum cost.

to balance between minimizing the path length while
maximizing its clearance. They devise an approximation algorithm to compute near-optimal paths under
this metric for a point robot moving amidst polygonal
obstacles in the plane. Their approximation algorithm
runs in time polynomial in 1ε , n and Λ where ε is the
maximal additive error, n is the number of obstacle
vertices and Λ is (roughly speaking) the total cost of
the edges in the Voronoi diagram of the obstacles2 .
We are not aware of any polynomial-time approximation algorithm for this problem. It is not known
whether the problem of computing the optimal path
is NP-hard.
The problem of computing shortest paths amid
polyhedral obstacles in R3 is NP-Hard [3], and a
few heuristics have been proposed in the context of
sampling-based motion planning in high dimensions
(a widely used approach in practice [6]) to compute a
short path that has some clearance; see, e.g., [15].
Several other bicriteria measures have been proposed in the context of path planning amid obstacles
in R2 , which combine the length of the path with
curvature, the number of links in the path, the visibility of the path, etc. (see e.g. [1, 4, 11] and references
therein). We also note a recent work by Cohen et al.,
which is dual to the problem studied here [7]: Given
a point set P and a path γ, they define the cost of γ
to be the integral of clearance along the path, and
the goal is to compute a minimum-cost path between
two given points. They present an approximation
algorithm whose running time is near-linear in the
number of points.
Our Contribution. We present an algorithm3 that
given
t and ε ∈ (0, 1], computes in time
 O, s, 
O

n2
ε2

log

n
ε

a path from s to t whose cost is at

most (1 + ε) · µ(s, t).
As in [17], our algorithm is based on sampling,
i.e., it contains a weighted geometric graph G = (V, E)
with V ⊂ R2 and s, t ∈ V and computes a minimumcost path in G from s to t. However, we prove a
number of useful properties of optimal paths to obtain
a fast algorithm.
We first refine the Voronoi diagram V of O into
constant-size cells, which we refer to as the refined
Voronoi diagram of O and denote it by Ṽ. We prove
(in Section 3) the existence of a path γ 0 from s to t
whose cost is O(µ(s, t)) and that has the following
useful properties: (i) for every cell T ∈ Ṽ, γ 0 ∩ int(T )
is a connected subpath and the clearance of all points
in this subpath is the same; (ii) for every edge e ∈ Ṽ,
2 For

the exact definition of Λ, see [17].
S
assume in this paper that R2 \ ( O) is bounded. Our
algorithm can be modified easily to avoid this assumption.
3 We

there are O(1) points, called anchor points, that
depend only on the two cells incident to e with the
property that either γ 0 intersects e transversally (i.e.,
γ 0 ∩ e is a single point) or the endpoints of the closure
of γ 0 intersect e at anchor points. We say γ 0 consists of
well-behaved paths. We use anchor points to propose
a simple O(n)-approximation algorithm (Section 4.1),
which we then transform into an O(1)-approximation
algorithm (Section 4.2). We also use anchor points
and the existence of well-behaved paths to choose a
set of O(n) or O(n/ε) sample points on each edge
of Ṽ with a total of O(n2 ) or O(n2 /ε) samples in total
(Sections 4.2 and 4.3).
We prove additional properties of optimal paths
to construct the final graph with O((n2 /ε2 ) log n/ε)
edges (Section 4.3) instead of connecting every pair
of sample points by an edge. Roughly speaking, we
show that one can construct a small-size spanner.
2

Preliminaries

Recall that O is a set of polygonal obstacles in the
plane consisting of n vertices in total. We refer to
the edges and vertices of O as its features. Given a
point p and a feature o, let ψo (p) be the closest point
to p on o and kp, ok = kp, ψo (p)k. If a path γ contains
two points p and q, we let γ[p, q] denote the subpath
of γ between p and q.
Voronoi diagram and its refinement. The
Voronoi cell of a polygonSfeature o is the set of points
in the closure of R2 \ ( O) whose distance to any
feature in O is minimized by o. The Voronoi cells of
features are connected and internally disjoint. The
Voronoi diagram V of featuresSof O is the planar subdivision of the closure of R2 \ ( O) determined by the
Voronoi cells of features in O. Voronoi edges between
a line and a point obstacle’s cells are parabolic arcs,
and Voronoi edges between two line obstacles’ or two
point obstacles’ cells are line segments. See [2] for
details.
Note that for any obstacle feature o, and for any
point x along any Voronoi edge on the boundary of o’s
Voronoi cell the function kx, ψo (x)k is convex. We
define the refined Voronoi diagram Ṽ by adding the
following edges to V: (i) the line segments xψo (x)
between each obstacle feature o and Voronoi vertex x
on the boundary of o’s Voronoi cell, (ii) the line
segment xψo (x) between each obstacle feature o and
the point x along each Voronoi edge bounding o’s cell
that minimizes kx, ψo (x)k , and (iii) a line segment
from the obstacle feature o closest to s (to t) that
initially follows φo (s)s (or φo (t)t) and ends at the
first Voronoi edge it intersects. We refer to these
extra edges as type (i), type (ii), or type (iii) edges
respectively. Note that some type (i) edges may

uT
αT

κT
T

vT
βT

s
t

(a) Voronoi Diagram

(b) Refined Voronoi Diagram

Figure 1: Voronoi diagram and refined Voronoi diagram of a set of obstacles (dark red). (a) Voronoi edges
depicted by solid black lines. (b) Voronoi edges depicted by dashed black lines, Green solid lines and blue dotted
lines represent type (i) and type (ii) edges, respectively. Lines through s and t represent type (iii) edges. A
representative cell T depicted in light blue.
arc with its center at the origin, and its cost is4

already be present in the Voronoi diagram V. We say
that an edge in Ṽ is an internal edge if it separates
two cells incident to the same polygon. Other edges
are called external edges.
Clearly, the complexity of Ṽ is O(n). Moreover,
each cell T in Ṽ is incident to a single obstacle feature
and has three additional edges. One edge (an external
edge) of T is a monotone parabolic arc (we view a
line segment as a parabolic arc); it is incident to two
internal edges on T . For each cell T , let κT be the
external edge of T , let αT and βT be the shorter and
longer internal edges of T , respectively, and let uT
and vT be the vertices connecting αT and βT to κT
respectively. See Figure 1b.
Properties of optimal paths. We list several properties of our cost function. For detailed explanations
and proofs, the reader is referred to Wein et al. [17].
Let s = rs eiθs be a start position and t = rt eiθt be a
target position.

1 − cos θt
1 − cos θs
− ln
sin θt
sin θs
θt
θs
= ln tan − ln tan .
(2.3)
2
2

µ(s, t) = ln

• Let o be an obstacle with O = {o} and s on the
line segment between ψo (t) and t. The optimal
path between s and t (see Figure 2c) is a line
segment, and its cost is
µ(s, t) = ln cl(t) − ln cl(s).

• The minimal-cost path γ between two points p
and q on an edge e of V is the piece of e between p
and q. Moreover, there is a closed-form formula
describing the cost of γ. Therefore, since each
point within a single Voronoi cell is closest to
exactly one obstacle feature. . .

• Let o be a point obstacle with O = {o}, and
assume without loss of generality that o lies at
the origin and 0 ≤ θs ≤ θt ≤ π. The optimal path
between s and t (see Figure 2a) is a logarithmic
spiral centered on o, and its cost is
µ(s, t) =

p
(θt − θs )2 + (ln rt − ln rs )2 .

(2.4)

• Given a set of obstacles, the optimal path
connecting s and t consists of a sequence of
circular arcs, pieces of logarithmic spirals, line
segments, and pieces of Voronoi edges (see
Figure 2d).

(2.2)

The following Corollary follows immediately
from (1.1) and (2.2).

• Let o be a line obstacle with O = {o}, and assume
4 The original equation describing the cost of the optimal
without loss of generality that o is supported by path in the vicinity of a line obstacle had the obstacle on x = 0
the line y = 0 and 0 ≤ θs ≤ θt ≤ π. The optimal and contained a minor inaccuracy. We present the correct cost
path between s and t (see Figure 2b) is a circular in (2.3).
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(a) Point obstacle

θt
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(b) Line obstacle

o
(c) Line obstacle
(degenerate)

t

(d) Polygonal obstacle

Figure 2: Different examples of optimal paths (blue) among different types obstacles (red). In (d) the Voronoi
diagram of the obstacles is depicted by solid black lines.
Corollary 2.1. Let p and q be two points such
that cl(p) ≤ cl(q). The following properties hold:
(i) A lower-bound on the cost of the shortest path
cl(q)
between any p, q as defined above is µ(p, q) ≥ ln cl(p)
.
If they lie in the same Voronoi cell of an obstacle
feature o and if p lies on the minimal-cost path from o
to q then the bound is tight.
(ii) Given a single point obstacle o located at the
origin, p = rp eiθp and q = rq eiθq with 0 ≤ θp ≤
θq ≤ π, a lower-bound on the cost of the shortest path
between p, q is µ(p, q) ≥ θq − θp . If rp = rq (namely,
they are equidistant to o) then the bound is tight.
3

Well-behaved Paths

Let T be a cell of Ṽ incident to obstacle feature o,
and let p and q be two points on the edges of T .
Let γ be any path from p to q that does not leave T .
We say γ is a well-behaved path if (i) γ ∩ int(T ) is a
connected subpath and (ii) if it exists, then γ ∩ int(T )
has constant clearance. For a well-behaved path γ,
let λ(γ) = γ ∩ int(T ). We often use λ in place of λ(γ)
when γ is clear from the context. If o is a vertex,
then λ is a circular arc centered at o, and if o is an
edge, then λ is a line segment parallel to o. We have
the following lemma.
Lemma 3.1. Let T be a cell of Ṽ, and let p and q
be two points on the edges of T . There exists a wellbehaved (p, q)-path γ within T where µ(γ) ≤ 7µ(p, q).
Proof. Let o be the obstacle feature incident to T .
Let clmax (p, q) be the maximum clearance achieved
by the minimal-cost path between p and q. Let T 0
be the subset of T restricted to points of clearance
at most clmax (p, q). Path γ follows the unique path
from p to q along the boundary of T 0 that does not
intersect o. In particular, if both p and q lie on the
same edge of T , then γ is the minimal-cost path from p

to q (Corollary 2.1). We have three more cases to
consider (and their symmetries).
Case 1) Points p and q lie on αT and κT respectively.
Path γ travels along αT from p to uT , and then
along κT from uT to q. By Corollary 2.1 and the fact
that uT is the lowest clearance point on κT relative
to p, we have µ(p, uT ) ≤ µ(p, q). By the triangle
inequality we have that µ(uT , q) ≤ µ(uT , p)+µ(p, q) <
2µ(p, q). Finally, µ(γ) ≤ µ(p, uT ) + µ(uT , q) ≤
3µ(p, q). See Figure 3a.
Case 2) Points p and q lie on βT and κT respectively.
Let w be the endpoint of λ = λ(γ) on βT and let w0
be the endpoint lying on κT . Path γ travels along βT
from p to w, along λ, and then along κT from w0 to q.
Again, µ(p, w) ≤ µ(p, q). If the obstacle defining T is a polygon edge, then λ is the Euclidean shortest path between any pair of points on βT and κT
whose clearance never exceeds clmax (p, q). It also (trivially) has the highest clearance of any such path. If
the obstacle is a polygon vertex, then λ spans a shorter
angle relative to the vertex than any other path whose
clearance never exceeds clmax (p, q). By Corollary 2.1,
the cost of any path from βT to κT is at least this angle,
and by (2.2), the cost of λ is exactly this lower bound.
Either way, any path between p and q also goes between βT and κT , so we conclude that µ(λ) ≤ µ(p, q).
We have µ(w0 , q) ≤ µ(λ) + µ(w, p) + µ(p, q) ≤ 3µ(p, q).
Therefore, µ(γ) ≤ µ(p, w) + µ(λ) + µ(w0 , q) ≤ 5µ(p, q).
See Figure 3b.
Case 3) Points p and q lie on βT and αT respectively.
Let w be the endpoint of λ = λ(γ) on βT and let w0
be the other endpoint. As before, µ(p, w) ≤ µ(p, q)
and µ(λ) ≤ µ(p, q).
Suppose w0 is on κT . Path γ travels along βT
from p to w, along λ, along κT to uT , and then
along αT to q. We have clmax (p, q) ≥ cl(w0 ) ≥ cl(uT ),
so µ(q, uT ) ≤ µ(p, q). Therefore µ(w0 , uT ) ≤ µ(λ) +
µ(w, p) + µ(p, q) + µ(q, uT ) ≤ 4µ(p, q). Finally µ(γ) =

vT

uT

γ

κT

κT

q

uT

q

λ w
γ

w0

αT

(a) Case 1

βT

αT

T

λ

w
γ

µ(p, q)

q

p

p

w0

uT

µ(p, q)

µ(p, q)
p
T

vT

vT

vT

βT

p

αT

T

βT

(c) Case 3, w0 ∈ κT

(b) Case 2

uT
w0

κT
λ
µ(p, q)

q
αT

T

w
γ
p
βT

(d) Case 3, w0 ∈ αT

Figure 3: Different cases considered in the proof of Lemma 3.1 for a line-segment obstacle.
µ(p, w) + µ(λ) + µ(w0 , uT ) + µ(uT , q) ≤ 7µ(p, q). See
Figure 3c.
Now, suppose w0 is on αT . Path γ travels
along βT from p to w, along λ, and then along αT
from w0 to q. We have µ(q, w0 ) ≤ µ(p, q). Therefore,
µ(γ) ≤ µ(p, w) + µ(λ) + µ(w0 , q) ≤ 3µ(p, q). See
Figure 3d.


edges and the edge containing q.
Case 1) Suppose o is a vertex. Without loss of
generality, o lies at the origin, edges αT and βT
intersect the line y = 0 at the origin with angles θαT
and θβT respectively, and θβT > θαT ≥ 0.
Case 1a) Suppose κT is a line segment, and suppose q
lies on κT .Without loss of generality, κT is supported
by the line x = rT . The equation of the line in polar
coordinates is r = rT / cos θ. We have θβT ≤ π/2.
Let θ be any value such that θαT ≤ θ ≤ θβT . Suppose
we choose λ such that λ’s endpoint on κT lies at
angle θ relative to the x-axis. As mentioned, the
optimal choice for θ guarantees cl(λ) ≥ cl(p). We
say θ is feasible if cl(λ) ≥ cl(p) and θαT ≤ θ ≤ θβT
(see Figure 4a).
Recall Corollary 2.1. Restricting ourselves to
feasible values of θ, we have

In the proof of Lemma 3.1, we chose subpath λ =
λ(γ) based on the maximum clearance of the minimalcost (p, q)-path. Given λ and a point p on βT ,
let γ(p, λ) be the path that walks along βT from p
to λ and then walks along λ. We argued that
µ(γ(p, λ)) ≤ O(µ(p, q)). Point w on βT was the
endpoint of λ. In the following lemma, we prove
the existence of two anchor points wα∗ and wκ∗ on βT
which help us pick a suitable λ without knowing
anything about the minimal-cost (p, q)-path other
than its endpoint p (note that λ does not exist when
neither p nor q use edge βT ). As we show, the anchor
points can be computed in constant time given T .

cl (λ)
+ θβT − θ
cl(p)
rT / cos θ
+ θβT − θ.
= ln
cl(p)

µ(γ(p, λ)) = ln

Lemma 3.2. Let T be a cell of Ṽ. There exist
points wα∗ and wκ∗ on βT such that the following holds:
Let p and q be two points on the edges of T . There Taking the derivative, we see
exists a well-behaved (p, q)-path γ within T such
d
µ(γ(p, λ)) = tan θ − 1.
that µ(γ) ≤ 7µ(p, q). If neither p nor q lie on βT ,
dθ
then γ stays on αT and κT . Otherwise λ(γ) ∩ βT ∈
{wα∗ , wκ∗ , q, p}, and γ avoids at least one of αT or κT . This expression is negative for θ = 0, positive near θ =
π/2, and it has at most one root within feasible
Proof. Let o be the obstacle feature incident to T . We values of θ, namely at θ = π/4. Therefore, µ(γ(p, λ))
assume at least one of p and q lie on βT . Otherwise, is minimized when either cl(λ) = cl(p) or θ =
we simply use the well-behaved path that follows one θ∗ = min{max{π/4, θαT }, θβT }. We pick wκ∗ so
or both of αT and κT . See the proof of Lemma 3.1. that cl(wκ∗ ) = rT / cos(θ∗ ).
Without loss of generality, p lies on βT . We will Case 1b) Suppose κT is a parabolic arc, and
pick λ = λ(γ) so that we minimize the cost of γ(p, λ). suppose q lies on κT . Without loss of generality,
The lemma follows then by using our choice of λ in the parabola supporting κT is equidistant between o
the proof of Lemma 3.1. Observe that for λ that and the line x = 2rT . The equation of the parabola
minimizes the cost of γ(p, λ), the endpoint of λ in polar coordinates is r = 2rT /(1 + cos θ). We
on βT never lies closer to o than p; the value µ(λ) have θβT ≤ π. Define θ and choose λ as in Case 1a.
cannot decrease as one moves λ below p. We will Again, angle θ is feasible if cl(λ) ≥ cl(p) and θαT ≤
now consider several cases based on the shape of T ’s θ ≤ θβT .
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Figure 4: Sample of cases considered in the proof of Lemma 3.2.
Recall Corollary 2.1. Restricting ourselves to feasible values of x, we have
feasible values of θ, we have
cl(λ)
kλk
+
µ(γ(p, λ)) = ln
cl(p)
cl (λ)
cl(λ)
µ(γ(p, λ)) = ln
+ θβT − θ
xβ − x
x tan θκ
cl(p)
+ T
= ln
.
cl(p)
x tan θκ
2rT /(1 + cos θ)
= ln
+ θβT − θ.
cl(p)
We see
Here,
sin θ
d
µ(γ(p, λ)) =
−1
dθ
1 + cos θ
= tan(θ/2) − 1.
Again, the expression is negative for θ = 0, positive
for θ near π, and it has at most one root within
feasible values of θ, namely at θ = π/2. Therefore, µ(γ(p, λ)) is minimized when either cl(λ) = cl(p)
or θ = θ∗ = min{max{π/2, θαT }, θβT }. We pick wκ∗
so that cl(wκ∗ ) = 2rT /(1 + cos(θ∗ )).
Case 1c) Suppose q lies on αT . By Corollary 2.1, the
cost of λ is simply θβT − θαT . Therefore, µ(γ(p, λ))
is minimized when cl(λ) = cl(p). We (arbitrarily)
pick wα∗ so that cl(wα∗ ) = cl(uT ).

d
1
xβ
x tan θκ − xβT
µ(γ(p, λ)) = − 2 T
=
.
dx
x x tan θκ
x2 tan θκ
This expression is negative for x near 0, positive
for large x, and it has at most one root within
feasible values of x, namely at x = xβT / tan θκ .
Therefore, µ(γ(p, λ)) is minimized when either cl(λ) =
cl(p) or x = x∗ = min{max{xβT / tan θκ , xαT }, xβT }.
We pick wκ∗ so that cl(wκ∗ ) = x∗ tan θκ .
Case 2b) Suppose κT is a parabolic arc, and
suppose q lies on κT . Without loss of generality, the
parabola supporting κT is equidistant between o and
a point located at (0, 2yκ ). Therefore, the parabola is
described by the equation y = x2 /(4yκ )+yκ . Define x
and choose λ as in Case 2a. Again, we say x is feasible
if cl(λ) ≥ cl(p) and xαT ≤ x ≤ xβT .
Recall Corollary 2.1. Restricting ourselves to
feasible values of x, we have

Case 2) Suppose o is a polygon edge. Without loss of
generality, o lies on the line y = 0, the edge αT lies on
cl(λ)
kλk
the line x = xαT , the edge βT lies on the line x = xβT ,
µ(γ(p, λ)) = ln
+
cl(p)
cl (λ)
and xβT > xαT ≥ 0.
Case 2a) Suppose κT is a line segment, and suppose q
x2 /(4yκ ) + yκ
xβ − x
= ln
+ 2 T
.
lies on κT . Without loss of generality, the line
cl(p)
x /(4yκ ) + yκ
supporting κT intersects o at the origin with angle θκ .
Let x be any value such that xαT ≤ x ≤ xβT . Suppose We have
we choose λ such that λ’s endpoint on κT has xd
coordinate x. As mentioned, the optimal choice
µ(γ(p, λ)) =
dx
for x guarantees cl(λ) ≥ cl(p). We say x is feasible
2x3 + 4yκ x2 + 8yκ (yκ − xβT )x − 16yκ3
if cl(λ) ≥ cl(p) and xαT ≤ x ≤ xβT (see Figure 4b).
.
(x2 + 4yκ2 )2
Recall Corollary 2.1. Restricting ourselves to

This expression is negative for x near 0 and positive for large x. The derivative of the numerator
is 6x2 + 8yκ x + 8yκ (yκ − xβT ), which has at most
one positive root. Therefore, the numerator has
at most one positive local maximum or minimum.
d
We see
µ(γ(p, λ)) goes from negative to positive
dx
around exactly one positive root (which may not be
feasible), and µ(γ(p, λ)) has one minimum at a posd
itive value of x. Let x0 be this root of
µ(γ(p, λ)).
dx
Value µ(γ(p, λ)) is minimized when either cl(λ) = cl(p)
or x = x∗ = min{max{x0 , xαT }, xβT }. We pick wκ∗ so
that cl(wκ∗ ) = (x∗ )2 /(4yκ ) + yκ .
Case 2c) Suppose q lies on αT . Let y be any value
such that 0 ≤ y ≤ cl(uT ). Suppose we choose λ such
that λ has clearance y. As mentioned, the optimal
choice for y guarantees y ≥ cl(p). We say y is feasible
if y ≥ cl(p) and 0 < y ≤ cl(uT ).
Recall Corollary 2.1 Restricting ourselves to
feasible values of y, we have

some constant c > 0. By augmenting Ṽ with a linear
number of additional edges, each a constant-clearance
path between two points on the boundary of a cell
of Ṽ, the algorithm constructs a graph G1 with O(n)
vertices and computes a minimal-cost path from s to t
in G1 .
˜ the second stage
Equipped with the value d,
computes an O(1)-approximation of d∗ . For a
given d ≥ 0, this algorithm constructs a graph G2
by sampling O(n) points on the boundary of each
cell T of Ṽ and connecting these sample points by
adding O(n) edges (besides the boundary of T ), each
of which is again a constant-clearance path. The
resulting graph G2 is planar, so a minimum-cost
path in G2 from s to t can be computed in O(n2 )
˜ then the cost
time [9]. We show that if d ≥ d,
of the optimal path from s to t in G2 is O(d).
Therefore, if d ∈ [d∗ , 2d∗ ], the cost of the optimal
˜ we run the above
path is O(d∗ ). Using the value of d,
procedure for O(log n) different values of d, namely
˜ i | 0 ≤ i ≤ dlog cne}, and return the least
d ∈ {d/2
2
costly path among them. Let dˆ be the cost of the
path returned.
ˆ the third stage samFinally, using the value d,
ples O(n/ε) points on the boundary of each cell T
of Ṽ and connects each point to O((1/ε) log n/ε) other
points on the boundary of T by an edge. Unlike the
last two stages, each edge is no longer a constantclearance path but it is a minimal-cost path between
its endpoints lying inside T . The resulting graph G3
has O(n2 /ε) vertices and O((n2 /ε2 ) log(n/ε)) edges.
The overall algorithm returns the minimal-cost path
in G3 .
The analysis of all three stages relies on the
guarantees of Lemma 3.2 concerning the existence of
anchor points and well-behaved paths between points
on the boundary of each cell of Ṽ.

cl(λ)
kλk
+
cl(p)
cl (λ)
y
xβT − xαT
= ln
+
.
cl(p)
y

µ(γ(p, λ)) = ln

We have
d
(xβT − xαT )
µ(γ(p, λ)) = 1/y −
.
dy
y2

This expression is negative for y near 0, positive for
large y, and it has at most one root within feasible
values of y, namely at y = xβT − xαT . If cl(p)
and xβT − xαT are at most cl(uT ), then µ(γ(p, λ))
is minimized when either cl(λ) = cl(p) or y = y ∗ =
xβT − xαT . If either cl(p) or xβT − xαT are greater
than cl(uT ), then it costs less for λ to intersect κT
than for it to intersect αT . Therefore, if y ∗ ≤ cl(uT ),
we pick wα∗ so that cl(wα∗ ) = y ∗ . Otherwise, we 4.1 O(n)-approximation algorithm
set wα∗ = wβ∗ .
Here, we describe a near-linear time algorithm to

obtain an O(n)-approximation of d∗ . We augment Ṽ
with O(n) additional edges as described below to
4 Approximation Algorithms
create the graph G1 .
We do the following for each cell T of Ṽ. We
In this section, we propose a near-quadratic-time
(1 + ε)-approximation algorithm for computing the compute anchor points wα∗ T and wκ∗ T as described
minimum-cost path. We first give a high-level in Lemma 3.2. We subdivide βT at wα∗ T and wκ∗ T ,
overview of the algorithm and then describe each and add constant-clearance line segments or circular
step in detail. Throughout this section, let γ ∗ denote arcs λαT and λκT from wα∗ T and wκ∗ T respectively
to the other points of equal clearance on the edges
a minimal-cost (s, t)-path.
High-level description. Our algorithm begins by of T . Finally, let ws be the point on βT of clearcomputing the refined Voronoi diagram Ṽ of O. The ance min{cl(vT ), cl(s)}. We subdivide βT at ws and
algorithm then works in three stages. The first stage add the constant clearance path λs from ws to the
computes an O(n)-approximation of d∗ = µ(s, t), i.e., other point of equal clearance on T ’s edges. See
it returns a value d˜ such that d∗ ≤ d˜ ≤ cnd∗ for Figure 9. All edges in G1 are assigned the cost of
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their path using (1.1) and the equations of Wein thought of as a warm-up for the sampling procedure
et al. [17] for Voronoi edges. We compute and re- given in Section 4.3.
turn the minimal-cost path in G1 from s to t.
Let T be a Voronoi cell of Ṽ and assume
without loss of generality that cl(s) ≤ cl(t).
Lemma 4.1. Graph G1 contains an s, t-path of cost Let wmin and wmax be the points on βT with clearat most O(n) · d∗ .
ance cl(t)/ exp(d) and min{cl(vT ), cl(s) · exp(d)} respectively. We place sample points on βT between
Proof. Suppose γ ∗ has points outside G1 in the points wmin and wmax inclusive to act as vertices
interior of Voronoi cell T . We use the notation given in G2 . The samples are chosen so the cost between
above for adding edges to G1 within T . Let p and q consecutive samples is exactly d (except possibly at
n
be the first and last intersection of γ ∗ and T . We one endpoint). Given a sample point p on an edge
construct a well-behaved (p, q)-path γ through G1 of Ṽ, it is straightforward to compute the coordinates
such that µ(γ) = O(d∗ ). If neither p nor q lie on βT , of the sample point p0 on the same edge such that
then γ is simply the path guaranteed by Lemma 3.2. µ(p, p0 ) = c for any c > 0. Simply use the formula
Suppose otherwise, and let p lie on βT . Suppose q for the cost along a Voronoi edge given in [17, Corollies on κT . Let w be point of higher clearance lary 8]. We emphasize that the points are separated
between wκ∗ T and ws , and let λ be the path of higher evenly by cost; the samples will not be uniformly
clearance between λκT and λs . Path γ follows βT placed in terms of the Euclidean distance along the
from p to ws , follows βT from ws to w, follows λ, and arc. Figure 6 shows the samples used for our constantthen follows κT to q. Note that γ may use some points factor approximation algorithm as well as our third
of βT twice; we describe it as we do to simplify the algorithm described below.
analysis.
From each sample point, we add a constantBy Corollary 2.1, µ(p, ws ) ≤ d∗ .
There- clearance edge to G2 within T to the other point on the
fore, µ(ws , q) ≤ µ(ws , p) + µ(p, q) ≤ 2d∗ . From edges of T with the same clearance, subdividing the
Lemma 3.2, we have µ(γ[ws , q]) ≤ 7µ(ws , q) = O(d∗ ). edges as necessary. We also add constant clearance
Finally, µ(γ) = µ(p, ws ) + µ(γ[ws , q]) = O(d∗ ). A edges within T from anchor points w∗ and w∗ as
α
κ
similar construction is used if q lies on αT .
defined in Lemma 3.2. The refined Voronoi diagram Ṽ
∗
We replace γ [p, q] with γ, reducing the number of is planar. Every edge added to create G2 stays
cells containing points in γ ∗ disjoint from G1 . After within a single cell of Ṽ and has constant clearance.
repeating this procedure in O(n) different Voronoi Therefore, no pair of new edges cross and G2 is planar
cells, we create a path through G1 with cost O(n) · d∗ . as well. We compute the shortest path from s to t

in G2 using the linear (in graph size) time algorithm
of Henzinger et al. [9].
Diagram Ṽ contains O(n) vertices, edges, and cells.
Graph G1 contains a constant number of additional
Lemma 4.3. Suppose d ≥ d∗ and cl(s) ≤ cl(t).
vertices and edges per cell, so it has O(n) vertices and
Value cl(t)/ exp(d) is a lower bound on the minimal
edges total. Computing the shortest s, t-path in G1
clearance attained by γ ∗ and cl(s) · exp(d) is an upper
takes O(n log n) time5 .
bound on the maximal clearance attained by γ ∗ .
Theorem 4.2. Let O be a set of polygonal obstacles
∗
in the plane, and let s, t be two points outside O. There Proof. Let pmin be the point where γ attains the
exists an O(n log n)-time O(n)-approximation algo- minimal clearance. Clearly, µ(s, t) ≥ µ(s, pmin ) +
rithm for computing the minimum-cost path between s µ(pmin , t). Using this observation together with
Corollary 2.1, we obtain our lower bound. The upper
and t.
bound follows by similar arguments.

4.2 Constant-factor approximation
For each Voronoi cell T , let β̂T be the portion
Recall that, given an estimate d of the cost d∗ of
of
β
T that receives sample points. We have the
the optimal path, we construct a planar graph G2 by
following
two properties: (i) cost µ(β̂T ) = O(d) and
sampling points along the edges of the refined Voronoi
∗
∗
diagram Ṽ. The sampling procedure here can be (ii) if d ≥ d , then no point on βT \ β̂T can lie on γ .
Property (i) follows by (2.4). Property (ii) follows
from Lemma 4.3.
5
We note that G1 is planar, so we can find shortest paths
in G1 in linear time [9]. However, using the linear time
algorithm will not improve the asymptotic running time of
our O(n)-approximation.

Lemma 4.4. Suppose d ≥ d∗ . Graph G2 contains an
s, t-path of cost O(d).
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λαT

αT

βT

T

(a) Point-obstacle cell

wκ∗T

wα∗ T

(b) Line-obstacle cell

Figure 5: Edges added within cell T for the O(n)-approximation algorithm.
˜ î ≤ 2d∗ . Let di be the
Fix integer î so d∗ ≤ d/2
cost of the shortest path in G2 during iteration i. Let dˆ
be the minimal output of the O(1)-approximation
algorithm over the set of O(log n) iterations. By
Lemma 4.4, we have

Proof. Let γ be a maximal portion of γ ∗ lying in a
single Voronoi cell T of Ṽ, and let p and q be the
endpoints of γ. If neither p nor q lies on βT , then
Lemma 3.2 guarantees that the edges of T contain a
well behaved path γ 0 of cost at most 7µ(γ).
Suppose otherwise, and let p lie on βT without
loss of generality. By property (ii), there exists a
sample point p0 on βT such that µ(p, p0 ) ≤ nd . We
have µ(p0 , q) ≤ µ(p0 , p) + µ(p, q) ≤ µ(p, q) + nd . By
Lemma 3.2 and the choice of edges in G2 , there
exists a well-behaved path in G2 through T of cost
at most 7µ(p0 , q); if this path enters the interior of T ,
then it does so at one of p0 , wα∗ , or wβ∗ . In particular,
there exists a path γ 0 in G2 from p to q of cost at
most 7µ(p, q) + O( nd ).
Each edge of Ṽ is a minimal-cost path. Therefore,
each edge is incident to at most two maximal subpaths
of γ ∗ internally disjoint from Ṽ. We conclude there
are O(n) such subpaths. Each can be replaced by one
going through G2 as described above. The total cost
of the new path from s to t is 7d∗ +O(n)·O( nd ) = O(d).


˜ î ) = O(d∗ ).
dˆ ≤ dî ≤ O(d/2
Theorem 4.5. Let O be a set of polygonal obstacles
in the plane, and let s, t be two points outside O.
There exists an O(n2 log n) time O(1)-approximation
algorithm for computing the minimum cost path
between s and t.
4.3

Computing the final approximation
Finally, let dˆ be the estimate returned by our constant
factor approximation algorithm so that d∗ ≤ dˆ ≤ cd∗
for some constant c. We construct a graph G3 by
sampling points along the edges of the refined Voronoi
diagram Ṽ.
Sample vertices in G3 . Let T be a Voronoi cell6
of Ṽ and assume without loss of generality that cl(s) ≤
cl(t). In each case below, points within a single region
ˆ
are sampled so they lie at cost εnd apart. Along αT ,
we place samples between points wmin and wmax with
ˆ and min{cl(uT ), cl(s) · exp(d)},
ˆ
clearance cl(t)/ exp(d)
respectively (including at wmin and wmax ). Along βT ,
we place samples between points wmin and wmax
ˆ and min{cl(vT ), cl(s) ·
with clearance cl(t)/ exp(d)
ˆ respectively. Along κT , we place samples
exp(d)},
between uT and the point on κT of cost 2dˆ from

Property (i) ensures that the number of vertices
added along each edge e is O(n). Therefore, the total
number of vertices added along edges of Ṽ is O(n2 ).
We use a linear-time algorithm [9] to compute a
shortest path in planar graph G2 , so constructing G2
and finding a minimal-cost path G2 takes O(n2 ) time.
For our constant-factor approximation algorithm,
we perform an exponential search over the values
of path costs. Let d˜ ≤ cnd∗ be the cost of the
path returned by the O(n)-approximation algorithm
(Section 4.1). For each i from 0 to dlog cne, we take
˜ i as the estimate of d∗ , and run the above
d = d/2
procedure to construct a graph G2 and compute a
minimal-cost path in the graph. We return the least
costly of the paths computed over all iterations.

6 Note that as we consider each cell independently, we
actually consider each edge e twice as it is adjacent to two
cells. However, as follows from the description, the same set
of samples are placed on the edge regardless of which cell one
considers. Considering each edge twice does not change the
complexity of the algorithm or its analysis and simplifies the
description.
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Figure 6: Samples placed on the edges of a cell T

Figure 7: Vertices in S(p) which are used to construct the set of edges

of Ṽ. The sampled regions are depicted in purple.
For the constant-factor approximation algorithm,
samples are placed on βT only.

of G3 .

uT . Additionally, let v 0 be the point of clearance
ˆ cl(vT )} on κT . We place samples
min{cl(s) · exp(d),
on κT between v 0 and the point u0 on κT of cost 4dˆ
from v 0 such that cl(u0 ) ≤ cl(v 0 ). See Figure 6.
The edges of G3 . Let T be a cell of Ṽ incident to
obstacle feature o. We say two points p and q in T
are locally reachable from one another if the minimalcost path from p to q relative only to o lies within T .
Equivalently, the minimal-cost path relative to o is
equal to the minimal-cost path relative to O.
Let p be a sample point on βT . We compute
anchor point wκ∗ as described in Lemma 3.2. We then
compute a collection of sample points S(p) on κT as
candidate neighbors of p in G3 . Let κ̂T be the portion
of κT that receives sample points, and let η denote
one of the (possibly overlapping) connected regions
of equally spaced sample points on κ̂T as described
above. Region η is either the set of points on κT
within cost 2dˆ from uT or the set of points on κT
lying between u0 and v 0 . See Figures 6 and 7. We add
the following points to S(p). For each w ∈ {p, wκ∗ }
(lying on βT ), let ↓ (w) be the sample point on κT of
highest clearance less than cl(w) in η (assuming such
a point exists). Finally, let ↑ (w) be the sample point
on κT of lowest clearance greater than cl(w) in η.
Let imax be the greatest i such that (1 + ε)i is at
most the number of sample points on η.
To begin, we add to S(p) the endpoints of η.
For each q0 ∈ {↓ (p), ↓ (wκ∗ )}, we add the following
points to S(p). First, we add q0 to S(p). We
then iteratively walk along each sample point of η
in decreasing order of clearance starting with q0 . For
each non-negative integer i ≤ imax , we add the point qi
encountered at step b(1 + ε)i c of the walk. Similarly,
for each q0 ∈ {↑ (p), ↑ (wκ∗ )}, we add to S(p) the
point q0 and perform the walk along points of greater
clearance. See Figure 7.
We add edges from p to each locally reachable
point q of S(p). The cost of the edge (p, q) is the cost

of the optimal path from p to q with respect to the
feature o, as given in (2.2) or (2.3).
We add a similar set of points from each η
of κT or αT to S(p) as well as edges to those
locally reachable members of S(p). Finally, a similar
procedure exists for sample points p on αT . For
such p, set S(p) contains points on βT and edges are
added to locally reachable members of that set. We
compute the minimal-cost path from s to t in G3
using Dijkstra’s algorithm with Fibonacci heaps [8].
Let e be an edge of Ṽ and recall that ê denotes
the portion of e that receives sample points. We will
show that the following two properties (analogous to
the two properties stated in Section 4.2) hold: (i) cost
ˆ for any connected component η of ê and
µ(η) = O(d)
(ii) if dˆ ≥ d∗ , then no point on e \ ê can lie on γ ∗ .
Property (i) holds by our choice of sampling intervals
and Corollary 2.1. We now show property (ii) holds.
Let T be a cell bounded by e, and let γ be any
s, t-path that passes through T such that µ(γ) ≤ dˆ
(assuming one exists). Let p and q be the points
where γ enters and exits T , respectively. We will show
that q lies within the regions sampled.
ˆ ≤
If q lies on an internal arc then cl(t)/ exp(d)
ˆ
cl(q) ≤ cl(s) · exp(d). The claim holds. If q lies on the
external arc κT and p lies on αT , then by the analysis
ˆ
of Case 1 in Lemma 3.1, µ(uT , q) ≤ 2µ(γ) ≤ 2d.
Point q lies in a sampled region. If not, then q lies
on κT and p lies on βT . Following the lines of the
analysis of Case 2 in Lemma 3.1, µ(v 0 , q) ≤ 4µ(γ) ≤
ˆ Again, q lies in a sampled region.
4d.
We have the following lemmas which will allow
us to prove that using G3 , one can compute a (1 + ε)approximation to the minimal-cost path problem.
Lemma 4.6. Let T be a cell of Ṽ incident to obstacle
feature o. Let p be a point on T ’s edges, and let e0 be
an edge of T not containing p. Let Qp be the set of
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Figure 8: Case 1 of proof of Lemma 4.6. (a) A cell of a point obstacle in Ṽ and the optimal path between points
p and q (blue) in the original (left) and transformed plane (right), respectively. (b,c) The set of locally reachable
points Qp (purple) from the point p in the transformed plane.
points on e0 locally reachable from p. If Qp is non- This is true until some line `∗ goes tangent to f (κT )
empty, then it is connected and has one boundary at at (θ∗ , ln r∗ ), and no line intersects f (κT ) again after
an endpoint of e0 .
that point. Line `∗ is the first line to intersect βT
without first crossing f (κT ). If e0 = κT , then Qp
consists of all points q such that f (q) lies on f (κT )
Proof. We consider two main cases.
between f (uT ) and (θ∗ , ln r∗ ). If e0 = βT , then Qp
Case 1) Suppose o is a polygon vertex. Without consists of all points q such that∗ f (q) lies on βT below
loss of generality, o lies at the origin, edge αT the intersection of f (βT ) and ` . A similar argument
intersects the line y = 0 at the origin with angle θαT , holds if p lies on βT .
Finally, suppose p lies on κT and e0 = αT (Figedge βT intersects the line y = 0 at the origin
ure
8c).
Let `∗ be the line tangent to f (κT ) at f (p).
with angle θβT , and θβT > θαT ≥ 0. Let q ∈ Qp .
∗
If q does not exist, then there is nothing to prove. Line ` intersects f (αT ) at f (w). Lines to higher
Otherwise, let γ be the minimal-cost path from p to q. points on f (αT ) that intersect f (p) cross f (κT ),
Equation (2.2) describes the cost of γ. We consider a so w is the highest clearance point on αT locally
mapping f : R2 → R2 taking points to a transformed reachable from p. All lower points on f (αT ) are
plane. Given a in polar coordinates point (r, θ), the locally reachable, though. Therefore, Qp consists
mapping f is defined as f (r, θ) = (θ, ln r). Given a of all points q on αT of clearance at most cl(w). A
path γ 0 , we abuse notation and let f (γ 0 ) = f ◦ γ 0 , the similar argument holds if p lies on κT and e0 = βT .
composition of f and γ 0 . Path γ becomes a straightline segment connecting p and q in the transformed
plane. Both αT and βT become vertical rays in
the transformed plane going to −∞. Further, it is
straightforward to show that κT becomes a convex
curve in the transformed plane when restricted to
values of θ such that θαT ≤ θ ≤ θβT . Two points p0
and q 0 in T are locally reachable from one another if
and only if the line segment between f (p0 ) and f (q 0 )
does not cross the boundary of T in the transformed
plane (see Figure 8a).
Suppose p lies on αT (Figure 8b). Point uT is
clearly locally reachable from p. Let Lp be the set of
lines in the transformed plane that intersect the point
f (p). The transformed line segment connecting f (p)
to f (uT ) is supported by the (vertical) line `∞ ∈ Lp
with infinite slope. Consider ordering the lines in
` ∈ Lp by decreasing slope starting with `∞ . The first
intersection of each ` ∈ Lp with f (κT ) moves farther
to the right as the slope decreases. Moreover, each of
these first intersections are locally reachable from p.
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Case 2) Suppose o is a polygon edge. Without
loss of generality, o lies on the line y = 0, the edge αT
lies on the line x = xαT , the edge βT lies on the
line x = xβT , and xβT > xαT ≥ 0. There is no notion
of the transformed plane for polygon edge o, but we
are still able to use similar arguments to those given in
Case 1. Two points p0 and q 0 in T are locally reachable
from one another if the circular arc containing p0 and q 0
centered on o does not cross κT .
Suppose p lies on αT (see Figure 9a). Point uT
is clearly locally reachable from p. Let Cp be the set
of circles that intersect the point p and have their
center on o. The line segment connecting p to uT
is supported by the degenerate circle C∞ ∈ Cp with
center at (∞, 0). The upper semi-circle of C∞ contains
the point (x, ∞) for every x > xαT . Consider ordering
the circles of Cp by decreasing x-coordinate of their
centers, starting with C∞ . The upper semi-circle of
each C ∈ Cp is a concave curve, and edge κT is a
convex curve; the upper semi-circles all intersect κT

vT
uT
αT

w∗ = (x∗, y ∗)

Qp

κT

T

vT
κT

βT
uT

C∗

αT

T

βT

p
Qp

C∗

q∗

p

(a) p ∈ αT

(b) p ∈ κT

Figure 9: Case 2 of proof of Lemma 4.6. Green circle C ∗ which intersects p centered at (x, 0) and tangent to κT
defines the points QT (purple) locally reachable from p. (a) Circles intersecting p centred at (x, 0) with larger
(blue) and smaller (cyan) radii than C ∗ , respectively.
at most two times. Fix an x > xαT . The point (x, y)
on the upper semi-circle of each C ∈ Cp moves
downward as the circle centers move left until one of
the circles intersects (x, 0). Indeed, the bisector of line
segment p(x, y) must continue intersecting the center
of each C ∈ Cp as the centers move left. Therefore,
there is some last C ∗ ∈ Cp that intersects κT ; circle C ∗
and κT are tangent at point w∗ = (x∗ , y ∗ ).
The first circles C ∈ Cp in our ordering lie
above κT at each x-coordinate, but eventually they
lie below κT at each x-coordinate. Also, the second
crossing of any C ∈ Cp and κT can never occurs to the
left of w∗ . We conclude that each point (x, y) on κT
between uT and w∗ must be locally reachable from p.
If e0 = κT , then these points are precisely Qp .
Now, assume some point on βT is locally reachable
from p. Circle C ∗ is the first to reach βT without
crossing κT . As the center of each C ∈ Cp moves
left from C ∗ ’s center, the intersection of C and βT
moves downward. If e0 = βT and Qp is non-empty,
we have Qp consisting of all points on βT between o
and the intersection of C ∗ and βT . A similar set of
arguments hold if p lies on βT .
Finally, suppose p lies on κT and e0 = αT (see
Figure 9b). Let C ∗ be the circle centered on o
which lies tangent to κT at p. Circle C ∗ contains a
point q ∗ on αT locally reachable from p. If we initially
take C = C ∗ and move the center of C to the left, then
the arc between p and αT along C moves above κT and
must cross again closer to αT . However, if we move
the center of C to the right, then the arc between p
and αT stays below κT . In addition, the intersection
of C and αT moves downward. Therefore Qp consists
of all points q such that q lies on α below q ∗ . A similar
argument holds if p lies on κT and e0 = βT .


Lemma 4.7. Graph G3 contains an s, t-path of cost
at most (1 + O(ε))d∗ .
Proof. Let γ be a maximal subpath of γ ∗ lying in a
cell T of Ṽ and let p and q be the endpoints of γ.
Let ep be the edge of T containing p and eq be the
edge of T containing q. By Corollary 2.1, ep 6= eq .
We assume p lies on βT and q lies on κT . The other
cases are the same. By Lemma 4.6 and property (ii)
given above, there exists a sample point p0 locally
ˆ
reachable from q on βT such that µ(p, p0 ) ≤ εnd . We
ˆ

have µ(p0 , q) ≤ µ(p, q) + εnd . Suppose there exists a
point q 0 ∈ S(p0 ) on κT locally reachable from p0 such
ˆ
that µ(q, q 0 ) ≤ εnd . In this case, there exists a path
from p to q through G3 which takes edge p0 q 0 and has
ˆ
total cost at most µ(p, q) + 4εnd .
Suppose there is no locally reachable q 0 as described above. Lemma 3.2 describes how to find a wellbehaved path γ 0 between p0 and q such that µ(γ 0 ) ≤
7µ(p0 , q).
There exists λ = λ(γ 0 ) with one endpoint on κT .
Let w0 be the endpoint of λ on κT . Path γ 0 follows κT
from w0 to q. Recall our algorithm adds sample
ˆ such that
points along several regions of length O(d)
εdˆ
each pair of points lies at cost n apart. Point q
lies in one of these regions η. By assumption, q is
ˆ
at least εnd cost away from any sample point of η.
Therefore, w0 and q cannot both lie between a pair
of consecutive sample points on η. Let q0 be the first
sample point of η encountered by γ 0 on κT . Path λ
has an endpoint on κT of clearance cl(p0 ) or cl(wκ∗ ).
Therefore, q0 ∈ {↓ (p0 ), ↓ (wκ∗ ), ↑ (p0 ), ↑ (wκ∗ )}.
For each of these possible q0 , our algorithm adds
samples qi to S(p) spaced geometrically away from q0
in the direction of q. These samples include one

endpoint of η. Let qk be the last of these sample
points closer to q0 than q, and let qk+1 be the next
of these sample points. By Lemma 4.6, at least one
of qk and qk+1 is locally reachable from p. Let q 0 be
this locally reachable point.
Let δ = µ(q0 , q) εndˆ. Value δ is an upper bound
on the number of samples in η between q0 and q. We
have b(1 + ε)k c ≤ δ ≤ b(1 + ε)k+1 c. In particular δ ≤
(1 + ε)k+1 , which implies δ − b(1 + ε)k c ≤ εδ + 1.
Similarly, b(1 + ε)k+1 c − δ ≤ εδ. Also, µ(q0 , q) ≤
7µ(p0 , q). We have
εdˆ
µ(q, q 0 ) ≤ (εδ + 1)
n

 ˆ
εn
εd
≤ µ(q0 , q)
+1
ˆ
n
εd
εdˆ
= εµ(q0 , q) +
n
εdˆ
≤ 7εµ(p0 , q) + .
n
We have µ(p0 , q 0 ) ≤ µ(p0 , q) + µ(q, q 0 ) ≤ (1 +
ˆ
7ε) · µ(p0 , q) + εnd . There exists a path from p to q
through G3 which takes edge p0 q 0 and has total
ˆ
cost (1 + 7ε)µ(p, q) + O( εnd ).
Each edge of Ṽ is a minimal-cost path. Therefore,
each edge is incident to at most two maximal subpaths
of γ ∗ internally disjoint from Ṽ. We conclude there
are O(n) such subpaths. Each can be replaced by one
going through G3 as described above. The total cost
of the new path from s to t is

points outside O. Given a parameter ε ∈ (0, 1], there
2
exists an O( nε2 log nε )-time approximation algorithm
for the minimal-cost path problem between s and t such
that the algorithm returns an s, t-path of cost (1+ε)d∗ .
5 Discussion
In this paper we present the first polynomial-time approximation algorithm for the problem of computing
minimal-cost paths between two given points (when
using the cost defined in (1.1)). Our immediate goal
is to improve the running time of our algorithm to be
near-linear. A possible approach would be to refine
the notion of anchor points so it suffices to put only
O(log n) additional points on each edge of the refined
Voronoi diagram.
Finally, there are natural interesting open problems that we believe should be addressed. The first
is to prove whether the problem at hand is NP-Hard
or not. When coming to assess if such a problem is
NP-Hard, one needs to consider both the algebraic
complexity and the combinatorial complexity of the
problem. In this case we believe that the algebraic
complexity may be high because of the cost function
we consider. However, we believe that combinatorial complexity, defined analogously to the number
of “edge sequences” may be small. We are currently
investigating if this is indeed the case. The second
natural interesting open problem calls for extending
our algorithm to compute near-optimal paths amid
polyhedral obstacles in R3 .

εdˆ
(1 + 7ε) · d + O(n) · O( ) =
n
(1 + O(ε)) · d∗ + O(ε) · dˆ =
∗

(1 + O(ε))d∗ .


Recall that n denotes the number of obstacle
features. The refined Voronoi diagram Ṽ contains
a linear number of vertices and edges. Vertices are
ˆ
sampled at intervals of cost εnd . Therefore, property (i)
ensures that the number of vertices added along each
edge e is O( nε ). In turn, the total number of vertices
2
in G3 is O( nε ). Each sample vertex on an internal
edge is incident to O( 1ε log nε ) edges of G3 , bringing the
2
total number of edges in G3 to O( nε2 log nε ). Recall, we
compute the shortest path from s to t using Dijkstra’s
algorithm with Fibonacci heaps [8].
Thus, we obtain the following theorem.
Theorem 4.8. Let O be a set of polygonal obstacles
in the plane with n vertices total, and let s, t be two
13
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Optimal motion planning for a tethered robot:
Efficient preprocessing for fast shortest paths queries
Oren Salzman∗ and Dan Halperin∗
Abstract— We study the problem of planning the shortest
path for a polygonal robot anchored to a fixed base point by
a finite tether translating among polygonal obstacles in the
plane. Specifically, we preprocess the workspace to efficiently
answer queries of the following type: Given a source location
of the robot and an initial configuration of the tether, compute
the shortest path to reach a target location while avoiding
obstacles and adhering to the tether’s constraints. Our work
is an extension of the recent work by Kim et al. [1] who
considered the problem for a point robot. Their algorithm
relies on a discretization of the workspace and is optimal with
respect to this discretization. We first replace their grid-based
approach with a visibility-graph based approach. This allows to
improve the running time of their algorithm by several orders
of magnitude. Specifically, testing on a scenario similar to one
presented by Kim et al., the running time is improved by a
factor of more than 500. Moreover, our approach, which plans
optimal paths, is applicable to polygonal (translating) robots and
can be used to plan a shortest path while ensuring a predefined
clearance from the obstacles. We report on our experimental
results on a variety of scenarios. In all cases the preprocessing
time is less than one second on a standard-commodity laptop,
and a typical query takes several tens of miliseconds.

stage allows for an efficient query stage: given a query source
grid-vertex with the homotopy class of the cable, they use
the A* algorithm [4] to traverse a precomputed graph. This
allows to find a path that reaches the target grid vertex while
satisfying the tether’s constraints. Their approach obtains a
solution that is optimal with respect to the grid size and to
several simplifying assumptions.
We replace the approximate grid approach with an optimal
visibility-graph based solution, which is at the same time
significantly faster. We first consider the case of a point
robot and discuss several additional issues such as the computational complexity of the data structure that is obtained
and how to efficiently compute and use a data structure that
describes the homotopy invariant of curves. We then extend
the algorithm for the case of a tethered polygonal robot
translating in the plane. This extension also allows to ensure a
minimal clearance between the robot and the obstacles along
the path traversed by the robot.

I. I NTRODUCTION

The problem of planning for a tethered robot has been
studied for almost two decades. Hert and Lumelsky provide
an algorithm for motion planning of multiple tethered robots
that cannot cross each other’s tether in a common planar and
spatial environment that is free of obstacles [5], [6].
Planning the shortest path given a single source and a
single target was considered by Xavier [7] and later by Xu
et al. [8]. Similar to the work presented in this paper, their
work uses the notion of visibility graphs (see Section II).
The work by Kim et al. builds upon the early work by
Igarashi and Stilman who study a similar problem where the
tether is not stretchable. They use an augmented graph to
efficiently encode paths in the same homotopy class [9]. In
addition, Kim et al. use the topological approach to motion
planning taken by Bhattacharya et al. [10] and later, in
another paper by Kim et al. [11] to formally define the data
structure they use.
Planning for tethered robots has also been studied in the
context of coverage. Shnaps and Rimon [12] give an online
algorithm in which a tethered robot has to cover an unknown
planar environment. Using similar techniques, they consider
on-line coverage by a battery-powered robot [13]. As they
represent the battery capacity by the path length L that the
robot can travel under a full battery charge, their solution
shares many characteristics of planning for a tethered robot.
Finally, Abad-Manterola et al. [14] study the problem of
planning a path for a tethered axel rover on steep terrains.
Their work was later extended to an online algorithm [15].

We consider a planar polygonal robot translating amidst
polygonal obstacles while being anchored by a tether to a
given base point pb . The robot may drive over the cable,
which is a flexible and stretchable elastic band remaining
taut at all times. We study the problem of constructing a
data structure that allows to efficiently compute the shortest
path of the robot between any two given points ps , pt while
satisfying the constraint that the tether can extend to length
at most L from the base.
Tethers are often used to provide energy to robots or
as a communication link for tele-operation. Examples of
scenarios where such tethered robots are used can be found
in underwater or disaster recovery missions [2], [3]. The
finite length of the tether, as well as its position, need to
be accounted for when planning a path for the robot.
This work builds on the recent work by Kim et al. [1].
They study the problem of planning the shortest path for a
point tethered robot. In their work, they suggest to use the
notion of homotopy classes of curves to address this problem.
They overlay the workspace with a grid and compute all
possible homotopy classes that could be used to reach any
grid vertex from the base point. This expensive preprocessing
∗
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A. Related work

B. Paper organization
In Section II we formally describe the setting and provide
the necessary algorithmic background. We continue in Section III to describe our visibility-graph based algorithm for
the case of a point robot. Our algorithm is straightforwardly
extended in Section IV for the case of a polygonal translating
robot. Simulations are presented in Section V.
II. S ETTING AND ALGORITHMIC BACKGROUND
A. Setting
Let W ⊂ R2 be the workspace where the robot moves
and let the obstacles O = {O1 , . . . , Om } be a collection
of m pairwise interior-disjoint simple polygons having n
vertices in total. Polygons are considered as open sets—
this allows for motions where the robot translates while
“grazing” the obstacles. Given two points p, q we denote
by pq the straight-line segment connecting p to q, and by
kpqk the Euclidean distance between p and q. A graph
G = (V, E) is embedded in the workspace if (i) each vertex
is associated with a point in the workspace and (ii) each
edge of the graph is associated with the straight-line segment
connecting the two points associated with its vertices. When
referring to embedded graphs we use the vertices of the
graphs and their associated points interchangeably. Finally,
we say that a graph is embedded in the free space if it is
embedded in W \ O, namely if (i) ∀v ∈ V, v ∈
/ O and if
(ii) ∀(u, v) ∈ E, uv ∩ O = ∅.
B. Visibility graph

To efficiently compute the shortest path for a tethered robot
we make use of visibility graphs. The visibility graph G vis =
(V vis , E vis ) of O is an undirected graph embedded in the free
space defined on the set of the polygon vertices. Its set of
edges consists of those pairs of vertices that are mutually
visible. Two vertices are mutually visible if the straight-line
segment connecting them does not intersect the interior of
any of the polygons in O. In this case, we call this segment
a visibility edge.
The visibility graph (consisting of the vertices and all the
visibility edges) can be used to compute shortest paths amidst
polygonal obstacles, where the polygons are considered as
open sets [16, C. 15]. Each edge is given a weight equal to
the Euclidean distance between its two end-vertices. To find
a shortest path between a source s and a target t, one simply
needs to add s and t as vertices in G vis together with all
visibility edges incident to s or t. The path may be obtained
by executing Dijkstra’s algorithm starting from s.
In fact, to compute shortest paths, it is sufficient to consider only the edges that are bitangent to the polygons they
connect, namely edges that can be infinitesimally extended
in both directions without penetrating any polygon. Such bitangent edges are called reduced visibility edges (see Fig. 1).
We refer to the set of reduced visibility edges as Ẽ vis ⊆ E vis
and to the reduced visibility graph as G̃ vis = (V vis , Ẽ vis ). The
path constructed using G̃ vis is the shortest path between s
and t. The (reduced) visibility graph can be computed in
O(|E vis | + n log n) time [17].

target
O3
O1

source

O2

Fig. 1. Visibility graph defined over a set of three obstacles. The
reduced visibility edges are depicted in black, the visibility edges
which are not reduced are depicted in dashed gray. A shortest path
computed using the visibility graph is highlighted in blue.

O3
γ3

γ1

γ2
O1
O2

Fig. 2. The two curves γ1 , γ2 are homotopic as there is a continuous
deformation between the two that does not intersect any obstacle. γ3 is
not homotopic to γ1 , γ2 as any deformation will intersect an obstacle.

As we will see, to allow for a minimal clearance for the
robot, we will need to construct the visibility graph of a set
of obstacles that have circular arcs on their boundary. In this
case, G vis consists of every visible bi-tangent of two circular
arcs of the boundary of O, every two mutually visible
vertices and every visibility-edge between a vertex and a
point tangent to a circular arc. Constructing the visibility
graph of obstacles that include circular arcs can be done in
O(n2 log n) time [18].
C. Minkowski sums and translating polygons
To extend our algorithm from point robots to polygonal
robots we will use Minkowski sums. Given two sets P, Q ∈
R2 , their Minkowski sum, denoted P ⊕ Q, is their pointwise vector sum, namely the set P ⊕ Q = {p + q|p ∈
P, q ∈ Q}. The complexity of the Minkowski sum of two
planar polygons P , Q with n1 and n2 vertices respectively is
Θ(n1 +n2 ) if both P and Q are convex, Θ(n1 n2 ) in the case
one of the two is convex [19] and Θ(n21 n22 ) in the general
case [20]. Let R be a polygonal robot such that the origin
lies in R and O be a polygonal obstacle. The robot intersects
the obstacle if the origin lies inside the Minkowski sum of
the obstacle and a reflection of R through the origin, namely
in M = −R ⊕ O. Thus, given a set of obstacles O, the set
of placements of the S
robot that will cause a collision with
an obstacle is simply O∈O O ⊕ −R (see, e.g, [21, C. 4]).
D. Homotopy of curves and h-signature

Homotopy classes of curves are a fundamental notion used
in the work of Kim et al. [1]. Let γ1 , γ2 ∈ W \ O be two
curves sharing the same start and end points. They share the
same homotopy class if there is a continuous deformation
between γ1 and γ2 in W \ O (see Fig. 2).
In order to identify if two curves that share the same endpoints are homotopic we use the notion of h-signature. This
notion comes from early work on topology-based approaches
to motion planning [10], [11], [22]. Take a point pk ∈ Ok in
each obstacle and extend a vertical ray ρk towards y = +∞

γ1

O3

O1

γ2

O3

F. Planning using grid-based homotopy-augmented graphs

O1
O2

(a)

to the graph with h-signature wj = r(wi · h(vi vj )) and cost
cj = ci + kvi vj k if (i) cj ≤ L and (ii) there is no node
(vj , wj , c0j ) already in the graph for some cost c0j .

O2

(b)

Fig. 3.
Two homotopic curves γ1 , γ2 . (a) The signature of γ1 is
s(γ1 ) = t1 t1 t1 t3 t2 . The reduced signature of the curve γ1 is h(γ1 ) =
t1 t3 t2 . (b) The signature of γ2 is s(γ2 ) = t2 t2 t1 t3 t2 . The reduced
signature of the curve γ2 is h(γ2 ) = t1 t3 t2 .

from pk . Given a curve γ, let ρk1 , ρk2 , . . . be the sequence
of rays crossed when tracing γ. The signature of a curve γ,
denoted by s(γ), is defined as a sequence of letters, one
for each such crossing. If γ intersects the ray ρk , extended
from pk , by crossing it from left to right then the letter tk
is added to the word. If γ intersects ρk by crossing it from
right to left then the letter tk is added. The reduced word,
denoted by r(s(γ)), is constructed by eliminating every two
consecutive letters in the form of tk tk or tk tk . The reduced
word r(s(γ)) is a homotopy invariant for curves with fixed
endpoints. It will be denoted as h(γ) = r(s(γ)) and called
the h-signature of γ (See Fig. 3).
The h-signature of a curve γ which is a concatenation
of two curves γ = γ1 · γ2 is the reduced signature of the
concatenation of the two curves’ signatures h(γ) = r(s(γ1 ) ·
s(γ2 )). The homotopy invariant of a curve, its h-signature,
uniquely identifies the homotopy class of the curve. That is,
two curves connecting the same points have identical reduced
words iff they are homotopic. For more information, see [1].
E. Homotopy-augmented graph
We now review the homotopy-augmented graph Gh of a
graph G = (V, E) embedded in the free space. The graph Gh
encodes for each vertex of G, all homotopy classes that can
be used to reach the vertex using a tether of length L. It
can then be used to efficiently answer queries solving the
motion-planning problem for a point tethered robot.
Recall that pb is the base point to which the tether is
anchored and that the maximal length of the tether is L.
The homotopy-augmented graph Gh is defined as follows:
the vertices are tuples (v, w, c) where v ∈ V is a vertex of G,
w defines an h-signature to reach v from the base node pb
and c is the cost (Euclidean shortest path) to reach p from pb
in the homotopy class defined by w. Note that there could be
several vertices in Gh sharing the same point p with different
h-signatures and possibly different costs.
The homotopy-augmented graph can be constructed by
running Dijkstra’s shortest path algorithm from the base node
which is (pb , ∧, 0) i.e., using an h-signature that is the empty
word (denoted by ∧) and a cost of zero. The search is
terminated when all nodes of cost less than L have been
exposed. Let (vi , wi , ci ) be a vertex considered by Dijkstra’s
algorithm for some vertex vi ∈ V of G, h-signature wi and
some cost ci representing the length of the shortest path to
reach vi in the homotopy class defined by wi . For every
vj ∈ V such that (vi , vj ) ∈ E, the node (vj , wj , cj ) is added

Kim et al. [1] addressed the motion-planning problem
of a point tethered robot by overlaying a grid on W \ O.
The grid induces an embedded graph where the vertices of
the graph are the grid vertices. Each grid point has eight
neighbors (grid points to the left, right, top, bottom and the
four diagonals). An edge is added between two vertices if the
line connecting the corresponding grid points is in W \ O.
After computing this grid-based graph, they compute the
homotopy-augmented graph induced by the grid. As they
use a grid, the cost computed is an approximation of the
Euclidean distance traversed by the tether. Thus, they add a
shortcutting algorithm to reduce this effect.
The algorithm presented by Kim et al. relies on the
grid resolution to be fine enough to accurately capture the
free space W \ O. Even for simple scenarios with a few
convex polygons, their homotopy-augmented graph consists
of around one million vertices and takes between several
seconds to several hundreds of seconds to compute.
III. H OMOTOPY- AUGMENTED VISIBILITY GRAPHS
In this section we describe how to replace the grid-based
homotopy-augmented graph introduced by Kim et al. with a
visibility-based homotopy-augmented graph Ghvis . We start by
describing the data structure used to efficiently compute the
h-signature. We then describe Ghvis and explain how it is used
to answer a query. Finally, we summarize the computational
complexity of our algorithm.
A. Extending rays from the obstacles
Given the set O of m obstacles, we take a point pk ∈ Ok
in each obstacle and extend a ray towards y = +∞ from pk .
The points are picked such that no two points share the same
x-value (this is easy to do assuming that each obstacle has
non-zero area). We set P = {p1 . . . pm } to be all such points.
Our algorithm will use curves that are polylines, thus, we
wish to efficiently compute the h-signature of a line segment.
To do so, we need a structure that will answer queries of the
form: Given a query line segment q in the plane, efficiently
report all the points in P that lie in the x-range of q and are
below q. More formally, if the endpoints of q are (x1 , y1 ) and
(x2 , y2 ), then we seek to report all the points p = (x, y) ∈ P
such that (i) x1 ≤ x ≤ x2 and (ii) the vertical line through p
intersects q in a point (x0 , y 0 ) with y 0 ≥ y.
There is a variety of data structures that could be used
here and we restrict our attention to those that require only
near-linear space and preprocessing time of |P |.
We handle the case where the query segment q is vertical separately with a simple search structure on the xcoordinates of the points. From this point on we assume
that q is not vertical. We construct a mutli-level data structure
as follows. The first level of the data structure is a balanced

binary tree T on the points in P according to their xcoordinates. Each node v of T is assigned with a subset
of points of P , which we denote by v(P ): Each leaf of T
is assigned with the single point of P with the specific xcoordinate of that point. An internal node of T is assigned
all the points in the leaves of its subtree. With each node v
of T we associate a secondary search structure on the points
of v(P ). This secondary structure is a partition tree [16] that
answers half-plane range queries, namely which points of
v(P ) lie below a given query line in the plane.
We query T with the x-range of q to obtain all the points
in P that lie in this range, arranged in a logarithmic number
of subsets. Now for each such subset we query the associated
partition tree with the halfplane below the line supporting q.
e
The construction of the structure takes O(m)
time and
1
e
e √m + k)
requires O(m) storage space . The query takes O(
time, where k is the number of points in the output. One
could further refine this construction to balance between the
preprocessing time and the overall query time.
At the other end of the spectrum one can devise a structure
with only logarithmic overhead in the query time. However,
while theoretically these are the best known data structures,
practically, these structures are rather wasteful in space
because of the constants hidden in the big-Oh notation, and
are difficult to program. We therefore resort to a simpler
solution which is nevertheless efficient in practice.
Let B(xb1 , y1b , xb2 , y2b ) be an axis-aligned bounding box
(AABB for short) of the entire workspace. We denote a twodimensional AABB by its left-bottom and top-right points.
We preprocess the points of P by constructing a twodimensional kd-tree [16, C. 5], which we denote by KD(P ),
for answering orthogonal range queries.
Recall that q is the query segment and let (x1 , y1 )
and (x2 , y2 ) denote its endpoints. Set xq1 = min (x1 , x2 ),
xq2 = max (x1 , x2 ), y1q = min (y1 , y2 ) and y2q =
max (y1 , y2 ). We query KD(P ) twice. First with the rectangle B(xq1 , y1q , xq2 , y2q ), and filter out output points that lie
above q. To the remaining points we add the result of
querying KD(P ) with B(xq1 , y1b , xq2 , y1q ). See Fig. 4.
Constructing KD(P ) takes O(m log m) time. Let Bq =
(xq1 , y1b , xq2 , y2q ) be the rectangle which is the union of the
two query rectangles above and let ka and kb be the number
of points of P in Bq above and
√ below the query segment,
respectively. A query takes O( m + ka + kb ) time. Thus,
theoretically the weakness of our approach is that the query
time includes ka which is the size of the spurious part of the
output. However, in practice the structure runs so quickly
that this overhead is negligible.
B. Constructing the homotopy-augmented visibility graph
In order to construct the homotopy-augmented visibility
graph Ghvis , we first construct the reduced visibility graph
G vis = (V vis , Ẽ vis ) over the set of obstacles while including
the base point pb as an additional vertex. Given the reduced
visibility graph one can compute the homotopy-augmented
visibility graph Ghvis as described in Section II.
1 The

e notation absorbs polylog(m) and mε factors for a given ε > 0.
O

(xb2, y2b )

q
O3
(x1, y1)
O1
(xb1, y1b )

(x2, y2)
O2

Fig. 4. Querying the kd-tree. Given a query segment q with endpoints
(x1 , y1 ) and (x2 , y2 ), we find all points below q by using two rangequeries over the set of points induced by the obstacles. The first range
is defined over the bounding box of the endpoints of q (shaded in blue)
while the second is the rectangle below the first (shaded in green).
Spurious points need to be filtered out from the result of the first query.

C. Answering a query
A query is given in the form of two points ps , pt and the
h-invariant ws describing the tethered placement at ps . We
note that this step differs slightly from the query performed
by Kim et al. as they assume that ps and pt are vertices of
the grid-based homotopy-augmented graph.
In order to compute a path (if one exists) between ps
and pt with an original tether placement defined by ws ,
we need to traverse the homotopy-augmented graph Ghvis .
To do so, we add a vertex to Ghvis corresponding to the
source node and a set of vertices corresponding to all the
possible target nodes (as there may be many h-signatures
at pt ). Additionally, we need to add edges from the newly
introduced nodes to the vertices of the graph. We note that
once the nodes are added to the graph, the cost encoded in
each node of Ghvis is irrelevant as it is only used to ensure
that the tether length is bounded by L. Thus, after describing
the way to compute each new node we will refer to all nodes
as pairs (v, wv ) while omitting the cost.
Let Ẽsvis , Ẽtvis be all the reduced visibility edges between
ps , pt and V vis , respectively. We first add the vertex corresponding to the source, namely (ps , ws ). To compute the
vertices corresponding to the target, we compute Ht , the set
of all the h-signatures that can be used to reach pt . Namely,
for every vertex (v, wv , cv ) ∈ Vhvis such that (v, pt ) ∈ Ẽtvis , if
cv + kvpt k ≤ L then s(wv · h(v, pt )) is added to Ht . Finally,
for each h-signature wt ∈ Ht we add the node (pt , wt ).
The nodes newly introduced to Ghvis induce new edges
as well, similar to the ones described in Subsection II-E.
Namely, for every node (p, wp ) such that wp = s(ws ·
h(ps , p)), we test if there exists a reduced visibility edge
(ps , p) ∈ Ẽsvis . If so, an edge is added between (ps , ws )
and (p, wp ). Similarly for every node (p, wp ), we test if
there exists a reduced visibility edge (p, pt ) ∈ Ẽtvis and
add an edge between (p, wp ) and (pt , wt ) if wt ∈ Ht and
wt = s(wp · h(p, pt )). Finally, if the source and target points
ps , pt are mutually visible, and s(ws ·h(ps pt )) ∈ Ht , we add
an edge between (ps , ws ) and (pt , s(ws · h(ps pt ))).
Once nodes corresponding to the source and target points
are added as vertices to Ghvis together with their appropriate
edges, we run an A* search from the source node and
terminate the search once we reach a node corresponding
to the target point. As an admissible heuristic for A* we use
the Euclidean distance between the node and pt .

target

robot
O3

base
O1
O2

source

Fig. 5. Shortest path for a tethered S
triangular robot R. Obstacles are
depicted in red, inflated obstacles ( O∈O O ⊕ −R) are depicted in
turquoise, initial and final placements of the tether are drawn in dotted
green and dashed purple, respectively. Finally, the path traversed by
the center of the robot is drawn in black while the area swept by the
robot along this path is depicted in blue. Notice the difference in the
paths traversed by the center of robot and by the tether.

D. Computational complexity
Recall that O is the set of m obstacles having a total
of n vertices, P is the set of m points, one in each obstacle,
from which we extend the set of rays. The preprocessing
time consists of (i) building the visibility graph, which takes
O(|E vis | + n log n) time, (ii) building the kd-tree KD(P ),
which takes O(m log m) time, and (iii) constructing the
homotopy-augmented visibility graph Ghvis , which consists
of running Dijkstra’s algorithm and for each edge querying
KD(P ). This takes O(|Ehvis | + |Vhvis | log |Vhvis | + κ) where κ
denotes the total time it takes to answer all the range search
queries together. Note that in the worst case κ can be
O(|Ehvis |m). Thus, assuming that |Ehvis | ≥ max(|E vis |, n log n)
the total construction time is O(κ + |Vhvis | log |Vhvis |) =
O(|Ehvis |m + |Vhvis | log |Vhvis |).
The query time is dominated by (i) the time required to
add edges from the source and target vertices to Ghvis , which
requires O(|Ht |) queries to KD(P ), and (ii) traversing Ghvis
using the A* algorithm.
Remark One may expect the computational complexity to
be described only as a function of n, the complexity of the
obstacles. However, the complexity of the problem is also
directly related to the length L of the tether. The homotopy
augmented graph Ghvis encodes both the complexity of the
obstacles and the length of the tether. This is why we describe
the computational complexity as a function of Ghvis .
IV. P LANNING FOR A POLYGONAL TETHERED ROBOT
We use the homotopy-augmented visibility graph to efficiently plan a path for a translating polygonal tethered robot
among polygonal obstacles. We describe how to plan the
shortest path and continue to discuss a straightforward extension that allows to ensure a predefined clearance between
the robot and the obstacles.
A. Shortest path for a polygonal tethered robot
It is important to notice that the shortest path traversed
by a polygonal robot differs from the path traversed by the
tether: While the shortest path that the robot takes lies in the
reduced visibility graph of the inflated obstacles, the tether
takes a path that lies in the reduced visibility graph of the
obstacles (see Fig. 5).
Each vertex in the path traversed by the polygonal robot
needs to be a valid placement for the robot (i.e., it should

not collide with the obstacles) and the for the tether (i.e., its
distance from the base should be less than L). Additionally,
the tether may “graze” the obstacles (similar to the pointrobot case). Thus, in order to compute the shortest path for
the polygonal robot, we compute the Minkowski sum M =
S
O∈O O⊕−R of a reflection of R through the origin and the
obstacles. We then compute the visibility graph defined over
the obstacles together with the vertices of the the Minkowski
sum M and continue to compute the homotopy-augmented
visibility graph Ghvis defined over this visibility graph.
In the query phase, only the vertices of M are used in the
search from ps to pt on Ghvis (see Section III).
B. Ensuring minimal clearance

S
Planning using the Minkowski sum M = O∈O O ⊕ −R
as described in Section IV-A causes the robot to “graze”
the obstacles. This is often undesirable due to safety requirements and the planned path should have a certain
clearance—a minimal distance between the robot and the
obstacles. To ensure a clearance c between the robot and the
obstacles at all times, one needs to inflate the robot by a disk
of radius c and plan a path for the inflated robot.
Thus, in order to plan a shortest path for a polygonal tethered robot with clearance c one needs to replace the robot R
with an inflated robot R ⊕ D(c) where D(c) isSa disk of
radius c. Note that the Minkowski sum M (c) = O∈O O ⊕
−(R ⊕ D(c)) now has circular arcs on its boundary. This,
in turn, should be accounted for when constructing of the
visibility graph. As mentioned in Section II the visibility
graph of M (c) may be constructed in O(n2 log n) time.
Once the visibility graph has been constructed, the rest of
the algorithm remains the same.
V. E VALUATION
The code for all experiments was written in C++ using
C GAL [23] and run on a laptop with an Intel Core i7
processor clocked at 2.8 GHz equipped with 8GB of RAM.
We start by reporting on simulations for a point robot.
Fig. 6 depicts a scenario similar to the one used by Kim et al.
together with two possible solutions for two different tether
lengths. The upper part of Table I reports on the size of G vis
and Ghvis , the preprocessing times and the time to perform one
query. Note that although the scenario is not identical to, it is
very similar to one used by Kim et al. For their scenario, they
report on tens and hundreds of seconds for the preprocessing
times of the short and long tether while the times used by our
implementation are in the order of hundreds of milliseconds.
This is not surprising as they report on expanding millions of
vertices in the preprocessing stage while our algorithm uses
less than 25,000 vertices even for the case of a long tether.
We chose to compare our implementation with the results
by Kim et al. because it is the only approach, to the extent
of our knowledge, which performs a preprocessing stage to
more efficiently solve problem instances at the query phase.
Moving to a polygonal robot, Fig. 7 depicts the same
scenario as in Fig. 6 but planning for a diamond-shaped
robot. Fig. 8 depicts two queries in a different scenario with a

diamond-shaped robot

source

source

source

target

target

base

base

(a) Short tether (320 units).

(b) Long tether (420 units).

TABLE I
Statistics for scenarios. pnt and pgn denote a point and polygonal
robot, respectively. Recall that G vis = (V vis , E vis ), Ghvis = (Vhvis , Ehvis )
denote the visibility graph and homotopy-augmented visibility graph,
respectively. Finally, tp and tq denote the preprocessing time and
time to perform one query (in milliseconds), respectively.
|G vis |
V vis
E vis
57
766
57
766
153
5,890
153
5,890
129
5,752
129
5,752

|Ghvis |
Vhvis
Ehvis
2,508
11,620
23,849 113,362
5,486
70,478
50,031 656,468
4,344
63,316
4,344
63,316

target

base

Fig. 6.
Motion planning for a tethered point robot. Obstacles are
depicted in red, initial and final placements of the tether are shown
in dashed green and purple, respectively. The shortest path traversed
by the robot is drawn in dark blue. Scenario based on [1, Fig. 9].

Setting
Fig. 6a (pnt)
Fig. 6b (pnt)
Fig. 7a (pgn)
Fig. 7b (pgn)
Fig. 8a (pgn)
Fig. 8b (pgn)

diamond-shaped robot

Time [msec]
tp
tq
69
41
712
56
312
61
4,463
240
239
13
239
12

square-shaped robot. The lower part of Table I reports on the
size of the visibility graph, the visibility-based homotopyaugmented graph, the preprocessing time and the time to
perform a query for both scenarios.
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Conclusions and Future Work

In this dissertation we described efficient algorithms to produce paths in highly complex scenarios and
provided efficient algorithms that produce high-quality paths. We analyzed the algorithms theoretically and implemented them. Moreover, the implementations were compared with relevant state-of-the
art and in several cases we demonstrated a significant improvement (with respect to time / quality
/ compression rate etc.) by several orders of magnitude. To provide the robotics community with
readily available, efficient, high-quality motion-planning algorithms, I made the implementations of
several of my algorithms publicly accessible. I have integrated the implementation of one of my algorithms [122] into the Open Motion Planning Library [137]. I am also a co-author of an open-source
software library that enables speeding up common motion-planning algorithms using nearest-neighbor
search (http://acg.cs.tau.ac.il/projects/rtg/RTG).
To a layman, it may seem that the wide use of robots in modern life implies that the motion-planning
problem has already been solved. This is far from true. In the 2015 IEEE International Conference on
Robotics and Automation, 31 teams from the best robotic research institutes in the world registered for
the Amazon Picking Challenge. The entrants were challenged to build their own robot hardware and
software to attempt simplified versions of the general task of picking items from shelves (which, in turn,
relies heavily on motion planning). The results were astounding; roughly half of the teams scored zero
points and the third place winner only managed to pick up two out of the twelve given items from the
bins (see also [32]). This demonstrates how the state-of-the-art in robotics is often unable to cope with
the simplest of tasks required in real-world applications. Thus, an ongoing future goal is to bridge this
gap.
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9.1

From geometric planning to general motion planning

This dissertation focused on motion planning in the pure geometric setting. Here, we assumed that the
position of all obstacles is known in advance, that there are no physical constraints and that the path
can be executed precisely. In real-world robots, additional constraints come into play, which make the
problem significantly harder. The robot typically relies on sensors which incur uncertainty concerning
the robot’s and the obstacles’ positions. Additionally, the robot has velocity, acceleration, and force/torque bounds that must be obeyed. Thus, an immediate goal is to enhance the tools and algorithms
developed in this dissertation in order to enable addressing real-world problems with functional applicability. For example, in several of our algorithms suchs as LBT-RRT and MPLB [122, 123] we rely on
a lower bound on the cost to reach a certain configuration from a nearby configuration. In the case of
geometric planning, computing this bound is trivial; it is typically the Euclidean distance between the
two configurations. We believe that similar bounds may be obtained for more general settings, possibly
by applying tools from different domains such as control theory.
In another example, co-developed with a member of our lab, we present a framework in which a
data structure that efficiently approximates the configuration space for certain problems is built. This
is done by exploiting the structure of the specific motion-planning problem at hand. the framework
incorporates the above data structure with a novel search algorithm to efficiently plan paths for the
robot. This concept was successfully applied to problems involving teams of multiple robots [133] and
articulated robots [126]. Our technique was shown to provide faster solutions than the previous known
algorithms by a factor of fifty for certain scenarios. We already have initial insights how this technique
could be applied for planning for a rigid body translating and rotating in space. This gives promising
indications on the applicability of the approach to general planning problems which will, hopefully, allow
us to significantly speed up planning times for such problems.

9.2

Random geometric graphs in robot motion planning

As mentioned in the introduction, roadmaps constructed by many sampling-based planners coincide, in
the absence of obstacles, with standard models of random geometric graphs (RGGs). Indeed, in their
seminal work on optimal motion planning, Karaman and Frazzoli [69] conjectured that a samplingbased planner has a certain property if the underlying RGG has this property as well. This calls for a
framework to use theoretic results pertaining RGGs in the analysis of motion-planning algorithms.
We have already made preliminary, non-trivial progress in this direction. Together with a member
of our lab, we settled this conjecture and leveraged it for the development of a general framework for
the analysis of sampling-based planners [134]. Our framework, which we call localization-tessellation,
allows for easy transfer of arguments on RGGs from the free unit-hypercube to spaces punctured by
obstacles, which are geometrically and topologically much more complex. We demonstrated its power
by providing alternative and (arguably) simple proofs for probabilistic completeness and asymptotic
(near-)optimality of probabilistic roadmaps (PRMs). Furthermore, we introduced several variants of
PRMs, analyzed them using our framework, and discussed the implications of the analysis.
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In the work described, our focus was on Euclidean configuration spaces and the standard Euclidean
distance. We mention that several works on RGGs consider different metrics in the Euclidean space (see,
e.g., [7, 108]). Such results can be imported to the setting of motion planning using our framework, with
slight modification of the proofs. Perhaps a more urgent issue involves the analysis of exiting planners
in complex configuration spaces. To the best of our knowledge the behavior of standard planners such
as PRM and RRT* is not well understood for non-Euclidean spaces, even for the simple case of a
rigid-body robot translating and rotating in a three-dimensional workspace. We believe that several
results involving RGGs in complex domains can shed light on this question. For instance, Penrose [107]
considers the case where points are sampled on a torus, whereas Penrose and Yukich [113] study the
setting of points on a manifold embedded in Euclidean space.

9.3

Nearest-neighbor search in motion planning

Recall that sampling-based motion-planning algorithms are typically implemented using two primitive
operations: Collision detection (CD), which is primarily used to determine whether a configuration is
collision-free or not, and Nearest-neighbor (NN) search, which is used to efficiently return the nearest
neighbor (or neighbors) of a given configuration. The CD operation is also used to test if the straight
line connecting two configurations is collision free—a procedure referred to as local planning.
Although asymptotically the computational complexity of NN search dominates the running time
of many sampling-based motion-planning algorithms, the main computational bottleneck in practical
settings is considered to be the local-planning phase [29, 87]. However, this may not always be the
case. In many settings, which may be called NN-sensitive, the (computational) role of NN search after a
finite time in many sampling-based algorithms is far from negligible and merits the use of advanced data
structures. NN-sensitive settings may be due to (i) planners that algorithmically shift the computational
weight of the algorithm to NN search; (ii) scenarios in which certain planners perform mostly NN search;
and (iii) fine-tuned parameters for which certain planners resort to performing many NN queries.
In preliminary work we discuss each such setting and demonstrate empirically how NN computation
may dominate the running time of the algorithm in such settings. By developing improved NN search
techniques that are tailored for motion planning, the overall running time of planners in NN-sensitive
settings can be significantly reduced. Moreover, by improving the NN search techniques, faster convergence to an optimal solution can be obtained. Indeed, in [78] we have already showed that by using an
NN search structure tailored for a specific type of NN queries arising in certain planning algorithms, one
can obtain a speedup by a factor of up to three in the roadmap construction time.

9.4

Unit balls in non-Euclidean configuration spaces

As mentioned in Chapter 1, many algorithms have two flavors regarding the way connections are made
between configurations in the roadmap. In the k-nearest flavor, the set of neighbors of a node q in the
roadmap G is a subset of its k nearest configurations, for some parameter k. In the r-nearest flavor, or
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radial flavor, the set of neighbors of q in G is a subset of all configurations whose distance from q is at
most r, for some parameter r.

Changing the flavor of the algorithm may substantially change its behavour. Under the right choice
of parameters and in the absence of obstacles, the expected set of neighbors that each node considers
is roughly the same. However, the nearest-neighbor data structure that is used to efficiently retrieve
the set of neighbors of a node may have different running times for the different flavors. As computing
nearest neighbors may take a substantional fraction of the running time (see previous subsection), the
running time of the algorithms may differ.
When obstacles are introduced then the roadmap constructed by each flavor changes dramatically.
If a node is in the vicinity of an obstacle, then, locally, there are less points nearby. For the radial
flavor, this implies that the number of connections considered decreases while for the k-nearest flavor,
this implies that the algorithm will consider longer connections. Having noted the differences, it is not
immediately clear which of the two flavors converges faster to a high quality solution.1
The above discussion holds when considering asymptotically-optimal planners such as PRM*, RRT* [69]
and FMT* [68]. However, most experimental evaluation reported on such planners include experiments
for the radial flavor in Euclidean settings only. For non-Euclidean configuration spaces, the k-nearest flavor is the one used. We believe that this is partially because using the radial version requires computing
the measure of a unit ball. While a closed-form expression for the volume of a unit ball in the Euclidean
space is readily available, this is not the case for non-Euclidean configuration spaces. Moreover, we
believe that this (technical) lacuna has prevented the motion-planning community from exploring and
understanding the radial flavor of high-quality motion planners.
We already have initial results that aim at filling this gap and which allows to inspect both the
theoretical and practical implications of using the radial flavor of high-quality motion planners. Specifically, we (i) derive closed-form expressions for the value of the unit ball in many common configuration
spaces and distance metrics, (ii) empirically validate the asymptotic optimality of the radial flavor of
high-quality motion planners in such settings, (iii) discuss what changes should be made to the value of
the radius r in many scenarios in order to enable high-quality solutions when using a finite, relatively
small, number of samples and (iv) demonstrate that, in certain settings, using the radial flavor allows
to decreases the running time of the algorithm (when compared to the k-nearest variant).
1 For

a detailed discussion on the difference between the two flavors, the reader is referred to [68, Sec 6.3.1].
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