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To address the computational challenges
that arise when planning for robotic
systems, traditional CS algorithms, tools,
and paradigms must be revisited.
BY OREN SALZMAN

SamplingBased
Robot Motion
Planning
robots play an active role in everyday
life: medical robots assist in complex surgeries;
search-and-rescue robots are employed in mining
accidents; and low-cost commercial robots clean
houses. There is a growing need for sophisticated
algorithmic tools enabling stronger capabilities for
these robots. One fundamental problem that robotic
researchers grapple with is motion planning—which
deals with planning a collision-free path for a moving
system in an environment cluttered with obstacles.13,29
TO A LAYMAN, it may seem the wide use of robots in
modern life implies that the motion-planning problem
has already been solved. This is far from true. There is
little to no autonomy in surgical robots and every owner
of a house-cleaning robot has experienced the highly
simplistic (and often puzzling) routes taken by the robot.
I N RE C ENT YEARS ,
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Roughly speaking, the complexitya
of a motion-planning problem is primarily governed by two factors: The
dimension of the configuration space
(C-space)—a space defined by the parameters needed to describe the robot’s
position and orientation, and the tightness of the environment—informally,
an environment is said to be tight if the
robot is required to move with little or
no clearanceb from the obstacles.
State-of-the-art
motion-planning
algorithms can efficiently construct
paths for low-complexity problems
(that is, either problems whose C-space
is low-dimensional or problems that
do not contain narrow passages). However, as the complexity increases, their
running time may grow in an exponential fashion (exponential in the dimension of the C-space or in the clearance
of the path that the robot needs to
move along13,25).
Moreover, algorithms that produce high-quality pathsc with optimality guarantees21 require additional overhead both in terms of running time and
memory consumption when compared
to the basic version of these algorithms.
In this article, I provide insight on
why planning (high-quality) paths for
complex robotic systems is computationally challenging. Specifically,
after providing algorithmic background, we examine general computational challenges that arise in
motion planning. This is done by examining sampling-based methods,
a common approach to address the
a Here, the term “complexity” is used loosely
to describe where state-of-the-art planners
struggle—the PSPACE-Hardness proof of the
motion-planning problem13 actually argues
about the complexity of obstacles. However,
in practice, we can deal with a large number of
obstacles using efficient data structures.
b The clearance of the robot is its distance from
the nearest obstacle. The clearance of a robot’s path is the minimal distance attained
over all points along the path.
c In motion-planning applications, the quality
of a path can be measured in terms of, for example, path length, clearance, smoothness or
energy consumption along the path, to mention a few criteria.
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motion-planning problem, and considering the different algorithmic
building blocks that are used to design such planners and their unique
computational challenges. This article focuses on the simple problem
of rigid-body planning, but highlights
challenges and approaches that occur
when extending such algorithms to
more complex settings.
There have been several earlier
overviews of the robot motion-planning problem (for example, LaValle26). However, these were written
before the seminal work of Karaman
and Frazzoli on asymptotically optimal motion planning.21 While there
are some overlaps between this article
and the aforementioned papers, there
is a large focus on the implications of
asymptotical-optimal motion planning to fundamental computational

questions. In this article, I highlight
new problems (such as those introduced by human-robot interaction)
as well as reach out to other communities (such as the machine learning
community and the computer-hardware community) for potential ways
to revolutionize the field.
Algorithmic Background
Problem statement. In its basic form,
the motion-planning problem is to
find a collision-free path for a robot
or a moving object R in a workspace
W cluttered with static obstacles. The
spatial pose of R, or the configuration
of R, is uniquely defined by some set
of parameters, the degrees of freedom (DOFs) of R. The set of all robot
configurations X is termed the Cspace of the robot, and decomposes
into the disjoint sets of free and for-

bidden configurations, namely Xfree
and Xforb, respectively. It is common to
rephrase the motion-planning problem as the problem of moving R from
a start configuration to a target configuration in a path fully contained
within Xfree.
To better understand the notion of
C-spaces, consider a polygonal robot
moving in the plane. If the robot is
only allowed to translate, then it suffices to use a two-dimensional reference point to describe the location of
the robot. Thus, both the workspace
W and the C-space X are subsets of
R2 . If we allow the robot to rotate as
well, then we need to add another parameter to describe the orientation of
the robot. In this case we have that W
⊂ R2 while X ⊂ R2 × [0, 2π ) (see Figure 1). The dimension of the C-space
(namely the number of DOFs) may be
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arbitrarily high. Consider, for example, a robot, which is comprised of n
spatial links, where a rotational joint
connects each two consecutive links.
Here, we need a three-dimensional
point to describe the position of one
of the robot’s endpoints and n − 1 twodimensional parameters to describe
the angle formed between each two
consecutive links.
The configuration-space formalism was introduced in the late 1970s.
Soon after, the first general algorithm
for solving the motion-planning problem was proposed, with running time
that is doubly exponential in the number of DOFs. Singly exponential-time
algorithms have followed, but are
generally considered too complicated
to be implemented in practice Unfortunately, there is little hope to asymptotically reduce the exponential running times of these algorithms as the
general problem was already shown
by Reif to be PSPACE-Hard in the late
1970s. Additional hardness results
have followed for different versions of
the problem (for a complete description of exact methods and hardness
results, see Halperin et al.13 and references within).
Facing the aforementioned hardness results, the community has
mostly considered approaching the
general problem with heuristic and approximate schemes.25,29 Arguably, the
most widely used approach to address
the motion-planning problem is via
sampling-based methods.

Sampling-based methods. One reason why the motion-planning problem is computationally hard is due
to the complexity of computing obstacles in C- space. However, testing if
one specific configuration is collisionfree or not, an operation referred to
as “collision detection,” is a relatively
straightforward task that can be answered efficiently in the workspace.
Using collision detection allows separating the motion-planning problem
from the particular geometric and
kinematic models of the robot. Furthermore, while the general motionplanning problem is computationally
hard, computing a local path connecting two close-by configurations and
then validating if this path is collision-free is, relatively speaking, a
straightforward task. Following these
key insights, sampling-based motionplanning algorithms abstract the robot as a point in the C-space X and
plan a path in this space. The structure of X is then studied by constructing a graph G, called a roadmap that
approximates the connectivity of Xfree.
Roughly speaking, nodes of the graph
are collision-free configurations and
two (nearby) nodes are connected by
an edge if the local path connecting
their respective configurations is collision free as well.
These algorithms consist of a roadmap-construction phase and a roadmap-traversal phase. These two phases
can be separate, where G is first constructed (explicitly or implicitly) and

only then searched for a (collision-free)
path connecting the start and target
configurations. Alternatively, the two
phases can be interleaved where G is
incrementally constructed and the
search algorithm is dynamically updated
as vertices and edges are added to G.
Generally speaking, there are two
different flavors of the aforementioned
approach—sampling-based
methods and search-based methods. In
the former, which is the focus of this
article, vertices are added to G by randomly sampling X while in the latter
G is defined implicitly by describing
a predefined set of actions, or local paths called “motion primitives”
that a robot can perform at any given
configuration. Both flavors can be
used to solve single-query problems,
where start and target configurations
are provided to the planner or multiquery problems where the setting is
preprocessed to efficiently answer
multiple queries.
Such motion-planning algorithms
are implemented using two primitive
operations: Collision detection (CD),
which is used to assess if a configuration is collision-free or not, and nearest
neighbor (NN) search, which is used
to efficiently return the neighbor (or
neighbors) of a given configuration. CD
is also used to test if, given two configurations q, q′, a path π (q, q′) connecting
the two configurations lies in Xfree—a
procedure referred to as local planning.
Arguably, the best-known and conceptually simplest sampling-based

Figure 1. (a) Translating and rotating polygonal robot R (blue) and one polygonal obstacle (light red). (b) Corresponding configuration (yellow
point) and obstacle in the C-space R2 x [0, 2π).
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algorithms are the Probabilistic Roadmap Method (PRM) and the Rapidly Exploring Random Tree (RRT), which are
examples of multi-query and singlequery motion-planning algorithms,
respectively.25 For a visualization illustrating the way the PRM algorithm constructs a roadmap in the preprocessing
phase and computes a collision-free
roadmap in the query stage, as illustrated in Figure 2.
General Computational Challenges
in Motion Planning
The high-level description of sampling-based planners provided earlier
leaves many questions that must be
addressed. Here, several of these questions are listed together with the computational challenges they introduce.
While the focus here is on samplingbased planners, many of these questions and challenges arise in searchbased planning algorithms as well, but
a detailed analysis of such algorithms
is out of the scope of this article.
How to efficiently and effectively
sample X? A key question in sampling-based algorithms that must be
addressed is how to choose the set of
configurations that will serve as vertices in G. Intuitively, we want to cover
the entire C-space (exploration) while
using previous information to bias
where new samples are placed (exploitation). The simplest approach that
works well in practice is to sample
points uniformly from the C-space.
Many heuristics were suggested in

order to speed up the probability of
finding a solution. Examples include
sampling near the obstacles, on the
medial axis, and more.25 Recent work
has also used learning to accelerate
the planning in order to devise nonuniform sampling strategies that favor
sampling in those regions where an
optimal solution might lie (for example, Ichter et al.18).
Once an initial solution is found
only configurations that can provide a
better solution should be considered.
Considering only this set of configurations, termed the informed set Xinf , can
dramatically improve the performance
of asymptotically optimal motion planners such as RRT*.10 When the C-space
is Euclidean, Xinf is a pro-late hyperellipsoid10 and it is possible to directly
sample Xinf Several heuristic approaches
attempt to generalize this result to
non-Euclidean C-spaces (for example,
see Kunz et al.24), however efficiently
sampling Xinf for general C-spaces remains an open challenge.
From a computational point of view,
sampling uniformly from the C-space
can be done in O (1) time. This constant
is inversely proportional to the ratio
of the volume of Xfree and X and may
be extremely large in certain settings.
Sampling in the informed set Xinf for
Euclidean spaces, can still be done in O
(1) time, however, it is not clear that this
is the case for more complex C-spaces.
Deterministic vs. probabilistic planning.
In certain domains, applying probabilistic algorithms such as the PRM, RRT

and their many variants may be unacceptable. This may be due, for example,
to certification and reproducibility requirements for safety-critical applications. An additional, computational
reason to avoid probabilistic algorithms
is the desire to use offline computation
to improve online performance.
One approach is to replace probabilistic sequences with deterministic
ones in sampling-based algorithms.25,27
This raises the question regarding the
theoretical guarantees and practical
performance that could be obtained by
using such sequences. In a recent work,
Janson et al.19 show that using (low-dispersion) deterministic sampling strategies can provide substantial benefits
when compared to probabilistic ones.
These benefits are both with respect
to reduced computational complexity
(for a given number of samples) and
superior empirical performance on a
wide range of problems. Their work
opens the door to using deterministic sampling in optimal kino-dynamic
motion planning, anytime algorithms
such as RRT, designing new algorithms
that explicitly leverage the structure of
low-dispersion sequences and more. A
key question here is how to employ deterministic sampling sequences when
we are only interested in samples that
lie in the informed set Xinf.
An alternative approach that avoids
probabilistic algorithms, mentioned
previously, is using search-based algorithms that systematically search over
an implicit graph G.

Figure 2. A PRM example.

In the preprocessing phase, (a) a roadmap G is constructed by sampling n configurations, or milestones, and (b) adding them as vertices to G if they are collision free.
(c) If the path connecting two close-by configurations (computed using a local
planner) is collision free, then an edge between the two respective vertices is added
to G. (d) In the query phase, start and target configurations (green and red circles,
respectively) are provided to the planner. Using the local planner, local paths connecting these configurations to G are computed. If these local paths are collision
free, then any graph-search algorithm can be used to assess if a path exists between
the start and goal configurations in the roadmap.

(a) PRM-sampled milestone

(b) PRM-valued milestones

(c) PRM roadmap

(d) Query using roadmap
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What metric should be used to evaluate distances in X? Recall that once a
set of configurations is sampled, closeby configurations are connected by
edges in G. Thus, we must define a distance metric in X. Amato et al. were the
first to study the effect of a metric on
sampling-based planners. Specifically,
they study the PRM algorithm and compare the effectiveness of some variants
of the Euclidean metric when the Cspace is SE(3) (see LaValle25). Extensive
research has been carried out in order
to find suitable metrics for other settings of motion planning, such as robots with differential constraints.6
In a recent work, Ekenna et al. employ machine learning to develop
metrics tailored to the specific motion-planning problem at hand.9 A key
insight from their work is that a set of
metrics, each suitable for a different
setting, can be combined in order to
solve more diverse settings that consist of smaller, specific, (sub)settings.
Choosing the right metric(s) for a specific problem that both captures the
notion of “similar” configurations and
is efficient to compute is still far from
being solved.
Part of the reason that choosing the
right metric is such a challenge is due to
the so-called “curse of dimensionality”
or the “surprising behavior of distance
metrics in high dimensional space.”2
Roughly speaking, in high-dimensional spaces data becomes sparse, and
nearest-neighbors (NN) algorithms
fail both from an efficiency and from
effectiveness perspective. Indeed, it
has been shown that in high-dimensional spaces the concept of proximity, distance or nearest neighbor may
not even be qualitatively meaningful.
Complementing this analysis, Plaku
and Kavraki32 empirically demonstrate
that after a critical dimension (between 15 and 30), exact NN algorithms
examine almost all the samples. This
implies that exact NN algorithms become impractical for sampling-based
motion planners when a considerably
large number of samples need to be
generated. The impracticality of exact
NN algorithms motivates the use of approximate algorithms, which trade off
accuracy for efficiency and motivates
our next computational challenge.
How to efficiently compute nearestneighbors? Here, efficiently computing
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Analyzing samplingbased, motionplanning algorithms
is typically done
by considering
their asymptotic
behavior.
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such distances is discussed using NN
data structures.
The first question to ask is what is
the computational role of NN search
in motion planning? Asymptotically,
the computational complexity of NN
search dominates the running time of
many sampling-based motion-planning algorithms. However, in practical
settings the main computational bottleneck is often considered to be the
local-planning phase.25 Having said
that, this may not always be the case.
In many settings, called NN-sensitive,
the (computational) role of NN search
after a finite time in many samplingbased algorithms is far from negligible and merits the use of advanced
data structures.23 NN-sensitive settings may be due to: planners that algorithmically shift the computational
weight of the algorithm to NN search;
scenarios in which certain planners
perform mostly NN search; and finetuned parameters for which certain
planners resort to performing many
NN queries. Thus, specifically tailored
NN techniques for motion planning
were suggested that exploit the specific queries of the motion-planning
algorithm or the specific topology of
X (for example, see Ichnowski and Alterovitz16 and Figure 3).
Using the aforementioned methods
allows to significantly improve the running time of many search algorithms
in many settings when compared to
using standard NN approaches. However, they are typically not suitable for
the general type of C-spaces that are encountered in motion planning.
How to connect close-by configurations? In the simplistic description
provided earlier, we assumed that connecting two close-by configurations is
a relatively straightforward task. This
corresponds to solving the so-called
two-point boundary value problem
(BVP).25 For systems with dynamics it is
difficult, and sometimes impractical,
to generate an exact BVP solver.
One approach would be to use recent advances in optimization and optimal control to exactly connect close-by
nodes,39 however, this step, performed
online, may be computationally complex and introduces an additional nontrivial overhead. Another approach is to
forego the requirement to exactly connect close-by configurations and build
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a tree-like structure by forward simulating the system’s dynamics.28
How to efficiently and effectively
search a given roadmap? In many settings, the computational cost of evaluating whether an edge of G is collisionfree or not dominates the running
time of motion-planning algorithms.
Thus, when the environment can be
preprocessed a common approach is
to (implicitly) construct the roadmap
G without evaluating if edges are collision free or not—an approach referred
to as lazy construction.d Subsequently,
standard path-planning algorithm
such as A* can be used to traverse G
while evaluating edges as they are being considered. However, this may
lead to large planning times because
these search algorithms are typically
designed to minimize node expansion
and not edge evaluation.
While it may seem logical to employ algorithms that minimize the
number of edge evaluations,12 what
we actually want is a method to minimize the total planning time by balancing edge evaluations and graph
operations. This can be done using
advanced graph search30 or by employing Bayesian active learning.7
How to analyze sampling-based
methods? Analyzing sampling-based,
motion-planning algorithms is typically done by considering their asymptotic
behavior. Namely, does a property hold
with high probability as the number of
samples tends to infinity.
Recall that one fundamental insight that inspired roadmap-based
algorithms was using local paths to
connect nearby configurations. The
longer the distance is between two
configurations q and q′, the higher the
probability that the local path π(q,q′)
connecting q and q′ will intersect an
obstacle. Furthermore, in many implementations, the time to verify that a
path is collision free is proportional
to its length, which further motivates
only connecting close-by configurations. Thus, a key challenge here is
understanding what is the minimal
threshold r that is required to connect

any two vertices in G in order to satisfy
a certain property?
The most fundamental property required from a sampling-based motionplanning algorithm is probabilistic
completeness. Namely, the probability
that the algorithm finds a solution, if
one exists, tends to 1 as the number of
samples n tends to infinity.
The PRM algorithm was first shown
to be probabilistic complete for the
case that there is an edge between every
two vertices in G.25 This leads to a graph
of size O (n2), which is computationally
inefficient both with respect to the running time of the algorithm and with
respect to the storage required. Later
analysis (for example, Karaman and
Frazzoli21 and Solovey et al.36) showed
that connecting two vertices whose
distance is at most r = O ((log n/n)1/d)
suffices to ensure probabilistic completeness (here, d is the dimension of
X) leading to a graph of size O(n log n).
This discussion is concerned with
finding a path. In practice, we wish to
find a high-quality path (given some
optimization criteria). In their seminal
work, Karaman and Frazzoli21 give a
rigorous analysis of the performance of
the RRT and PRM algorithms. They show
that with probability one, common

implementations of these algorithms
will not produce the optimal path. By
modifying the connection scheme of a
new sample to the existing data structure, they propose the PRM* and the
RRT* algorithms (variants of the PRM
and RRT algorithms, respectively) all
of which are shown to be asymptotically optimal. Namely, as the number of
samples tends to infinity, the solution
obtained by these algorithms converges
to the optimal solution with probability
one. To ensure asymptotic optimality,
the number of nodes each new sample
is connected to is proportional to log(n)
and the overall running time of these
algorithms is O(n log n), where the bigO notation hides an exponential dependency on the dimension d. Recent work
showed that in certain cases the connection radius can be further reduced
and asymptotic (near-)optimality can
be achieved when each sample is connected to only Θ(1) neighbors.35
Interestingly, roadmaps constructed by many sampling-based algorithms such as PRM and RRT coincide,
in the absence of obstacles, with standard models of random geometric
graphs (RGGs). Indeed, Karaman and
Frazzoli21 conjectured that a samplingbased planner has a certain property if

Figure 3. Computing NN in C-spaces that arise in motion-planning problems.
Here, Ichnowski and Alterovitz16 adapt kd-trees for the case that X = SE (3), namely,
the six-dimensional space that represents rotations and translations in three dimensions.

d In practice, the roadmap is typically preprocessed to include only edges that may be collision free and edges that correspond to selfcollision, unstable configurations, and so on,
are removed.
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the underlying RGG has this property
as well. This conjecture was settled by
Solovey et al.36 who suggested a framework that allows to easily transfer arguments regarding properties of RGGs
in the free unit-hypercube to spaces
punctured by obstacles, which are
geometrically and topologically much
more complex. However, their framework holds only for Euclidean C-spaces
and the standard Euclidean distance.
Extending this analysis to nonEuclidean spaces remains an ongoing challenge. In addition, asymptotic
properties are, in fact, quite weak and
are of little use in practical settings. A
more interesting challenge, that is only
partially answered, is arguing about

finite-time properties of these algorithms—namely, what guarantees can
we provide given a fixed, predefined
budget of samples and / or connections
(for example, see Janson et al.19).
How to characterize paths and Cspaces? Intuitively speaking, the success of roadmap-based methods is
due to the fact the structure of C-space
is typically not “pathological” everywhere. Indeed, Hsu et al.15 attempt to
attribute the success of PRM-like planners to favorable “visibility” properties
of the C-space. Other approaches for
analyzing sampling-based, motionplanning algorithms typically reasons
about the clearance of a path21,25 and
some global properties of X such as

Figure 4. Narrow passages in three-dimensional C-spaces.
Both passages (yellow) have a volume of ε2, thus when using uniform point samples,
the probability of sampling in either passage is identical. However, the left passage
can be characterized as “two-dimensional” while the right passage as “one-dimensional.”
Figure taken from Salman et al.,33 which also includes additional information.

Figure 5. Example of a well-separated scenario for a set of identical unit discs.
The start and target positions are depicted in dark green and purple (respectively). The light
green and purple circles represent discs of radius 2 placed at start and targets. Note that
no two such discs intersect, which implies that every two start or target positions are at
distance at least 4.
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ε-goodness or expansiveness.25
Recently, it has been noticed that
more refined models can help in better capturing attributes of the C-space.
Salzman et al.33 observed that their
planner performs well even in the presence of narrow passages. Further investigation revealed this occurs because
only a small subset of the robot’s degrees of freedom were simultaneously
constrained (see Figure 4.) This led to
a set of definitions that attempt to simultaneously grasp the “narrowness”
of a passage as well as its “dimension.”
Although intuition may suggest that
narrow passages are tunnel-shaped, a
one-dimensional tunnel in a high-dimensional C-space would correspond
to a simultaneous coupling of all parameters, which is a rarity.
Yet another example is recent work
on multi-robot motion planning.1
Here, efficient algorithms were devised
by requiring a limited amount of spacing, called separability, among robots
in their initial and final placements
(see Figure 5). This notion of separability is dramatically different than that
of clearance—in the latter the assumption is that a solution path has sufficient clearance in the C-space throughout the entire path. In the former, only
separability of the robots in their initial
and final placements is assumed: No
assumptions are made regarding the
clearance of the robots from the obstacles, or about clearance or separability
along the path.
Following this discussion, there is
a need for realistic models that capture non-pathological motion-planning C-spaces. Such models should
allow for analyzing existing algorithms
and to suggest efficient new ones. For
example, such a model could encompass the minimal distance between
obstacles (notice this is not identical to
the notion of clearance, which is typically defined with respect to a path).
Indeed, researchers have attempted to
take structure in the C-space into account (for example, see Vernaza and
Lee38). However, there is still much
work needed on data structures and
algorithms that efficiently exploit the
structure of C-spaces. Note that a similar problem of realistic models has
been widely addressed in the computational geometry literature and used
for devising efficient motion-plan-
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ning algorithms (for example, van
der Stappem et al.37). However, it is
not obvious they are relevant to high
dimensional realistic C-spaces when
one uses roadmap-based motion-planning algorithms.
How does the cost function affect
the computational complexity? Up until
now, we ignored the specific cost function for which we want to compute an
(asymptotically) optimal path. Most
analyses of sampling-based planners20,21 assume the cost function is Euclidean and computed in the C-space.
Janson et al.20 showed that the guarantees regarding asymptotic optimality of many planners can be extended
to other cost functions such as metric
costs, line-integral costs with optimalpath connections and line-integral
costs with straight-line connections.
This requires computing the volume of
the unit cost-ball, which may be highly
non-trivial for complex C-spaces.23
In practical applications that involve human-robot interaction (HRI),
we are interested in optimizing paths
over complex cost functions that take
the interaction with humans into account. One such example is legibility
and predictability where we would like
to generate motions that are intent
expressive. Currently such problems
have only been solved using locally
optimal optimization based methods8
and it is not clear if (asymptotically)
optimal paths can be computed for
such settings. Another example that
arises from HRI is following tasks generated by an expert such as a surgeon
in robot-assisted surgery. To accurately follow such paths, the Fréchet metric was employed14 to compare paths
in Task space—the space of positions
and orientations of the robot’s end
effector. While the authors present a
proof that their sampling-based algorithm is asymptotically optimal, this
is done using a restricting set of assumptions and a more general proof
is needed.
Putting it all together—How to efficiently compute high-quality paths?
Previously, we detailed different computational challenges in roadmapbased planning algorithms and provided some insights on why general
computer-science tools such as NN
and graph search must be revisited
in order to be better suited for this

In practical
applications that
involve humanrobot interaction,
we are interested
in optimizing paths
over complex cost
functions that take
the interaction
with humans into
account.

domain. Combining insights gained
from analyzing the theoretical properties while addressing the specific challenges mentioned into an algorithmic
framework is highly non-trivial. This is
especially true when computing highquality paths.
After Karaman and Frazzoli21 introduced the first asymptotically optimal
sampling-based motion algorithms
many variants followed. These algorithms used techniques such as relaxation methods,4 lazy computation,20
heuristics,11 and relaxing optimality to
near optimally28,e to improve the practical convergence rate while maintaining
the desired theoretic guarantees on convergence to (near) optimal solutions.
One important, yet often overlooked, problem is parameter tuning.
There are a myriad of motion-planning
algorithms, each with their own suit
of parameters. Better characterizing
C-spaces, would allow us to map a Cspace to the optimal choice of parameters for a given algorithm. While this
seems extremely challenging, recent
developments in machine learning
may serve as a valuable tool in approximating such a mapping.
Taking it all apart—Are we solving
the right problem? Sampling-based
methods revolutionized the field of
motion planning. In contrast to exact
algorithms, which are too complex to
implement in practice, these methods
are typically easy to implement and
could be deployed on physical robots.
They served as a paradigm shift by
only approximating the structure of X
instead of computing an explicit representation of it. The challenges discussed in the previous sections suggest
that perhaps the community is in need
for a new paradigm shift.
One question that comes to mind
is do we care about computing a
collision-free path? When humans
compute a plan to a destination they
don’t verify that it can be executed,
but typically plan paths that can be
executed with high probability. While
interleaving planning and execution
has been studied, doing so while proe An algorithm ALG is said to be asymptotically
near-optimal if, given an approximation factor
ε ≥ 0, the solution obtained by ALG converges
to within a factor of (1 + ε) of the optimal solution with probability one, as the number of
samples tends to infinity.
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viding formal guarantees is far from
being answered. Another question
relates to the underlying assumption
of roadmap-based methods where the
high-level motion-planning problem
can be solved effectively by reducing
it to solving multiple local-planning
problems by connecting close-by
configurations. Effective metrics are
difficult to define and distances are
hard to compute in high-dimensional
spaces. Can we define and analyze
practical
motion-planning
algorithms that forego this requirement?
Furthermore, C-spaces tend to contain large, open regions where planners could make use of long edges
(which are currently approximated
using a sequence of small edges). Is
the search for the minimal connection radius the right approach?
A third question is can we shift the
burden of planning from the algorithm to either the robot design or the
environment design? If we understand
what makes a motion-planning problem easy, can we design robots or environments that do not require advanced
motion-planning capabilities? Can we
effectively manipulate the environment or the robot (offline or online)
to simplify the motion-planning problem? These types of questions have
raised some attention in the previous
years (for example, see Schulz et al.34)
but merit a deeper investigation.
Finally, a key drawback of samplingbased algorithms is that they do not
know how to terminate when there
is no free path. While generally solving this problem seems intractable, a
possible approach would be to use the
concept of resolution exact (or ε-exact)
planners.40 Such planners accept as an
input a resolution parameter ε and an
accuracy constant K such that if there
is a path of clearance Kε, it will output a
path and if there is no path of clearance
ε/K, it will correctly output that no path
exists. While such planners have been
proposed (see Zhou et al.40 and references within), they are applicable for
only a small set of robot systems and it
would be interesting to see if more general planners with similar guarantees
can be suggested.

Samplingbased methods
revolutionized
the field of motion
planning. In
contrast to exact
algorithms, which
are too complex
to implement in
practice, these
methods are
typically easy to
implement and
could be deployed
on physical robots.

Discussion and Future Directions
This article described several of the algorithmic challenges that arise when
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planning for robot systems, with a
focus on the foundational algorithmic challenges prevalent even for
relatively simple domains. In a nutshell, all these challenges arise because the underlying planning problem resides in a high-dimensional,
topologically complex, continuous
C-space cluttered (non-uniformly)
with obstacles. Motion-planning
algorithms use operations such as
collision detection and graph search
that reside in low-dimensional, possibly discrete, spaces to gain insight
on the true structure of the C-space.
These operations are computationally
expensive and often only approximate
certain properties of the underlying
C-space (recall the role of metrics in
roadmap-based algorithms).
In practical settings, in addition to
the challenges mentioned here, there
is a high degree of uncertainty that
must modeled and addressed. This uncertainty can be due to imperfect information regarding the robot model, the
environment (noisy sensor data), the
robot’s dynamics, and more. Accounting for uncertainty may require planning in infinite-dimensional belief
spaces instead of finite-dimensional Cspaces, tight integration with perception, interleaving planning with execution, and more.
Similarly, almost all the research
mentioned in this article assumes one
perfect given model of the environment. Even if sensing and perception
can obtain such a model, is it all needed? A key computational challenge is
understanding what is the minimal
model of the environment that is required to complete a motion planning
task? Should all the objects be modeled using the same resolution? Does
the planning algorithm need to reason
on physical properties of the environment (speed of moving objects, the
articulation or deformability of objects
in the environment, and so on).
Furthermore, real-world applications often require fast and accurate
physics simulation for planning with
dynamics or for manipulation. Accounting for the computational cost of
such simulators and for their inaccuracies is required for these planners to be
effective in practice.
An orthogonal approach that could
dramatically improve motion-plan-

contributed articles
ning algorithms is looking at the problem from the hardware perspective.
Indeed, recent work suggested minimizing collision detection time by aggressively preprocessing a given scenario for a given robot. This required
designing robot-specific circuitry31 and
it is interesting to see if this approach
can be generalized to non-static environments. Another avenue where
hardware can be exploited is parallelization—motion-planning implementations tend to be highly sequential
and any advances in effective parallelization or amenability to highly parallel paradigms would also help the field
(also see Ichnowski and Alterovitz17
and references within). Finally, recent
advances in cloud-based computation could be highly beneficial and has
raised some initial attention from the
motion-planning community.22
From the application point of view,
robots are leaving the cages of the industrial manufacturing production
lines and the safety of research labs, and
moving into the unstructured environments of everyday life. From humanin-the-way to human-in-the-loop, modern robotic problems typically involve
robot interactions with and around
humans. Solving such problems requires research in complementary
areas: algorithmic robotics, such as
motion planning and human-robot interaction, such as cognitive modeling,
intention recognition, and activity prediction. Accounting for humans in the
planning domain adds a multitude of
algorithmic constraints—from modeling human behavior to computing consistent, predictable, and safe paths.
However, they also allow for additional
flexibility.
Finally, as robots are being deployed, the robotics community is
collectively
gathering
experience
and data. Leveraging this experience
and data to improve the efficiency of
planning algorithms is an ongoing
challenge—from incorporating precomputed paths in roadmap-based
algorithms to applying advances in
machine learning to understand when
and how to apply existing tools, or to
develop new tools altogether.
One should not see learning as an
alternative to algorithmic, roadmapbased planning, but as a complementary tool—organized search can act

as scaffolding for machine learning
algorithms. While machine learning
exploits correlations between similar
problem instances, search exploits
the structure within a problem. Thus,
the two are quite complementary.
Furthermore, machine learning algorithms are typically data hungry and in
robotics there is often limited access
to huge amounts of real-world data.
For an overview of additional challenges and opportunities for robot
planning, see Alterovitz et al.3
To truly impact our world, robotplanning capabilities must be enhanced. To do so, robotic researchers
need to harness tools from other communities and revisit existing, traditional algorithmic tools in order to make
them suitable for the unique, subtle
challenges that arise in this domain.
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