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Abstract. We consider the problem of planning a custom robot’s behavior for the task of autonomously unloading boxes from trucks. The
system is required to reason what is the most beneficial sequence of feasible actions that will allow to safely complete the given task as fast
as possible. This is a complex task due to imperfect information (what
are the masses of the boxes in the truck?), non-trivial cost functions (is
it better to attempt aggressive actions that may jam the system but
unload multiple boxes or settle for a more conservative approach?), a
huge spectrum of possible settings (was the truck neatly packed or were
the boxes tossed into the truck?) and more. The complexity of the task
can be partially ameliorated by using simulators in an offline stage to
examine different scenarios and precompute approaches or strategies for
recurring settings. This raises a multitude of questions such as how to efficiently construct such strategies? and how should they be used online?
To this end, we present a planning, learning and reasoning system for a
robotic truck-unloading application. We describe the different algorithmic components of our system and the reasons why this architecture was
chosen. We demonstrate its efficacy in simulation and highlight research
questions that emerged from this work.

1

Introduction

We consider the problem of planning and executing robot motions to complete
complex tasks in real-world application. Specifically, we consider the problem of
unloading boxes from truck trailers in a warehouse environment onto a conveyor
belt (Fig. 1). Here, we are required to plan robust actions for a custom-built
truck-unloading robot equipped with two end effectors—a manipulator-like tool
with suction grippers (raised up in Fig. 1a) as well as a scooper-like tool (lowered
to the ground in Fig. 1a).
The planning module needs to continuously decide which end effector to use
(manipulator or scooper)? and how to use the chosen end effector (where to pick,
how fast to scoop)? This needs to be done with partial information (imperfect
perception module, unknown box masses, etc.) and for a wide range of environments. While there is a wide range of environments that need to be handled,
the same high-level choices can be used in many similar environments. For example, for neatly-stacked walls of boxes, the robot should use the manipulator
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Fig. 1: (a) Truck-unloader robot with its manipulator-like and scooper-like end
effectors. (b) Pick operation using the suction cups at the end of the manipulatorlike end effector.
to unload several rows of boxes (from top to bottom) until the remaining boxes
can be scooped. On the other hand, unordered piles of boxes should be scooped
slowly to avoid jamming the system. However, even for similar scenarios that
share the same sequence of high-level actions, the system is required to plan the
robot’s actual motion—environments may slightly differ and a collision-free path
for one environment may be in-collision with obstacles in a similar environment.
The system can be modeled in a simulator capable of simulating picking and
scooping. The use of this simulator is an integral part of our architecture—in an
offline phase we use it to compute high-level plans for recurring settings. These
pre-computed plans which we term strategies are stored in a library of learned
strategies. In addition, our architecture allows for manually-constructed (hardcoded) strategies to be added to the library. During execution, the system is likely
to encounter new environments for which strategies were not computed. Thus, to
effectively use these precomputed strategies, the system learns a mapping that
predicts which is the best one to use given a new, unforseen environment. Once
such a strategy is picked, motion plans for individual actions are planned using
a state-of-the art motion planner and then executed by the robot.
While the approach described is general and we anticipate that it can be
applied to many systems, in this work we focus on the performance of the architecture for our specific truck-unloading application (Sec. 3). After describing
related work (Sec. 2), we detail the proposed architecture and the modules it is
composed of (Sec. 4) and demonstrate its efficacy in simulation (Sec. 5). We conclude with a discussion highlighting open research questions that emerge from
our proposed architecture (Sec. 6).

2

Related work

In order to achieve high-level goals such as unloading a truck filled with boxes, a
robot has to reason both about low-level motion planning, as well as high-level
decision making. For instance, high-level task planning is required to choose a
strategy of where to pick boxes and then a low-level motion planner is needed
to plan a collision-free path to execute that strategy. Such problems in general
fall under the category of Task and Motion Planning (TAMP) [10,21,27,30].
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Typically TAMP problems are formulated in deterministic settings where
states are fully observable and outcomes of actions are deterministic. Task planning is then performed on logical predicates which require geometric reasoning
and certain abstraction to be applicable to real-world problems [27]. Due to the
complexity that comes from hierarchical planning, these approaches often suffer
from long computational times and thus are not well-suited for time-critical applications such as truck-unloading. Kaelbling,and Lozano-Pérez [11] accounted
for uncertainty when planning in non-deterministic settings but that came with
additional computational overhead. The computational complexity can be reduced, to some degree, by learning to predict solution constraints on the planner [12]. This approach allows to prune the search space but does not reason
about the high-level sequential decision making for multi-step tasks.
In contrast to these approaches, we use offline planners to generate training
data and then use learners online to choose appropriate strategies in real time.
Our approach is similar in nature to the work by Guo et al. [6] which is used for
Arcade Learning Environments. They use slow but informed offline simulated
planning (Monte-Carlo Tree Search [1]) to produce training data for a learner
to choose actions in real-time. However, as our domain is non-deterministic we
require planners capable of dealing with uncertainty.
Planning under observation and model uncertainty is usually framed as a
partially observable Markov decision process (POMDP) [9,14]. Many POMDP
solvers use point-based value iteration that requires explicit models for the probability distributions [20,24]. Another approach to solving POMDPs is by running
Monte-Carlo searches on a simulation [26] that does not rely on explicit probability distributions. We combine this approach with advanced heuristic-search
methods to efficiently plan strategies (Sec. 4.1).

3
3.1

Preliminaries
System description & objectives

In many warehouse applications, boxes need to be unloaded from incoming trailers and on to conveyor belts where they will be singulated, scanned and sorted.
Currently, these trailers are both loaded and unloaded by human workers—a
labor-intensive and time-consuming step. The system we consider is aimed at
automating the unloading step by a custom-designed mobile robot that can autonomously enter truck trailers, pick boxes using its end effectors (manipulatorlike and scooper-like tools, referred to as “arm” and “nose”, respectively) and
place them onto conveyor belts that are located on the robot.
Truck trailers come from different vendors and contain boxes in a variety of
shapes, sizes and weights. Furthermore, they are loaded manually by different
workers and tend to shift and move when transported. Thus, there is a wide range
of environments that need to be considered and a large uncertainty regarding
the specific environment encountered when a new truck arrives (Fig. 2).
The objective of the system is to unload boxes as quickly and efficiently as
possible. However, boxes should not be damaged in this process (e.g., by being
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Fig. 2: Examples of different trailers that need to be unloaded by our system.
dropped from above a certain height). Furthermore, the nose is wider than the
rear conveyor belts in order to maximize the range of boxes that can be unloaded.
Thus, scooping (also referred to as “sweeping”) boxes aggressively may cause
system jams where the conveyors become narrower. This, in turn, may require
human intervention—a costly operation in terms of time as the system needs to
be shut down. Finally, the system is equipped with a wide suite of sensors that
allow it to avoid collision with the trailer, estimate box poses, and detect jams.
3.2

Basic definitions

Definition 1. A configuration q is a d-dimensional point that uniquely describes
the position and orientation of each one of the robot’s joints. The set of all robot’s
configurations C is termed the configuration space or C-space.
Definition 2. A static environment Wstatic is a description of static threedimensional obstacles in the environment such as the walls, floor and ceiling
of the truck trailer.
Definition 3. A dynamic environment Wdynamic (t) at time t is a description of
three-dimensional obstacles in the environment such as box poses, their dimensions, and masses.
Definition 4. A perceived dynamic environment W̃dynamic (t) at time t is a
description of the three-dimensional obstacles in the environment as captured
by the perception system. It is an approximation of Wdynamic (t) that is partial
(e.g., due to boxes that cannot be observed and their unknown masses) and may
contain errors (e.g., due to inaccurate box segmentation).
Definition 5. A system’s state s(t) at time t is a description of the robot’s
configuration, the static obstacles, and the dynamic obstacles in the environment.
We denote the set of all states as S(t) = C × Wstatic × Wdynamic (t). The system’s
perceived state s̃(t) is defined analogously3 .
Definition 6. An action A taken by the robot when the system is at state s is
a command to the its controls (e.g., motors, suction cups, conveyor belt speeds,
etc.). The outcome of an action is a set of possible states, each occuring with a
certain probability. This is due to imperfect actuation, noisy interaction between
the robot and the boxes as well as uncertainty in the interaction between boxes.
3

In the rest of the text, when clear from the context we will omit the time component
from s(t) and s̃(t).
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(a) Belief tree over all possible actions/observations.

(b) Decision tree with best actions specified for each reachable node.

Fig. 3: (a) Belief tree constructed over the actions (u1 through u4 ) and observations (z1 and z2 ) from an initial belief b0 . (b) Strategy, that specifies the best
action (red arrows) for each belief state (node) reachable from b0 .
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System architecture

The planning, learning and reasoning (PLR) component of our system, which is
the focus of this work, is tasked with planning the collision-free motions of the
robot (end effectors as well as base) that will maximize the system’s throughput (rate of boxes unloaded) while minimizing damage to boxes. It continuously
receives as an input, the current estimated system state s̃ provided by the perception module. Specifically, s̃, contains (i) a voxel grid estimating the static
environment Wstatic which is the trailer’s walls, ceiling and floor and (ii) an estimate of the dynamic environment Wdynamic which is the position and orientation
of each one of the boxes in the trailer. Box depths are provided with confidence
intervals and masses are not provided at all. These two parameters (box depth
and mass) are the main sources of uncertainty in our system.
Subsequently, the PLR outputs a trajectory to be executed by the robot’s
motors. These motors also include sensors (e.g., force / torque sensors) allowing
the PLR to output trajectories that are terminated by a given “trigger” or event
(e.g., sweep with the nose until a certain force or torque level is exceeded).
Executing actions such as moving the robot’s base typically take time that is in
the order of several seconds. We assume that the perception module updates s̃
at a high-enough frequency allowing the PLR to constantly reason what is the
next action to be taken. In addition, we assume that the system has access to a
simulator that estimates the outcome of actions. Before we detail the system’s
modules, we introduce a key notion that drives our architecture—strategies.
4.1

Key ingredient—strategies

We represent a robust motion plan as a decision tree of sequential actions and
observations which is referred to as a strategy hereinafter. Specifically, a strategy
is a partial mapping that describes what action to take given a system’s state
(see Fig. 3). It is important to note that the system does not have access to the
true state s but to an estimated state s̃. Instead of explicitly representing the
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Fig. 4: Truck unloading PLR system architecture.
estimated states, a strategy encodes them in a decision tree where the root is
the initial belief (probability distribution over states) and the branches represent
the possible sequences of actions u and observations z.
For example, strategies can be simplistic such as “move forward at a constant
speed while scooping; if no boxes are left, terminate.” or more complex such as
“try to pick up boxes from the low-left section of the truck by selecting a target
pick point and finding a collision-free motion to it; if the boxes were successfully
picked, try to pick boxes from the low-right section; if not and if the suction
grippers lost contact with the boxes while pulling them back, try to pick up
boxes from the high-left section; else if no valid pick point was found, move the
robot base back and take another observation; . . . ”
One option to define effective strategies that are applicable to any state would
be to employ a highly-complex, manually-designed (hardcoded) state machine
that encodes domain knowledge. This approach has two main shortcomings; the
first is that maintaining and updating such a strategy is highly non-trivial. As
unforeseen scenarios are encountered or unintended results of certain actions are
discovered, the designer of this hardcoded strategy is required to assess how new
changes affect the system. The second shortcoming is that this does not allow
for adapting the system’s behavior to prior information—if a vendor is known
to ship small, light boxes, the system should adapt to work best for such cases.
To this end, we suggest to automatically generate a set of strategies in an offline phase using the simulator. When the system is deployed, at any given time,
it chooses the most appropriate strategy among the pre-generated strategies as
well as the hardcoded strategy and executes the actions defined by this strategy.
As we will see, this framework allows the system to generate near-optimal strategies for sampled environments and also effectively generalize them to adapt to
the stochastic environments at run time.
4.2

System overview

As mentioned, the PLR uses an offline phase (composed of two distinct steps
which we detail shortly) to design strategies which are then used in the online,
truck-unloading phase. For a system diagram, see Fig. 4.
• The Motion Planner, used in both phases, receives as an input an estimated
state s̃ as well as a goal g and plans a collision-free trajectory to reach g.
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• The Strategy Executor, used in both phases, receives as an input a strategy S
and an estimated state s̃. It is tasked with executing S by instantiating the
high-level actions into motion-planning queries and assessing which queries
are collision-free (using the Motion Planner). Once a collision-free trajectory
is computed, it is sent to the robot’s controllers or to the simulator.
• The Strategy Generator, used in the first step of the offline phase, generates
a library L of strategies, each tailored for a different environment. It uses
the strategy executor as well as the Motion Planner and the simulator to
simulate the outcome of different actions in order to plan a highly-effective
strategy for the given environment.
• The Strategy Generalizer, used in the second step of the offline phase, is
tasked with learning a mapping M called a strategy chooser which is used in
the online phase to decide which strategy to use given a specific system state.
This is required as the strategies in L were planned for specific environments.
It is unclear upfront, which strategy is best to use given a new environment.
The Strategy Generalizer uses the Strategy Executor and the Motion Planner
to simulate the outcome of different strategies in L to learn M.
4.3

System modules

Here we detail the main algorithmic components that are used within the PLR.
Motion planner. The motion-planning module is tasked with planning collisionfree motions for the robot. It must handle a large variety of task-specific path
and goal constraints. For example, a given planning query might be for the arm
to reach a particular pose by moving either the base, the arm or both, without
moving the nose. For another query, we may want to relax checking for collisions
between the arm’s end effector and the boxes, if our intention is to pick them.
In our system, minimizing execution time is of utmost important to unload a
large volume of boxes efficiently. Additionally, short planning times are desired to
enable the Strategy Executor to rapidly evaluate many potential motions, when
determining the best way to accomplish a high-level action. Finally, planning
times and generated plans should be consistent. Namely, similar queries should
roughly take the same amount of planning time and result in similar plans.
Unfortunately, sampling-based planners such as RRT [16] and its many variants
often have a large variance in their planning times and solutions due to the
stochastic nature of the algorithm.
To this end, we chose ARA* [18] as our planner. ARA* is an anytime heuristic search-based planner which tunes its performance bound based on available
search time. Specifically, it computes an initial plan quickly and refines its quality as time permits. Our search space consists of a uniformly-discretized state
lattice with motion primitives [2], where each motion primitive is a short, atomic
motion executable by the robot. To produce efficient-to-execute paths, we use a
cost function that approximates the time to perform each motion primitive.
Strategy Executor. The Strategy Executor efficiently executes a high-level
strategy by continually evaluating the current state of the world as received
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from the robot’s sensors and translating high-level actions into specific motionplanning queries which are then executed by the robot. This is done until the
strategy is completed or an alternative one is provided.
Strategy Generator. The Strategy-Generator is tasked with precomputing a
set of robust and efficient strategies L for a small set of given environments such
as those depicted in Fig. 2. In generating strategies, we assume that the planner
only has access to a perceived environment. A common example of data that is
unknown to the planner is box masses which affect the system’s dynamics.
This problem can be modeled as the problem of planning robust motions
under uncertainty, also known as belief-space planning, which can be formulated
in a principled form as a POMDP [9,14]. In contrast to the assumption used
in many POMDP solvers, we do not have access to an explicit model of the
POMDP but to a generative model, the simulator. Given a state and an action,
the simulator provides a sample of a successor state, observation, and cost (execution time). Monte-Carlo based methods such as POMCP [26] can be applied
to such settings. Their favorable traits can be attributed, in part, to representing each belief state using a set of particles and performing a Monte-Carlo tree
search on these set of particles. However, such planners are not well suited to a
Goal POMDP where the objective is to achieve a specific goal (e.g., unloading
the boxes from the truck in our setting). They typically lack in effective guidance
toward the goal, and thus, require a large number of simulations to converge.
To this end, we use Partially Observable Multi-Heuristic Dynamic Programming (POMHDP) which incorporates heuristic-based belief-space planning together with a particle representation. For additional details, see [13].
Strategy Generalizer. The StratState
egy Generalizer is tasked with learnFeature
Strategy
ing a mapping M called strategy
Extraction
Library L
chooser that is be used in the online
Features
phase to choose the strategy to exeHardcoded
Nearest
Strategy
NN
cute for a given state. As noted, the
Strategy H
Neighbor NN Strategy Chooser M
Strategy Generator precomputes robust and efficient strategies L only for
Chosen Strategy
a small set of environments and durFig. 5: Learning framework
ing the online phase the system encounters new environments and needs
to generalize the pre-computed strategies to ensure high-quality performance.
As mentioned in Sec. 4.1, one solution to tackle this problem is to manually
design a complex state machine H, referred to as hardcoded strategy, created by
a domain expert that encodes domain knowledge. However, encoding satisfactory behavior by a single strategy for the large set of environments that will be
encountered is extremely challenging. In contrast, we present a learning-based
solution to train M as a binary classifier that chooses either the hardcoded strategy H or one of the pre-computed strategies in L which is chosen using a simple
1-nearest neighbor classifier NN. To aid in generalization, we extract features of
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(a) Env. A1.

(b) Env. A2.

(c) Env. B1.
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(d) Env. B2.

Fig. 6: Screenshots of the environments in simulation for experimental analysis.
the environment using a set of hand-designed features such as height of each column in the wall of boxes, and difference in heights of successive columns. Similar
features were used in learning efficient policies to solve the game of Tetris [28].
The binary classifier M, in our case, is a support vector machine [3] with a
Gaussian kernel and 85 extracted features. The entire learning framework is
summarized in Fig. 5.
Observe that the task of truck unloading is a sequential decision-making
problem where current actions influence future states of the environment. To
keep the sample complexity required tractable, we formulate it as a supervised
learning problem where the objective at every time step is to predict the strategy
that will unload the largest number of boxes, given the current state. In spite of
the simplification, we find that this objective results in good long-term unloading performance. To train M, we need large amounts of data D consisting of
pairs of environment states and optimal strategies. This data is obtained in the
offline phase iteratively by initializing a random environment, executing (i) the
strategy in L as predicted by the nearest-neighbor classifier NN using the designed features and (ii) the hardcoded strategy H on the random environment.
This allows to determines which strategy performs the best in terms of rate of
boxes unloaded for the random environment. Once the best strategy is recorded
in D, we retrain M using D and execute the strategy predicted to obtain the
next state of the environment. Crucial to such a data-collection procedure is
the capability to reset the state of environment in the simulator to execute both
strategies. We continue this training for a large number of iterations to obtain M
that achieves high performance on a held-out validation dataset. This iterative
training procedure is similar to DAgger [23].

5

Experimental analysis

We present experimental analysis that highlight our design choices. All results
were obtained using a C++ implementation of our PLR architecture using the
V-REP simulator [22]. Furthermore, all environments used for evaluation were
motivated by real-world scenarios (see Fig. 2). and to verify the validity of our
basic modules, the Strategy Executer and Motion planner ran for five hours on
a real robot executing the hardcoded strategy. In our simulated experiments,
we used four different environments termed Env. A1, A2 and Env. B1, B2 (see
Fig, 6). Env. A1 and A2 contain nicely-stacked boxes with varying masses and
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Type
DoFs No. of queries Planning times [ms] Planner failures [%]
Arm (Search)
4
10.9 ± 5.74
90.9 ± 12.8
0±0
Arm + Base (Search) 5
11.1 ± 5.93
1104.8 ± 708.1
0.2 ± 0.42
Nose (Parameterized) 1
47.6 ± 30.8
374.6 ± 535.1
2.2 ± 1.14
Arm (Cartesian)
1
22.6 ± 12.59
6.1 ± 0.7
1.4 ± 2.72
Base (Cartesian)
1 154.7 ± 56.34
2.8 ± 3.6
3.2 ± 5.16
Pre-planning (Search) 6
85.2 ± 31.7
70.9 ± 465.2
5.1 ± 16.13

Table 1: Motion-planner statistics for strategy execution of Env. A1 averaged
over 10 different runs.
Action Type
Pick
Sweep

Environment
A1
A2
B1
B2
17.8 ± 5.1 16.8 ± 1.5 10.1 ± 3.1 12.9 ± 5.0
11.8 ± 5.0 14.5 ± 6.2 9.8 ± 4.1 8.3 ± 3.3

Table 2: Number of high-level actions (pick and sweep) executed by the Strategy
Executer averaged over 10 different runs for each environment.

different sizes. Here, most of the boxes can be picked by the robot’s arm and the
hardcoded strategy is optimized for such environments by the domain expert. In
contrast, Env. B1 and B2 contain unstructured piles of boxes on the trailer floor
with a wide variety of box masses and sizes, which makes the unloading problem
significantly harder. We used Env. A1 and B1 to generate the library L and
train M. Env. A2 and B2 were used only to evaluate the system’s performance.
Motion planner. To demonstrate the extent to which the Motion Planner is
used within the PLR, we start by reporting on the number of queries and the
respective planning times for the online phase of the PLR and for each type of
query (Table 1). There are six different types of queries (listed in the table)
for which the executor invokes the planner for the pick and sweep actions. The
planner uses ARA* for the arm and for the arm and base (combined). Although
the nose has three degrees of freedom (DOFs), the motion is hardcoded to achieve
a certain pitch angle. The planner also computes pure Cartesian motions for the
arm and the base (namely, running an inverse-kinematics solver). In addition,
the planner also has a pre-planning phase (for all different type of planner calls)
which runs a search to find the closest valid initial state (to snap onto it), in
case the initial state of the robot is considered to be in collision. This happens
as the robot makes contacts with the environment during operation.
As we can see, most planning queries are for relatively low-degree of freedom
planning problems (less than five) with almost no timeouts. The only exception
is planing the coordinated motion for the arm and the base which takes on
average almost 1.2 seconds and has a non-negligible amount of timeouts.
Strategy Executer. We logged the number of times the pick and the sweep
actions were invoked over the course of unloading for different environments. The
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Action Type
Pick
Sweep

11

Number of planner calls
Arm Arm + Base
Nose
Arm (Cart.) Base (Cart.) Pre-planning
1.0 ± 0 1.01 ± 0.11 2.24 ± 0.65 2.05 ± 0.23 2.24 ± 0.65 1.35 ± 1.1
–
–
4.0 ± 2.13
–
7.49 ± 3.52 3.12 ± 3.10

Table 3: Number of planner calls by the Strategy Executor within the pick and
sweep actions for Env. A averaged over 10 different runs.
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Fig. 7: Number of nodes in the belief tree (constructed during strategy generation) and in the solution strategy. Each line is for an individual belief-space
planning query, and each marker (dot or diamond) depicts when each search
iteration was completed.
results are presented in Table 2. We also report the average number of planner
calls made by the executor for each planning type (see Table 3).
Strategy Generator. We report the strategy generation time and its quality
improvement over repeated searches (Fig. 7). The strategies are generated for
Env. A1 and B1 using five particles, a planning horizon of six actions, and five
iterations (repeated searches) at most. With high-fidelity slow-speed robot simulators, the strategy generation takes several hours. Note that each high-level
action is composed of about 40 seconds of low-level motions, and its simulation
on an Intel Xeon Gold 3.40GHz CPU takes about 400-600 seconds. (We used 25
simulators in parallel for the strategy generation). Thus, the repeated search
should be focused on the relevant subspace (i.e., reachable subspace from the
initial state under the optimal policy). Indeed, POMHDP utilizes domain knowledge in the form of multiple heuristics, and provides satisfactory solutions from
a small number of search iterations. This can be observed from Fig. 7 by looking
at the low ratio of the number of nodes in the solution strategy to that in the
whole belief tree. For additional experiments regarding the Strategy Generator,
see [13].
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Fig. 8: Predictions of the trained classifier M on the validation set. The data
points are plotted using their top two principal components.
Strategy Generalizer. To show the generalization capability of the Strategy
Generalizer, we held out a quarter of the data D as a validation set and trained
the binary classifier M on the remaining data. The predictions of the trained
classifier on the validation set is shown in Fig. 8. While the classifier manages
to accurately predict the optimal strategy for many states, it also misclassifies a
significant number of states which suggests that the features are not informative
enough to discriminate between the classes. The task of improving the feature
set is left for future work.
System. To evaluate our planning architecture, we compared our PLR with
several alternatives:
• Hardcoded strategy: Here, there is no offline phase and the system contains a hardcoded strategy H that is manually written by a human expert.
• Nearest-Neighbor strategy: Here, we use the strategy predicted by the
nearest-neighbor classifier NN from L for any environment encountered. Note
that here we do not use the binary classifier M or the hardcoded strategy H.
• Open-loop offline planner: Here, we run a precomputed strategy that is
generated by the Strategy Generator. Since a strategy is not a full decision
tree, it may either reach a point where the strategy has no more actions to
execute or the strategy faces a state that was not planned for.
• Expected offline planner: Here, we report on the expected unloading rate
of actions taken by a precomputed strategy. Since strategies are computed
for a finite horizon, this method assumes that after a strategy is fully executed state uncertainty is removed. This serves as an upper bound on the
effectiveness of the precomputed strategies.
We start by comparing the performance of the different methods for the case
where there is no need for generalization, namely, where the environment used
to compute strategies in the offline phases is identical to the one tested in the
online phase. In our setup, these are Env. A1 and B1. Fig. 9 shows the number
of unloaded boxes as a function of time on these environments averaged over 10
independent runs (with the shaded region depicting standard error). For both
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Fig. 9: Number of boxes unloaded for Env. A1 (left) and B1 (right).

Number of boxes unloaded

PLR

Hardcoded

Nearest Neighbor

500

500

400

400

300

300

200

200

100

100

00

500

1000
1500
Sim time(s)

00

500

1000
1500
Sim time(s)

Fig. 10: Number of boxes unloaded for Env. A2 (left) and B2 (right).
environments, we see that that all the methods other than NN perform similalrly
to the hardcoded strategy H which demonstrates that the offline phase effectively
computes efficient unloading strategies. The improvement is more prominent in
Env. B1 than A1, since the hardcoded strategy is highly tailored for environments
such as Env. A1. Also, note that open-loop execution of precomputed strategies
often performs poorly as the unloading process is highly stochastic and we need
online adaptation, like the chooser M, to ensure good performance. The nearestneighbor strategy NN starts with high unloading rates but degrades later as
the world states start to diverge from the ones observed in the offline phase
due to compounding errors from stochastic dynamics. The chooser M, however,
accounts for this by switching to the hardcoded strategy H. Thus, it ensures
that our system never performs worse than H, and in some cases, significantly
better than H (like in Env. B1 and B2.)
We observe (Fig. 10) similar trends when we evaluate the performance on
environments which have not been seen in the offline phase. For Env. A2, the
NN strategy degrades in the later stage of the truck whereas the chooser M
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switches to H. In contrast, NN performs the best in Env. B2 where the learned
strategies generalize well but the chooser M cannot attain the same performance
due to misclassifications. However, M still has a significantly better performance
than H, demonstrating the benefit of our PLR framework with the offline Strategy Generator and online strategy chooser in terms of generalization.
Finally, a video of the robot unloading truck trailers can be found at https:
//youtu.be/eupvpglkiR4.

6

Open challenges

Simulator speed. A key bottleneck in the offline phase (both in strategy generation and strategy generalization) is simulating the outcome of different actions.
The larger the number of simulation steps the simulator can make per time unit,
the more robust the strategies will be as the Strategy Generator will be able to
explore larger portions of the belief space for the same amount of planning time.
Similarly, the faster the simulator would be, the more settings the Strategy Generalizer can evaluate, making the chooser M more accurate in choosing the most
appropriate strategy. In our implementation, we used a state-of-the-art simulator (V-REP [22]) and initial planning times for strategy generation and training
times for strategy chooser were in the order of days. This is mainly due to the
fact that the simulator is required to run a physics engine testing interactions
between all objects (including, typically 500 or more boxes) in a scene. Speeding
up the simulator while maintaining simulator accuracy is an open challenge that
will dramatically improve system performance. For a technical report describing
our initial efforts on speeding simulation in the context of robot truck unloading,
see http://www.orensalzman.com/docs/ISRR19-sim.pdf.
Planning with adaptive simulation accuracy. Another approach we suggest
to handle the long planning times that the simulation introduces is by varying its
accuracy in the planning algorithm. Planning with adaptive dimensionality has
proven an effective tool to tackle complex high-dimensional planning problems
(see, e.g., [5,29]). Here, we suggest to initially plan using the simulator configured
to be fast but possibly inaccurate. The simulator will then be invoked with an
accurate, yet slow, configuration only for promising plans. This is similar to lazy
path planning [4,7,19] where easy-to-compute estimates of edge weights are used
to guide the search algorithm in cases where evaluating true edge weights is
computationally expensive.
Active querying. A limitation of the Strategy Generalizer is the requirement to
obtain large amounts of supervised data. With a high-fidelity simulator, testing
strategies over a wide range of environments takes a prohibitively large amount
of time. Also, while porting the strategy chooser M (trained in simulation) on
to the real robot, we expect to encounter environments where further training is
needed to predict the correct strategy. In such cases, resetting the environment
in the real world (i.e., arranging boxes back to their previous positions) is labor
intensive. Hence, there is a need for the system to query for strategies only
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on a small number of environments where supervision is extremely useful. This
problem is commonly referred to as active learning [25]. However, traditional
active-learning methods cannot be readily applied as the distribution of states
experienced by the system is non-stationary [15], and changes as M is retrained.
Feature engineering. As shown in Sec. 5, the current features that are extracted from an environment and used by the PLR (Fig. 5) are not informative
enough to effectively classify all the states. This directly affects the generalization
performance of the system and can be improved by (i) designing features that
identify states where H performs well (this requires extensive domain knowledge
and data), or (ii) use end-to-end learning [17] techniques to enable M to learn
representations that result in better classification performance.
Efficient planning in recurring settings. As the robot has to execute actions
from a fixed library of strategies, the manipulation tasks are fairly similar. For
such recurring tasks, the planner should be able to efficiently exploit the structure
in the planning problems instead of planning from scratch over and over again. To
this end, we developed [8] a preprocessing-based planner that provides provable
bounds on the query time and guarantees real-time performance. A caveat to our
planner is that it assumes that the environment would remain static in between
the queries. While this assumption does not hold in our setting, we suggest to
use this planner first, and if the computed trajectory is in collision, we would
then use ARA*.
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